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Abstract

The quark-gluon plasma (QGP) is an extremely hot and dense form of matter in

which quarks and gluons exist in a deconfined state. It was present at the very

beginning of the universe just after the Big Bang, before the universe cooled down

enough for hadrons to exist. Ultra-relativistic heavy-ion collisions such as the lead-

lead collisions at the Large Hadron Collider (LHC) at CERN (Geneva, Switzerland)

can be used to recreate this form of matter in the laboratory, creating a very short

lived small droplet of QGP just after the collision. These collisions are therefore a way

to study not only the properties of the QGP, but also the hadronisation mechanisms

at play when the QGP droplet cools down and undergoes a phase transition from

free quarks and gluons to hadronic matter.

Heavy quarks, such as the charm or bottom quark, are created at the very be-

ginning of the collision, and interact with the QGP as it expands and cools down,

eventually undergoing hadronisation. This means they experience the entire evolu-

tion of the system, making heavy-flavour hadrons such as the Λ+
c baryon (udc) an

excellent probe into the QGP. The relative production of different hadrons, in par-

ticular the relative production of baryons and mesons, is an especially useful probe

of hadronisation mechanisms. As heavy-flavour hadrons have a very short lifetime,

they decay before reaching the detector, and their production has to be reconstructed

via their decay products.

In this thesis, the production of Λ+
c measured as a function of transverse momen-

tum pT in Pb–Pb collisions at a centre-of-mass energy per nucleon-nucleon collision of
√
sNN = 5.02TeV via the Λ+

c → pK−π+ decay channel is presented. The Λ+
c produc-

tion yield is measured in two collisional centrality classes, central and semi-central,
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in two and three pT bins respectively. A previous measurement of charmed D meson

production by the ALICE collaboration is used to calculate the Λ+
c /D

0 production

ratio, and a measurement of Λ+
c production in proton-proton (pp) collisions is used

to determine the nuclear modification factor RAA. The experimental results of this

thesis work are merged with other ALICE measurements performed using a previous

analysis done via the Λ+
c → pK0

S decay channel, and compared to theoretical models

which implement charm quark transport and hadronisation in different ways.

It is found that the Λ+
c /D

0 ratio is enhanced in central Pb–Pb collisions with

respect to pp collisions at intermediate pT, while it approaches that of pp collisions

in the high-pT region. This indicates that hadronisation differs in Pb–Pb collisions

compared to pp collisions. This measurement significantly improves precision at high

pT when added to previous results from the Λ+
c → pK0

S channel, and this work gives

the most precise measurement of Λ+
c production in Pb–Pb collisions to date.
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Chapter 1

Introduction

The ALICE experiment (A Large Ion Collider Experiment) at the LHC (Large

Hadron Collider) at CERN in Geneva (Switzerland) was built to study a decon-

fined state of matter called quark-gluon plasma (QGP), that is speculated to have

existed at the very beginning of the universe. It can be recreated in high-energy

heavy-ion collisions, such as lead-lead (Pb–Pb) collisions at LHC. Decades of exper-

imental study since the 1980s has lead to remarkable progress in determining QGP

properties. Despite this, there are still many aspects of the QGP that are unknown

or not understood. These include a precise characterisation of its constituents and

how they interact, what phenomena emerge from its presence in a hadronic collision,

and by what mechanisms hadrons form as the QGP cools down and undergoes a

phase transition back to ordinary hadronic matter. Heavy-flavour hadrons provide a

good probe into some of these questions, as their high mass means they are created

only at the very beginning of the collision and experience all stages of the QGP

evolution. In order to gain information about the QGP properties, it is therefore

important to study the production of these hadrons. In this thesis, the production

yield of Λ+
c baryons is measured in Pb–Pb collisions at

√
sNN = 5.02TeV, which

provides a useful probe of QGP properties and hadronisation mechanisms.

In this chapter, the QGP and its properties are discussed, and heavy-ion collisions

are described. In chapter 2, heavy-flavour production, which this thesis focuses on,

is introduced. The role of heavy-flavour constituents in investigating the properties

1
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of the QGP, as well as heavy-flavour production measurements from small systems

such as proton-proton (pp) collisions are discussed. Chapter 3 gives an overview of

the experimental setup used for this analysis, i.e. of the Large Hadron Collider and

the ALICE detector. In chapter 4, the analysis procedure is described in detail. The

results are discussed in chapter 5, and they are combined with the results of a previous

measurement by the ALICE collaboration done in a different decay channel. These

results are compared to theoretical models which implement different hadronisation

mechanisms. Finally, chapter 6 discusses these results and offers an outlook on some

future measurements.

In the following, error bars generally denote statistical uncertainties, while error

boxes show systematic uncertainties.

1.1 Quantum Chromodynamics

The standard model of particle physics was developed in the second half of the 20th

century and it is currently our best understanding of all elemental particles and their

fundamental interactions. It describes three types of fundamental particles and their

interactions: Quarks and leptons are fermions with a spin of 1
2
, while gauge bosons

have a spin of 1.

There are three families of quarks, which have one positively charged (+2
3
) and

one negatively charged (−1
3
) quark each. These are up (u), down (d), charm (c),

strange (c), top (t) and bottom (b) quarks. The lighter flavour quarks (u,d) are the

most stable, while the heavier ones quickly decay into the lighter quarks. In addition

to their electromagnetic charge, quarks also carry a so-called “colour charge”, which

allows them to interact via the strong force that is mediated by gluons. This will be

elaborated on in section 1.1. Leptons also have three families. They consist of the

negatively charged electron (e), muon (µ), and tau (τ), as well as the corresponding

neutrinos (νe, νµ, ντ ). While e, µ, and τ have a negative charge of 1, the neutrinos

are electrically neutral and interact only via the weak force.

In addition to these 12 fermions, there are also gauge bosons in the standard

model, which act as mediators for the three fundamental forces: gluons mediate the
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Figure 1.1: The particles of the standard model [1].

strong force, photons the electromagnetic force, and Z0 and W± bosons mediate the

weak force. The last particle in the standard model to be discovered was the Higgs

boson [30, 31], which has a spin of 0. It is an excitation in the Higgs field, which

gives mass to the elemental particles. Figure 1.1 shows the 18 particles that make

up the standard model. Note that while the gluon is shown as one particle, there are

actually eight different types of gluons which correspond to different colour states.

Quantum Chromodynamics (QCD) is the theory of interaction between quarks,

which is mediated by gluons. It is a non-abelian gauge field theory that describes the

interactions of the strong force [32]. A crucial difference to electromagnetic interac-

tions is that gluons, the force-carriers of the strong interaction, are self-interacting.

This means that unlike photons, which do not carry electromagnetic charge, glu-

ons do carry a colour charge, and can therefore interact with other gluons. The

Lagrangian of the QCD is given by

LQCD = −1

4
Gα

µνG
µν
α +

∑
f

Ψ̄f (iγ
µDµ −mf )Ψf (1.1)
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Figure 1.2: Feynman diagrams for the interaction vertices of quarks and gluons. The
two rightmost are possible due to the self-interaction of gluons, and do not have an
equivalent in QED.

where f runs over the six quark flavours, Ψf is a quark field of flavour f , and mf is

the mass of a quark flavour f . Gα
µν is the gluonic field tensor, which unlike its QED

equivalent has a third term accounting for the self-interaction of gluons:

Gα
µν = δµA

α
ν − δνA

α
µ − gfαβγAβ

µA
γ
ν (1.2)

The index α runs over the 8 colour degrees of freedom of the gluon field. Figure 1.2

shows the Feynman diagram of possible interaction vertices in QCD, which include

the self-interacting terms that are not present in QED. As a consequence of this self-

interaction, the screening effect, which also occurs in QED, is counteracted by an

anti-screening effect stemming from gluon loop interactions. The interplay between

these two effects determines the strength of the coupling constant αs, which deter-

mines the strength of the interaction between quarks and gluons. Unlike its QED

equivalent, it does not increase but decreases with with the momentum transfer Q

of the interaction as:

αs(Q
2) =

12π

(33− 2nf ) · ln
(
Q2/Λ2

QCD

) (1.3)

where nf is the number of quark flavours, and ΛQCD is the scale parameter of QCD,

which depends on the number of quark flavours used in its calculation. The depen-

dence of αs on Q is shown in figure 1.3.
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Figure 1.3: A summary of measurements of the strong coupling constant αs as a
function of momentum transfer Q [2].

For momentum transfers larger than the QCD scale (ΛQCD ≳ 200MeV), αs be-

comes small and the quarks are weakly bound, a behaviour which is called asymptotic

freedom. Due to the small value of αs, this region can be investigated with a pertur-

bative calculation (pQCD). In it, the process is expanded to higher orders of αs, but

only lower orders contribute significantly, so the higher orders can be neglected [33].

At lower momentum transfers, αs becomes larger, and the perturbative approach

breaks down as higher orders dominate. In this region, a phenomenon called con-

finement is observed, which means quarks are strongly bound in hadrons and cannot

be separated [34]. Another feature observed in this region is spontaneous breaking of

chiral symmetry [35]. In this non-perturbative regime, theoretical QCD calculations

can be done using Lattice QCD [36, 37] or Effective Field Theories [38].

Many aspects of QCD, such as the measurement of αs shown in figure 1.3, can

be studied using pp collisions. Another way to gain more information about QCD is

to study extended systems that are subject to the strong interaction. In the study
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of electromagnetic interactions, this question is addressed in the field of condensed

matter physics. In that case, phenomena such as superconductivity emerge, that do

not rise directly from the rules of the microscopic interactions [39]. A parallel to

condensed matter physics can be found in QCD studies. Heating up an extended

system of quarks and gluons to a very large energy density produces a quark-gluon

plasma (QGP). For such a system, confinement no longer applies, and chiral sym-

metry is approximately restored [40]. Knowledge of the dynamics of its fundamental

constituents (quarks and gluons) sheds little light on an understanding of the bulk

properties of QCD matter, and completely new phenomena may emerge. The study

of the QGP therefore provides a unique way of further investigating QCD behaviour.

1.2 Quark-gluon plasma

The QGP is a special state of nuclear matter that occurs at very high energy density,

and in which quarks and gluons are no longer confined inside hadrons but exist in

a free state. It is thought to have existed at the very beginning of the universe, up

to about 10−6 s after the Big Bang. Figure 1.4 shows the phase diagram of QCD,

with the temperature T plotted against the baryochemical potential µB, which is

proportional to the net baryon number. The QGP present at the beginning of

the universe corresponds to a low net baryon number and a high temperature. A

complimentary situation has also been theorised, with a QGP occurring at relatively

low temperatures and high baryon density. This is speculated to be the case in

the core of neutron stars [41]. In the laboratory, a situation with low net baryon

number and high temperature can be created in high-energy heavy-ion collisions,

where a huge amount of energy is deposited in a small volume, leading to a QGP

being created.

The first attempt to describe nuclear matter in extreme conditions was made as

early as the 1930s, with Oppenheimer and Volkoff calculating its properties at far

higher than normal nuclear density [42]. Similar calculations were carried out by

Zeldovich in the 1960s [43] and Baym and Chin in the 1970s [44]. The theoretical

models of the time were not sufficient to describe nuclear matter at these extremes,
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and conflicting theories existed. The fundamental constituents of nuclear matter,

quarks and gluons, were not known until the proposal of quarks by Gell-Mann and

Zweig in 1964 [45, 46], and their subsequent discovery in inelastic scattering ex-

periments in 1969 [47, 48]. A breakthrough came with the discovery of asymptotic

freedom in 1973 by Gross, Wilzek, and Politzer [49, 33]. It led to the postulation of a

dense quark soup at very high temperatures by Collins and Perry [50], as well as the

existence of a second-order phase transition between the hadronic and quark–gluon

phases of matter, as described by Cabibbo and Parisi [40]. A host of possible sig-

natures of the QGP were introduced, such as an excess of multi-strange baryons

compared to proton-proton collisions as a consequence of the increased production

of strange quarks [51], and a suppression of J/Ψ due to its binding energy being

lower than the QGP temperature [52]. Other observables included an enhancement

of the di-lepton spectrum [53] and the emission of high-energy photons.[54, 55].

Figure 1.4: A schematic of the phase diagram of QCD as a function of temperature
and baryon chemical potential (see text) [3].

With the start of AGS at BNL [56] and CERN’s SPS [57], both in 1986, nu-
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clear collisions were available at an energy of
√
sNN = 5GeV and

√
sNN = 20GeV,

respectively, and during the 1990s, many of these QGP signatures where observed

[58, 59, 60, 61, 57]. The co-existence of so many of these signatures was seen as evi-

dence for the existence of the new state of matter [57]. The start of the first heavy-ion

collider RHIC in 2000 meant an increase of the collision energy to 130GeV [62]. In

2002, RHIC observed for the first time the suppression of high-pT particles in Au–

Au collisions, which was seen as evidence for the energy loss of hard partons in the

QGP, and initiated further studies of jet modification in the medium [63]. Another

important discovery was that the QGP exhibits behaviour as a nearly ideal fluid [64],

as found from measurements of the nuclear modification factor RAA (see section 2.3)

at high transverse momentum pT, as well as in measurements of anisotropic flow at

low pT. When the LHC started operation in 2008, its heavy-ion programme offered

a further significant increase in the available collision energy, with Pb–Pb collisions

initially running at 2.76TeV and increasing to 5.02TeV in 2015. The ALICE ex-

periment was built with the main purpose of measuring those collisions (see chapter

3). The increase in not only energy but also hadronic multiplicity offered ideal con-

ditions to study the chemical composition of the medium, as well as its behaviour,

with unprecedented precision.

A useful tool for theoretical descriptions of the QGP is lattice QCD, which can

be used to describe static problems in the non-perturbative region of QCD. In this

approach, quarks are designated as the lattice sites, with gluons as the connections

between those sites. With sufficient computational power, the QCD equation of

state can be calculated using realistic masses for the dominant quark flavours (up,

down, and strange) and an extrapolation to the continuum limit [65]. This can then

be used to extract the thermodynamic properties of the QGP, such as pressure or

energy density, as well as their temperature dependence. Calculations of lattice QCD

show that the system undergoes a smooth transition from confined to deconfined

state at a critical temperature Tc ≈ 155MeV [4]. It is important to note that this

calculation was done for a system with zero net baryon density, which corresponds

to the situation in the early universe before hadrons existed. Due to the continuous

nature of the thermodynamic variables, a cross-over state occurs, where confined and
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de-confined matter are present at the same time. This corresponds to the so-called

pseudo-critical temperature Tpc. The transition to deconfined matter coincides with

a strong increase in energy density ϵ, indicating the release of many new degrees of

freedom in the system, correlating to quarks and gluons instead of confined hadrons.

This can be seen in figure 1.5, which shows the pressure, energy density and entropy

density, normalised to the 4th power of the temperature. The results are extrapolated

to higher temperatures, and as shown in the figure, even at T ≈ 400MeV, the energy

density of a non-interacting ideal-gas limit is not reached. Below this limit, the QGP

exists as a strongly interacting system of quarks and gluons, behaving as an almost

perfect liquid [66].

Figure 1.5: The pressure p, energy density ϵ, and entropy density s normalised to the
4th (3rd) power of temperature T , obtained through Lattice QCD calculations [4].
The darker lines are the predictions from the Hadron Resonance Gas (HRG) model
[5]. There is a strong increase in the cross-over transition region (yellow band), but
even at T ≈ 400MeV the energy density is still roughly 20% below the ideal gas
limit [3].
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1.3 Heavy-ion Collisions

Ultra-relativistic heavy-ion collisions are a powerful tool for studying the quark-gluon

plasma, as they offer the chance to create and observe the system in the laboratory.

The main challenge is the short lifetime of the QGP (in the order of 10−15s), which

rapidly cools and hadronises. It therefore needs to be studied indirectly by measuring

the particles resulting from the collision.

1.3.1 Stages of a heavy-ion collision evolution

Figure 1.6 shows the evolution of the QGP created in Pb–Pb collisions at ALICE.

It consists of several stages, from the initial collision to the particles reaching the

detector:

• Initial state In the initial state, the energy and entropy distribution is gov-

erned by the partons participating in the collision, leading to a “lumpy” dis-

tribution. In this weakly-coupled pre-equilibrium phase, soft partons are cre-

ated in small-Q2 interactions. Large-Q2 interactions produce high-momentum

quarks and gluons, which lead to the production of jets in the QGP.

• Collision The collision happens over a very short time frame of less than

1 fm/c. The crossing time, which is the time it takes the nucleons to pass

each other completely, is τcross = 2R/γ for Pb–Pb collisions at the LHC, where

R is the nuclei radius and the Lorentz factor γ is estimated at 1500. This

means that the collision happens much faster than the time scale of the strong

interaction. A crucial property of the collision is how centrally the two nuclei

collide, and therefore how many nucleons are participating in the collision.

This is quantified by something called the centrality of the collision, which is

described in section 1.3.3.

• QGP formation After about τ ≈ 1 fm/c, the system reaches thermal equilib-

rium, and a QGP is created. The quarks and gluons in it are strongly coupled

and form a collective medium. Due to the pressure gradients stemming from
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the original parton distribution, the system rapidly expands. At this point, the

system behaves as a nearly-perfect liquid, and the expansion occurs collectively.

This means that it can be described using relativistic hydrodynamics.

• Hadronisation As the system expands, it also cools. Once the medium tem-

perature falls below the critical temperature Tc, the QGP ceases to exist and

reverts back into hadrons. At this point a hadron gas is formed, which is a

system that has different degrees of freedom but still behaves collectively. This

hadronisation can happen via several different processes, and is described in

more detail in 1.3.2. The hadrons created still interact via both elastic and

inelastic processes, so that the hadronic species abundances are not yet fixed.

• Freeze-out The chemical freeze-out occurs when the temperature of the sys-

tem has gone down sufficiently for the inelastic collisions of the hadrons to

cease, at which point the particle abundances become fixed. Elastic interac-

tions continue, changing the momentum distribution of the hadrons until the

so-called kinematic freeze-out. This occurs at roughly τ ≈ 10 fm/c, when the

hadron momentum distributions become fixed.

After freeze-out, the particles then fly through the vacuum before reaching the in-

nermost layer of the detector. The measurement of these particles offers valuable

insights into the development and the properties of the QGP.

1.3.2 Hadronisation mechanisms

Of particular interest in the evolution of the QGP is the hadronisation process.

As mentioned above, hadronisation describes the formation of hadrons from the

deconfined quark-gluon plasma, and is a fundamental process of QCD. Due to the

small momentum transfers and consequently large coupling constant involved, it

cannot be described using perturbative QCD, which makes it challenging to study.

Instead, various phenomenological models of different hadronisation mechanisms are

used. In heavy-ion collisions, there are expected to be two mechanisms by which

hadrons are formed from the QGP: fragmentation and coalescence.
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Figure 1.6: The stages of evolution of a heavy-ion collision at ALICE [3] (see text).
b denotes the impact parameter (see section 1.3.3).

Fragmentation occurs when a highly energetic quark creates one or more quarks

from the vacuum with which it then forms into a hadron. This process is expected to

dominate in the high momentum range (pT > 8GeV), where there are more quarks,

and the resulting hadron has a momentum somewhere below that of the fragmenting

parton.

Provided deconfined quarks are close enough to each other in the medium, they

can also combine into hadrons directly, without the need to create additional quarks.

This process is called recombination, or coalescence. Since the quarks have to be

close enough to each other in both space and momentum, this process is expected

to dominate at low and intermediate momentum. The momentum of the hadron

created is essentially equal to the sum of the momenta of the quarks that combined

into it.

Most hadronisation models that implement coalescence use the Wigner formal-

ism. It describes the expected number of hadrons produced with a momentum P as
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[67]

d2NH

d2P
= gH

∫ n∏
i=1

d3pi
(2π)3Ei

pidσifqi(xi, pi)fH(x1, ..., xn, p1, ..., pn)δ
(2)

(
pT −

n∑
i=1

pT , i

)
(1.4)

Here, gH is a statistical factor to form a colourless hadron, dσi is an element of

a space-like hypersurface, and fqi and fH are the Wigner functions of the partons

and hadron respectively, which represent the space and momentum distribution of

quarks. In the case of the Catania model [26], a Gaussian distribution is assumed

for charmed hadrons, but different models implement this in different ways.

1.3.3 Properties of heavy-ion collisions

There are several parameters that characterise a heavy-ion collision. The analysis

results are expected to vary depending on these collision parameters, making it

important to measure them. Two kinematic properties that will be mentioned in

this analysis, centrality and rapidity, are described here.

Rapidity

In collider experiments, the geometry of the collision is usually defined so that the

z-axis is parallel to the incoming beams, allowing the position and direction of the

particles to be classified using the polar angle ϕ transverse to it and the azimuthal

angle θ parallel to it. However, instead of characterising the position using θ, it can

be useful to use a quantity that is invariant to Lorentz boosts along the beam axis.

This is especially true in heavy-ion collisions, where not all partons participate in

the collision, meaning that the centre of mass of the collision moves along the beam

axis and is essentially unknown. To this end, the rapidity y is defined:

y =
1

2
ln

(
E + pzc

E − pzc

)
(1.5)
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where E is the energy and pz = p cos θ is the momentum along the z-axis. For a

particle moving directly transverse to the beam axis (p = pT), the rapidity is 0,

while for a particle travelling along the beam axis it approaches ±∞, depending

on whether it travels forwards or backwards. Under a longitudinal Lorentz boost,

this rapidity changes only by an additive constant, meaning that the difference in

rapidity between two positions is invariant under the Lorentz boost.

For highly relativistic energies, the rapidity simplifies to

y ≈ η = − ln

(
θ

2

)
(1.6)

η is called the pseudo-rapidity. It depends only on the azimuthal angle θ, and is

therefore straightforward to determine. Usually, a pseudo-rapidity range is defined

for a given analysis based on detector acceptance, denoting the angles along the

beam axis for which particles are considered.

Centrality

Lead nuclei are extended systems and are significantly larger than protons. This

means that the collisions do not always happen head-on, but have a wide range

of how centrally the two lead ions collide, as shown in figure 1.7. The amount of

energy deposited in the collision greatly depends on how central the collision is, and

how many nucleons partake in it, making it of great interest when investigating the

properties of the QGP created in it. To quantify this, a variable called centrality is

introduced, which is defined as

c =
b

R1 +R2

(1.7)

where R1 and R2 are the radii of the colliding nuclei and b is the impact parameter,

which represents the distance between the two centres of the nuclei at collision. This

means a perfectly head-on collision is assigned a centrality of 0, while a completely

peripheral collision has a centrality of 1.

The impact parameter cannot be measured directly, but instead can be found ex-

perimentally via two different methods: One is measuring the multiplicity of charged
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Figure 1.7: A schematic view of a heavy-ion collision showing the impact parameter
b, which determines the centrality of the collision, as well as the participating and
spectating nucleons [6].

particles Nch, which depends monotonically on the impact parameter. The other is

measuring the energy carried by particles close to the beam pipe, which corresponds

to the number of spectator nucleons Nspec, i.e. nucleons not participating in the colli-

sions. Figure 1.8 shows the charged particle multiplicity normalised by the number of

participating nucleon pairs as a function of Npart, as calculated by a Glauber Model

[68], which is described in more detail in section 3.2.4. It shows measurements from

both Pb–Pb and Xe–Xe collisions done at ALICE, as well as results from RHIC mea-

sured in Au–Au and Cu–Cu collisions, which are scaled to account for the different

collision energies. They are compared to predictions from PYTHIA 8.3 calculations

[69] using two different selections, one on Nch and one on Npart. At very central

collisions there is a rise for the Nch-selected calculations attributed to fluctuations of

the charged-particle multiplicity at a fixed number of particle sources. This selection

bias can be overcome by using the energy deposited by spectator nucleons for the

centrality calculation (see section 3.2.4).
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Figure 1.8: The measured normalised charged multiplicity as a function of the num-
ber of participating nucleons for different collision systems, scaled for different colli-
sion energies and compared to PYTHIA predictions (see text) [3].

1.4 Measurements in Heavy-ion collisions

An important observable that can be used to study the properties of the QGP is the

particle multiplicity with respect to rapidity dN
dy
, or the particle multiplicity measured

differentially as a function of transverse momentum d2N
dydpT

. The presence of a QGP is

expected to have different effects on the number and momentum range of different

hadrons produced. These can then be compared to the distribution of other particle

species. Figure 1.9 shows the production yield of different light-flavour hadrons

at mid-rapidity, integrated over the entire pT-range, measured in central Pb–Pb

collisions at
√
sNN = 2.76TeV. They are compared to four different theoretical
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calculation that implement particle production via statistical hadronisation models

(SHMs). SHMs assume a fully thermalised system before the QGP transitions into

a hadron gas, and implement hadronisation in a purely statistical manner. These

models describe the measurement results well, indicating that the total production

yield of light flavour hadrons in Pb–Pb collisions is well understood.

Figure 1.9: The production yield per unit of rapidity in central Pb–Pb collisions at√
sNN = 2.76TeV for different hadron species measured by ALICE at mid-rapidity

and over the full pT range, compared to four different statistical hadronisation mod-
els. Figure taken from [3].

Another useful observable is the nuclear modification factor RAA, which compares

the particle production in heavy-ion collisions to those in proton-proton collisions.

It is defined as

RAA(pT) =
1

⟨TAA⟩
dNAA(pT)/dpT
dσpp(pT)/dpT

(1.8)
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where dNAA(pT)/dpT is the pT-differential production yield of a particle in AA col-

lisions, and dσpp(pT)/dpT is the pT-differential cross section in pp collisions. It is

corrected by the average nuclear overlap function ⟨TAA⟩, which is found by dividing

the average number of nucleon pairs participating in the collision Ncoll by the inelas-

tic nucleon-nucleon cross section. Due to this scaling, a nuclear modification factor

of RAA = 1 would indicate that a heavy-ion collision can be viewed as a superposi-

tion of multiple nucleon-nucleon collisions, where no QGP is formed. On the other

hand, a deviation from 1 implies a fundamental difference in these collisions. It is

expected that in the presence of a QGP, the RAA of produced hadrons is significantly

below unity at high pT, due to the in-medium energy loss of the quarks and gluons.

Another reason for modifications to hadron production can be so-called cold nuclear

matter effects, which occur not due to the formation of a QGP but the presence of

nuclei in the collision. To investigate these effects and separate them from QGP-

related modifications, measurements in intermediate collision systems, such as p–Pb

collisions, are crucial.

Figure 1.10 shows the nuclear modification factor for charged particles measured

by ALICE in p–Pb collisions and central and peripheral Pb–Pb collisions. For in-

termediate and high pT, the p–Pb measurement shows agreement with unity, which

suggests that there is no in medium energy loss in this system. For Pb–Pb collisions

on the other hand, the RAA is significantly below unity, and a hierarchy from pe-

ripheral to central collisions can also be seen, with central collisions showing a RAA

substantially below that of peripheral ones. This suggests a significant energy loss of

high-momentum quarks within the medium, and a strong dependence of this energy

loss on the size of the QGP droplet that is produced.

Additionally, measurements of the relative production of baryons and mesons can

give insights into how the presence of the QGP affects the hadronisation process. In

this so-called baryon-to-meson ratio, the production yield of a baryon is compared

to that of a meson with similar quark content. The presence of coalescence, for

example, is expected to lead to an enhancement in the baryon-to-meson ratio at

intermediate pT. This is due to the aforementioned fact that the momentum of a

hadron produced in a coalescence process is similar to the sum of the momenta of the
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Figure 1.10: The nuclear modification factors for charged particles measured by
ALICE for p–Pb collisions and central (0-5% centrality) and peripheral (70-80%
centrality) Pb–Pb collisions at

√
sNN = 5.02TeV as a function of pT [7].

quarks that combine into it. Since baryons consist of three quarks and mesons of two,

a baryon would have a higher momentum than a meson produced from quarks with

the same momentum. In reverse, this means that a baryon and a meson of the same

momentum are combined from quarks with different momentum. Since the number

of produced quarks decreases with increasing pT, one can therefore expect more

baryons relative to mesons to be produced if coalescence occurs in the hadronisation

process.

Figure 1.11 shows the Λ/K0
s ratio measured by ALICE in Pb–Pb collisions at

√
sNN =2.76TeV as a function of pT, for different centrality classes, which are com-

pared to a measurement done in pp collisions at
√
s = 0.9 and 7TeV. It shows that

for very peripheral collisions, the Pb–Pb measurement is consistent with that from

pp collisions, while for more central collisions a peak emerges at intermediate pT. It is
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Figure 1.11: The Λ/K0
s ratio measured by ALICE in Pb–Pb collisions at

√
sNN

=2.76TeV as a function of pT for different centrality classes, and compared to mea-
surements done in pp collisions at

√
s = 0.9 and 7TeV [8].

important to note however that when integrating the Λ and K0
s yields over the entire

pT range, they are consistent among all centrality classes with the pp measurements.

This suggests that the presence of the medium leads to a redistribution of momenta

rather than an increase in the total baryon production [8]. Another possible rea-

son for this redistribution are hydrodynamical flow effects, which push the heavier

baryons to higher momentum than the lighter mesons. Calculations implementing

this effect are only applicable at low momenta of pT < 2GeV/c, above which they

deviate from the measurements, but still present the need to disentangle them from

the effects of the QGP medium.

Both Λ and K0
s are light flavour hadrons, meaning they consist of only up, down,

and strange quarks. Their lighter mass means that they are produced at all stages

of the collision, which means there are larger uncertainties when using these hadrons

to study particle production. Heavy-flavour quarks on the other hand are produced
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only at the beginning of the collision, making them a more precise probe into QGP

properties and hadronisation mechanisms, as described in the next chapter.



Chapter 2

Heavy-flavour physics

Heavy-flavour quarks, such as the c and b quarks, are created in hard scattering

processes at the beginning of heavy-ion collisions, when the energy is high enough

to produce them. Therefore, their abundance is fixed at the start of the collision

and they go on to experience the full evolution of the system, interacting with the

quark-gluon plasma in elastic and inelastic collisions. This makes open heavy-flavour

hadrons ideal probes for investigating the quark-gluon plasma.

This chapter details the theoretical framework used to describe the production

of heavy-flavour quarks in pp and Pb–Pb collisions and motivates the use of open

heavy-flavour hadrons as probes into the properties of the quark-gluon plasma in its

deconfined state as well as the hadronisation process. It also gives a brief outline

of previous heavy-flavour measurements at ALICE, both in Pb–Pb collisions and in

small systems such as pp and p–Pb collisions.

2.1 Heavy-flavour production in pp collisions

Protons consist of quarks and gluons, and a pp collision must therefore be described

as many individual parton-parton interactions. The production cross section of a

heavy-flavour hadron h in a pp collision can be expressed as [70]

dσhard
pp→h+X = fa

i (xi, Q
2)⊗ f b

j (xj, Q
2)⊗ σhard

ij→q+X(xi, xj, Q
2)⊗Dq→h(z,Q

2) (2.1)

22



Chapter 2. Heavy-flavour physics 23

where fa,b
i,j (xi,j, Q

2) is the parton distribution function (PDF) describing the proba-

bility of finding a parton species i carrying the fraction xi of the momentum of the

proton, and σhard
ij→q+X(xi, xj, Q

2) is the scattering cross section of two partons i and

j forming the parton species q. Since heavy-flavour hadrons are produced in hard

scattering processes with a large momentum transfer, the coupling constant is small,

and the later can be described with pQCD methods. The last term, Dq→h(z,Q
2),

represents the likelihood of a parton q fragmenting into the hadron h, called fragmen-

tation function. These fragmentation functions were long believed to be universal,

and once measured in one collision system are used as input into theoretical calcula-

tions for other collision systems [71]. As will be discussed later in this chapter, this

assumption has since been challenged.

2.2 Heavy-flavour production in Pb–Pb collisions

In ultra-relativistic heavy-ion collisions such as Pb–Pb collisions at the LHC, the

ambient temperature of the QCD matter produced is lower than the mass of the

heavy-flavour quarks: mQ ≪ TQGP . This means that heavy quarks are only created

in the initial hard scattering between constituents quarks or gluons within the nuclei,

but not in the quark-gluon plasma itself. While they lose energy travelling through

the medium, their multiplicity is fixed.

Similar to equation 2.1, the production cross section of a heavy-flavour hadron h

in a heavy ion collision can be expressed as

dσhard
AA→h+X = A · A · fN

i (xi, Q
2)⊗ fN

j (xj, Q
2)⊗ dσhard

ij→QQ̄+X(xi, xj, Q
2)

⊗RQGP
N (E,mQ, T, α, ...)⊗DN

q→h(z,Q
2)

(2.2)

Here, A is the mass number of the colliding nuclei, and ⊗ represents a convolution

over each term. dσhard
if→QQ̄+X

(xi, xj, Q
2) is the partonic production cross section of

the heavy quark within the hadron, and fN
i,j(xi,j, Q

2) are the parton distribution

functions describing the probability to find a parton species i carrying the fraction
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xi of the momentum of the nucleon. They are given by

fN
i (xi, Q

2) = RN
i (xi, Q

2)fi(xi, Q
2) (2.3)

fi(xi, Q
2) is the PDF of a particle species i, andRN

i (xi, Q
2) is the nuclear modification

applied to it to take into account the parton distribution in a nucleus compared to

that of a free nucleon.

The last two terms of equation 2.2 are taking into account the effects of the

medium. RQGP
N (E,mQ, T, α, ...) denotes the influence of energy loss in the medium,

as well as collective flow, on the heavy quark momentum. DN
q→h(z,Q

2) represents

a fragmentation function in the medium, which is modified by other hadronisation

mechanisms present in the medium, such as coalescence, which is described in the

previous chapter in 1.3.2.

2.2.1 Interactions in the QGP

Studying the interactions of heavy quarks in the QGP can give valuable insights

into the properties of the QGP. This is done using transport models to simulate

the interactions of heavy quarks with the medium partons. The predicted particle

cross sections given by these models can then be compared to experimental data.

The models used to compare to the experimental results presented in this thesis are

described in chapter 5, but the theoretical basis for them is outlined in this section.

Heavy flavour quarks interact with the medium in two different ways. At the low

momentum range, this interaction mainly happens through elastic collisions, while

at higher momentum energy is lost via gluon radiation. The total energy loss can be

described by ∆E = ∆Ecoll +∆Erad.

The movement of a heavy flavour particle through QCD matter can be described

by a Boltzmann equation [72]. The phase space evolution of the heavy quark phase

space distribution function fQ is given by:[
∂

∂t
+

p⃗

Ep

∂

∂x⃗
+ F⃗

∂

∂p⃗

]
fQ(t, x⃗, p⃗) = C[fQ] (2.4)
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Here, Ep =
√
m2

Q + p⃗ 2 is the quark energy, F⃗ is a force induced by an external

field, and C[fQ] is the collisional integral. For a static medium in equilibrium, the

distribution function follows the Boltzmann distribution: fQ = dQe
−Ep/T . dQ here

denotes the heavy quark degeneracy, and T is the temperature of the medium. The

first two terms on the left of eq. 2.4 govern the space-time evolution of fQ, while

the third term represents the effect of the total mean field that affects the quark,

especially in the early stages of the collision. The collisional integral C[fQ] on the

right side of the equation takes into account the scattering amplitude between the

heavy quark and the medium partons. For heavy quarks such as the charm quark,

the relation mQ ≫ T holds. Additionally, the momentum transfer is typically small,

which suggests that the quarks experience multiple incoherent collisions that are

typical of a Brownian motion. The Boltzmann equation can therefore be transformed

into a Fokker-Planck equation:

∂

∂t
fQ(t, p⃗) = γ

∂

∂pi
[pifQ(t, p)] +Dp∆p⃗fQ(t, p) (2.5)

Where γ is the drag coefficient, which describes the energy loss on the medium per

unit of time in the absence of fluctuation. Dp is the momentum diffusion coeffi-

cient, which represents the momentum broadening per unit of time. In the thermal

equilibrium, the two coefficients are linked with the Einstein relation:

Dp = mQγT (2.6)

Here, mQ is the mass of the heavy quark and T is the medium temperature. The

drag coefficient is also related to the spatial diffusion constant Ds:

Ds =
T

mQγ
(2.7)

The Focker-Planck equation can be solved stochastically using a Langevin model

[73]. For a non-relativistic limit, the changes in position and momentum are given
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by

∆x⃗ =
p⃗

mQ

∆t (2.8)

∆p⃗ = (−γp⃗+ ζ)∆t (2.9)

where ζ is given by a Gaussian probability distribution.

Gluon radiation is a 2→3 process, in which a gluon is radiated. The relative ampli-

tude of the different scattering processes is given by the Casimir factor CR used in

these calculations:

CR = Nc for g → gg

CR = (N2
c − 1)/2Nc for g → qg

CR = 1/2 for g → qq̄

(2.10)

Here, Nc = 3 is the number of quark colours. The number of gluons radiated off

gluons is therefore 9/4 times higher than that radiated off quarks. The probability

of gluon radiation is calculated in [74]. Here, a soft scattering approximation is done

using the BDMPS formalism. In it, the characteristic gluon energy is given by

ωc =
1

2
q̂L2 (2.11)

Here, L is the path length in the medium, and q̂ is the transport coefficient. For

gluons with energy ω < ωc and a kinematic constraint R = ωcL → ∞, the energy

distribution of the radiated gluons can be estimated as

ω
dI

dω
≈ 2αsCR

π

√
ωc

2ω
(2.12)

with αs the strong coupling constant. The average parton energy loss is found by

integrating this energy distribution:

⟨∆E⟩ =
∫ ∞

0

dωω
dI

dω
=
αsCR

2
ωc (2.13)
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With equation 2.11 this gives a L2-dependence of the average energy loss.

Gluon radiation is suppressed at angles smaller than the ratio of the quark mass

to its energy. This is known as the “dead-cone” effect [75] and has recently been

observed directly by the ALICE collaboration [76]. It means that the suppression

of energy loss via radiation decreases for heavier quarks. This, together with the

different Casimir factors, leads to a flavour-dependent hierarchy of radiative energy

loss:

∆Erad(g) > ∆Erad(q) > ∆Erad(c) > ∆Erad(b) (2.14)

Here, q denotes the light quarks u, d and s.

By measuring the relative abundances of different hadrons in Pb–Pb collisions

compared to those in pp or p–Pb collisions, further information can be gained about

the in-medium energy loss of quarks and gluons in the QGP.

2.3 Previous measurements

Heavy-flavour hadrons have a very short lifetime, which presents a difficulty in study-

ing them as only their decay products reach the detector. There are different strate-

gies to utilise these to study heavy-flavour production, depending on the goal of the

analysis and the data available. The most conceptually straightforward way is to

choose a known decay channel of a particle and fully reconstruct it. This involves

topological and kinematic cuts on the decay product and the secondary decay ver-

tex, and is the approach used in this thesis, further described in chapter 4. Another

approach is to look for leptons stemming from heavy-flavour decays. This can be

done either by looking for displaced leptons from secondary decay vertices, or by

measuring the lepton yield and subtracting known sources of lepton production. A

third option is to reconstruct jets. By reconstructing tracks and particles inside

them, heavy-flavour jets can be distinguished from light-flavour jets [70].
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Figure 2.1: The pT-differentiated production cross section of Λ+
c baryons (left) and

D0 mesons (right) measured by ALICE in pp collisions at
√
s = 5.02TeV [9, 10].

They are compared to different pQCD calculations [11, 12] (see text).

2.3.1 Small systems

While the QGP is only expected to occur in heavy-ion collisions, measurements of

heavy-flavour production are also carried out in small systems such as proton-proton

and proton-lead collisions. Aside from providing a reference frame for heavy-ion

measurements, important information can also be gained on the QCD processes in

these systems. This includes studying the parton distribution function of protons, as

well as gaining insight into hadronisation processes and the fragmentation function.

The production of Λ+
c baryons was measured by the ALICE collaboration in

proton-proton collisions at collisions energies from
√
s = 5 to 13TeV [9, 25, 77], and

is shown in the left panel of figure 2.1 for
√
s = 5.02TeV. The pT-differential cross
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Figure 2.2: Left: the Λ+
c /D

0 baryon-to-meson ratio measured by ALICE in pp colli-
sions at

√
s =5.02TeV, compared to several models. Right: The D+/D0 and D+

s /D
0

ratio measured in pp collisions at
√
s = 7TeV, also compared to several models [13].

section is compared to several different model predictions. The left side shows a com-

parison to predictions from analytical pQCD calculations using GM-VFNS [12] and

next-to-leading order pQCD calculations using the POWHEG event generator [11].

Both underestimate the Λ+
c prediction, with the GM-VNFS calculation being closer

to data. On the other hand measurements of the D0 production yield also measured

in pp collisions at
√
s = 5 to 13TeV show a good agreement with predictions from

the GM-VNFS calculation, as seen in figure 2.1 for
√
sNN = 5.02GeV (right panel).

This indicates that there is something wrong in the pQCD models used for these

predictions, which use pQCD quark production calculations convoluted with parton

distribution functions and fragmentation functions.
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Fragmentation functions can be probed by measuring the production ratios of

different hadrons. To this end, the Λ+
c /D

0 ratio was also measured at
√
s = 5 to

13TeV [78], and is shown in figure 2.2 for
√
s = 5.02TeV (left). It was found that

models using a fragmentation function tuned on e+e− measurements severely under-

predict the measurement. In addition, they predict a flat pT dependence, which is

also not seen in the data. This hints at a fundamental difference in the fragmenta-

tion process between e+e− and pp collisions. On the other hand, models that include

coalescence in pp collisions, colour reconnection beyond the leading order, or addi-

tional undiscovered charmed baryon states [26, 79, 15], describe the data well. A

different picture is seen when measuring the production ratios of different D mesons.

The right panel of figure 2.2 shows the ratios of D+ over D0 mesons (top), and D+
s

mesons over D0 mesons (bottom), both measured at
√
s = 7TeV. As seen in fig-

ure 2.1 (right), the models using fragmentation functions tuned on measurements

from e+e− collisions describe the D-meson measurement within uncertainties, and

the ratios do not appear to exhibit a dependence on momentum.
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Figure 2.3: The nuclear modification factor RpPb of Λ
+
c baryons measured by ALICE

in p–Pb collisions at
√
sNN = 5.02TeV compared to that measured for D mesons

(left) and to two models (right) [9]
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Similar measurements were also done in p–Pb collisions [9]. Figure 2.3 shows the

modification factor RpPb for Λ
+
c baryons also measured at

√
s = 5 to 13TeV. It hints

at an enhancement at intermediate pT for p–Pb collisions in relation to pp collisions

at intermediate momentum, which is not found for D mesons. The right panel shows

a comparison to two different models. One is the POWHEG+PYTHIA model [11],

which uses a pQCD calculation and a modification to the parton distribution function

in the nucleus. The other is the POWLANG model [80], which implements the

formation of a small QGP. While the latter qualitatively follows the pT dependency

seen in the data, neither model describes the measurement in a quantitative way,

making it clear that enhancement of the RpPb is not yet fully understood.

2.3.2 Pb–Pb collisions

Several different heavy-flavour measurements have been done in Pb–Pb collisions

at ALICE. Figure 2.4 shows the nuclear modification factor as a function of pT for

prompt and non-prompt mesons, measured in Pb–Pb collisions at
√
sNN = 5.02TeV.

While prompt mesons are produced directly through the hadronisation of a charm

quark, non-prompt D mesons are decay products of beauty hadrons. By utilising the

displacement of the secondary decay vertex, the meson yields from the two different

sources can be separated. At intermediate pT, a clear hint emerges that non-prompt

mesons are less suppressed compared to prompt mesons. This indicates a greater

suppression of charm quarks compared to the heavier bottom quarks. This is in line

with the dead cone effect discussed in section 2.2.1, which predicts a hierarchy of

radiative energy loss dependent on quark flavour masses.

A comparison of the yields found for different charmed hadron species (non-

strange [24] and strange D mesons [81], Λ+
c baryons [23], and J/ψ mesons [82]) is

shown in figure 2.5. They were measured at mid-rapidity in central Pb–Pb collisions

at
√
sNN = 5.02TeV. For D0 and J/ψ mesons the measurements were done down

to pT = 0, while for the other D mesons and Λ+
c baryons the yield at low pT was

extrapolated using the differential production yield ratios relative to D0 measure-

ments. The measurements are compared to a statistical hadronisation model [15],
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Figure 2.4: The nuclear modification factor RAA for prompt and non-prompt D
meson production measured by ALICE in Pb–Pb collisions at

√
sNN = 5.02TeV

[14].

which is described in section 5.3. While the measurements agree with the model

within uncertainties for the mesons, there is a larger discrepancy for the Λ+
c yield.

This is mitigated when additional excited baryon states beyond those in the PDG

are added to the model.

The Λ+
c measurements shown in figure 2.5 are done in the Λ+

c → pK0
S channel.

They will be merged with the results of this analysis to increase the overall precision.

The merging process and the results of this are described in chapter 5.



Chapter 2. Heavy-flavour physics 33

✷

✵
❉✰

✵
❉

✷

✲
✰❉
�

❉
✷

✲
✰❉✁
�

❉✁
✷

✲
s✰❉

�
s❉

✷

✲
❝▲✰

�
❝▲

✸✂➫②❏✄

✷

✹

✻

✽

✶✂

✶✷☎
✴✆

◆
✆

✥ ✝✞✂✷ ✟✠✡☛☛☞P✌✍✎✶✂✏ P✌✎❆✑✒✓✔ ✕✖✗✘✙✚✖✗✖✛✜ ✂

●✢✣✤✦✧★✩✧✪✫✧✬✭ ✢✦✮✯✱ ✳✦✺✼ ✾✿ ❀❁✾❁❂❃ ✾❄❅

❇
❈ ❊❋❋✿ ❍■❱❈ ❂❅❑▼❅ ✮✧❖✱❚

✱ ✼◗●❃
❘

✫ ❀❜❙✬■❯✪★❲✧✩ ❳❙ ◗♠❨✿➧❈ ❅✿❋❩❬✩❭❭❪✩

✱ ✧❜❫▼ ✯✤✫❯✬❴❙❜❲❃
❘

✫ ❀❜❙✬■❯✪★❲✧✩ ❳❙ ◗♠❈ ❑❨✾❩❬✩❭❭❪✩

♣❵❛❞♣❡
✐❢❝❣❤s✐❥❦
❧♥❡♥ s♦s

❦q❡❵♥♣ s♦s

rt

✉t

✈

✉

r

✇①
③
④
⑤⑥
④
⑦
⑧⑦
⑨⑩
①
③
④
⑤

ALI-PUB-531097

Figure 2.5: The pT-integrated production yields per units of rapidity for different
charm-hadron species measured by ALICE in central Pb–Pb collisions at

√
sNN =

5.02GeV, compared to predictions from a statistical hadronisation model [3, 15].

2.4 Aim of this thesis

As described in this chapter, heavy flavour measurements in Pb–Pb collisions are

fundamental to understanding the formation and hadronisation of QGP in heavy-

ion collisions. In this thesis, the production of Λ+
c baryons is measured for the

first time in the Λ+
c → pK−π+ channel in Pb–Pb collisions at

√
sNN = 5.02TeV.

It is merged with a previous measurement done in the Λ+
c → pK0

S decay channel,

making this combined measurement the most precise measurement of Λ+
c production

in Pb–Pb collisions to date. Using previous measurements in pp collisions as well as

measurements of D0 production in Pb–Pb collisions, the nuclear modification factor

RAA and the Λ+
c /D

0 ratio are also measured. The Λ+
c → pK−π+ channel presents a

serious challenge due to its three-body final state and the short lifetime of the Λ+
c ,
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with the decay length being of the same order as the detector resolution. This means

this analysis is at the very limit of what can be measured with this data, and is more

precise in the high momentum region, where there is less background present.



Chapter 3

Experimental setup

The data analysed in this work was taken with the ALICE experiment at CERN.

ALICE (A Large Ion Collider Experiment) is one of the four main experiments at

the Large Hadron Collider (LHC), situated at Point 2. It is purpose-built to mea-

sure collisions of heavy ions. At present, these are lead ions (Pb–Pb), but there is a

possibility of colliding other ions as well such as Xe-Xe. ALICE also takes data of

proton-proton (pp) and proton-lead (p–Pb) collisions. In this chapter, the ALICE

experimental setup is described. Section 3.1 describes the LHC and the additional

pre-accelerators, which accelerate the lead ions and protons to ultra-relativistic ener-

gies. Section 3.2 describes the general setup of the ALICE detector and an overview

of the different sub-detectors used in this analysis for triggering and particle track-

ing and identification. Finally, sections 3.3,3.4, and 3.5 cover trigger, tracking, and

particle identification procedures respectively.

3.1 The LHC

The Large Hadron Collider (LHC) is the largest particle accelerator in the world

[83]. It was built at the European Organisation of Nuclear Research (CERN), lo-

cated near Geneva, and began operation in 2008. It is a circular collider with a

circumference of 27 km, located about 100m underground. It was built mainly for

35
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Figure 3.1: The CERN accelerator complex [16].

proton-proton collisions but also collides heavy ions. For proton-proton collisions,

the planned maximum centre-of-mass energy was
√
s = 14TeV, with a peak lu-

minosity of L = 1034 cm−2 s−1. For lead nuclei collisions, this was
√
sNN = 5TeV

and L = 1027 cm−2 s−1. In order to ensure comparability between the collision sys-

tems, the proton-proton data is also taken at the same centre of mass energy per

nucleon-nucleon collision as the lead-lead collisions. In Run 2, which took place

between 2015 and 2018 and the data of which is analysed in this thesis, a max-

imum centre-of-mass energy of
√
s = 14TeV was reached for proton-proton colli-

sions, and
√
sNN = 5.02TeV for lead-lead collisions. Following the long shutdown

period 2 (LS2, 2018-2022), the LHC restarted operation in 2023 for Run 3, so far

reaching a peak centre-of-mass energy of
√
s = 13.6TeV for proton-proton collisions

and
√
sNN = 5.36TeV in lead-lead collisions. While this is slightly lower than it

was during Run 2, the luminosity is much higher in Run 3, targeted to be about

L = 21034 cm−2 s−1 for pp collisions. This vastly increases the amount of data that

can be taken.
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Several pre-existing accelerators from earlier experiments are used as a system

of pre-accelerators. Figure 3.1 shows the accelerator complex as well as the various

experiments that are operating at CERN. The protons used in the LHC are obtained

by stripping the electrons off hydrogen atoms from a hydrogen bottle. The first

acceleration stage is done in the linear accelerator LINAC2, up to an energy of

50MeV. They are then injected into the circular Proton Synchrotron Booster (PSB),

where they are accelerated to an energy of 1.4GeV. From there, they are sent to

another circular collider, the Proton Synchrotron (PS), which accelerates them to an

energy of about 25GeV. The last pre-accelerator is the Super Proton Synchrotron

(SPS), which brings the protons up to an energy of 450GeV. They are then injected

into the LHC as two beams going in opposite directions, where they are accelerated

to their maximum collision energies before they are collided at the interaction points

(IP). For lead ions, the acceleration procedure is slightly different. They are first

created by heating a lead sample up to 800 ◦C to form a lead vapour, which is

then ionised. The first acceleration step is performed by a linear accelerator called

LINAC3, which brings the lead ions to an energy of 4.2MeV. They are then sent

to the Low Energy Ion Ring (LEIR), where they are brought to about 72MeV.

From here, they are injected into the PS and follow the same acceleration path as

protons. They reach the LHC with an energy of 177GeV. In the LHC, both beams

are accelerated to 2.51TeV each.

The four main experiments operating around the LHC ring are two general-

purpose detectors (ATLAS [84] and CMS [85]), one detector built for b-quark physics

(LHCb [86]), and the ALICE experiment [19] which is described in this chapter. The

Pb–Pb data used in this work was taken during Run 2 of the LHC in 2018.

3.2 The ALICE detector

The ALICE detector is a general-purpose detector designed specifically for the high-

multiplicity environment of heavy-ion collisions. It was built to study the colour-

deconfined state of matter that existed immediately before the Big Bang, the so-

called quark-gluon plasma (QGP). It is also capable of measuring proton-proton (pp)
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Figure 3.2: The ALICE detector setup for Run 2 [17]. The beam-pipe is surrounded
by the central barrel, which includes the Inner Tracking System (ITS) that is shown
in an insert. On the right side of the image, the forward parts of the detector system
are located, such as the dipole magnet and muon spectrometer.
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and proton-lead (p-Pb) collisions, which can be used as baseline collision systems

when investigating the properties of the QGP.

The detector, which is shown in figure 3.2, measures 26× 16× 26m3 and weighs

10 000 t. It is formed of two main components: the central barrel, which is arranged

around the beam pipe at the collision point, and the forward muon spectrometer,

which is situated further along the beam-pipe with respect to the collision point. The

central barrel covers a pseudorapidity range of −0.9 < η < 0.9 and the full azimuthal

range. It is placed within a large solenoid magnet, which was previously used by

the L3 experiment at LEP1, and creates a uniform magnetic field along the beam

axis of up to 0.5T. Going from the centre outwards, the central barrel is composed

of the Inner Tracking System (ITS) [89], the Time Projection Chamber (TPC) [90],

the Transition Radiation Detector (TRD) [91], the Time Of Flight detector (TOF)

[92], the Ring Imaging Cherenkov detector (HMPID) [93], and three electromagnetic

calorimeters (PHOS [94], EMCal [95], and DCal [96]). The forward muon spectrom-

eter covers the pseudorapidity range of −4 < η < −2.5, i.e. the forward direction,

and the full azimuthal range. Its purpose is the detection and tracking of muons.

To achieve this, it has several absorber layers, cathode plate chambers, and resistive

plate chambers, as well as a dipole magnet. In addition to the central barrel and

forward muon spectrometer there are several other smaller detectors located at for-

ward and backward rapidity, whose main task is global event characterisation and

triggering. These are the Zero Degree Calorimeter (ZDC) [97], Photon Multiplic-

ity Detector (PMD) [98], Forward Multiplicity Detector (FMD) [99], T0, V0A and

V0C. There is also an array of scintillators (ACORDE) [100], which is placed on top

of the L3 magnet in order to trigger on muons coming from cosmic rays. This is

used for alignment purposes and cosmic ray measurements. In this section, the main

sub-detectors used in this analysis will be described in more detail.

The coordinate system used by the ALICE experiment is a right-handed Carte-

sian coordinate system. Its origin point lies on the interaction point 2 (IP2), which

is where the beam collision happens. The z axis is oriented along the beam line,

1The L3 experiment [87] operated at the Large Electron-Positron (LEP) collider [88], which
until the year 2000 ran in the tunnel that is now occupied by the LHC.
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Figure 3.3: The impact parameter resolution of ALICE for Pb–Pb collisions in Run
2, compared to that projected for Run 3. [18] The open and closed markers show
the longitudinal and transverse directions, respectively.

and points away from the forward muon spectrometer. The x axis points towards

the centre of the LHC, and the y coordinate points upwards. A spherical coordinate

system is also used. Here, the polar angle ϕ is defined in the y − z plane, and the

azimuthal angle θ is defined in the x− y plane.

Figure 3.3 shows the detector resolution of the track impact parameter for Pb–Pb

collisions in the longitudinal (along the beam axis) and transverse direction-. It also

includes a simulation of the performance expected of the updated detector in Run 3.

3.2.1 The Inner Tracking System

The ITS is the detector placed closest to the beam pipe with an inner radius of 3.9 cm.

Its main task is the reconstruction of charged particle tracks as well as primary and
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Figure 3.4: Schematic of the Inner Tracking System used in ALICE in Run 1 and
Run 2 [19]. Shown are the six silicon detector layers, consisting of two layers each of
SPD, SDD, and SSD.

secondary vertices. It consists of six layers of silicon detectors, divided into three

subsections of different detector technologies. The inner two layers are called the

Silicon Pixel Detector (SPD). The SPD is composed of hybrid silicon pixels, arranged

in two-dimensional sensor matrices formed of 256 × 160 pixels with dimensions of

50 µm in the rϕ direction and 425 µm in z. Its granularity enables a good spatial

resolution, and it covers a pseudorapidity range of |η| < 1.98. Combined with the

forward multiplicity detectors (FMD) which have a pseudorapidity range of −3.4 <

η < 5.1, this provides full coverage for measuring charged-particle multiplicity.

The middle two layers of the ITS make up the silicon drift detector (SDD). It has

260 modules, with an active area of 72.7× 75.3mm each. The modules are divided

into two drift volumes by a high-voltage central cathode, with electrons moving in

opposite directions due to an electric field. The silicon strip detector (SSD) consists

of the outer two layers of the ITS. These are two-sided modules that each contain

768 parallel strips with a pitch of 95 µm. Both the SDD and the SSD cover a

pseudorapidity region of |η| < 0.9. The technical details of the six ITS layers are

summarised in table 3.1.
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Layer Detector r(cm) z(cm) Material Budget Spatial Resolution
(%X0) rϕ× z(µm2)

1 SPD 3.9 14.1 1.14 12× 100
2 SPD 7.6 14.1 1.14 12× 100
3 SDD 15.0 22.2 1.13 35× 25
4 SDD 23.9 29.7 1.26 25× 25
5 SSD 38.0 43.1 0.83 20× 830
6 SSD 43.0 48.9 0.86 20× 830

Table 3.1: Properties of the six ITS layers. Numbers taken from [29].

For Run 3, a new Inner Tracking System has been installed in ALICE to replace

the one used in Run 1 and Run 2, called ITS2 [101], which greatly improves tracking

and vertexing capabilities.

3.2.2 The Time Projection Chamber

TPC is the main tracking detector in the central barrel. It covers the full azimuthal

range, with a radial coverage of 85 cm < r < 247 cm, and a length of about 5m, it

covers a pseudorapidity range of −0.9 < η < 0.9. It has an active volume of 90m3,

which is filled with a changing mixture of gas. In Run 1, this was a mixture of Ne-

CO2-N (90-50-5), which was changed to Ar-CO2 (88-12) for Run 2. The gas mixture

is chosen to optimise drift speed, have a low radiation length, keep diffusion low, and

be chemically stable. Charged particles hitting the gas volume ionise the gas. The

electrons created are accelerated towards one of the two end plates by an electric

field with a potential gradient along the z-axis of about 400V cm−1. The drift speed

of 27 cm µs−1 results in a maximum drift time of 100 µs. The two end plates are made

up of 18 trapezoidal sectors each, where multi-wire proportional chambers (MWPCs)

are mounted. They are separated into an inner and outer readout chamber (IROC

and OROC). The MWPCs consist of three layers of wire and a readout pad. The

first layer is the gating grid, which can be opened or closed by alternating its current.

In its closed state, it prevents ions from escaping back into the drift volume, which

can cause a distortion in the electrical field. The closed gate also stops the electrons
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Figure 3.5: Specific ionising energy loss dE/dx of tracks measured in the TPC as a
function of momentum in Pb-Pb collisions at

√
sNN = 5.02TeV [20]. The black lines

represent the Bethe-Bloch parametrisations for various charged particles. Figure
taken from the ALICE figure repository.

from drifting into the amplification region. It is opened in intervals matching the

maximum drift time of approximately 100 µs. The next two wire layers are used to

amplify the signal into an electron avalanche, which is then read out by the cathode

pads. There are 159 rows of cathode pads, for a total of 557568 pads [102]. These

vary in size, from 4× 7.5mm2 in the IROC and 10− 15× 6mm2 in the OROC.

The TPC can detect tracks of charged particles, as well as identify them. The

particle identification is done by utilising the ionisation energy loss per unit length,

dE/dx. This is described by the Bethe-Bloch formula. In the ALICE collaboration,

a parametrisation of this formula is used that was first proposed by the ALEPH

collaboration [103]:

f(βγ) =
P1

βP4

(
P2 − βP4 − ln

(
P3 +

1

(βγ)P5

))
(3.1)
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Here, β and γ are the relativistic velocity and the Lorentz factor, and P1−P5 are fit

parameters. Figure 3.5 shows the specific energy loss of tracks in the TPC measured

in Pb–Pb collisions as
√
sNN = 2.76TeV against the momentum (on a logarithmic

scale). The contributions of the individual particles are labelled and clearly visible,

allowing to distinguish between different particle species. Depending on the region

however, particles are not always clearly identifiable, and often more than one particle

species hypothesis has to be considered.

3.2.3 The Time of Flight detector

The TOF detector is an array of Multi-gap Resistive Plate Chambers (MRPCs) built

on a cylindrical shell with an inner radius of 370 cm and outer radius of 399 cm. It

covers the full azimuthal range and a pseudorapidity range of −0.9 < η < 0.9, and it

has an active surface area of about 141m2. Its main task is particle identification at

intermediate momentum range, which is done by measuring the time it takes charged

particles to reach the TOF from the interaction point. The detector is divided into

18 sectors along the azimuthal directions, which are each divided into 5 modules

along the z−direction. Each of these modules contains between 15 and 19 MRPCs,

for a total of 1593 MRPC strips. Each strip consists of two cathodes and a central

anode, with the space between them filled by a stack of fine glass plates separated

by a 250 µm gap. A strong, uniform electric field is applied across the whole volume.

Each strip has an active area of 120×7.4 cm2, and is filled with a gas mixture of 90%

C2H2F4, 5% i-C4H10, and 5% SF6. A charged particle hitting the detector volume

ionises the gas, and the electric field ensures the electrons are accelerated enough to

create an electron avalanche. The glass plates stop the avalanches, which induces a

signal on pick-up electrodes.

Particle identification with the TOF is done by measuring a particle’s time of

flight along a known length, and using this to calculate the particle mass with the

following equation:

m =
p

c

√
c2t2

L2
− 1 (3.2)
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Here, p is the momentum of the particle, t is the measured flight time, and L is the

trajectory length. The difference in flight time between two particles, t1 and t2, of

the same momentum and trajectory length but different masses, m1 and m2, is given

by

t1 − t2 =
L

2c

(
m2

1c
2 −m2

2c
2

p2
− 1

)
(3.3)

The PID capability to differentiate between two particles, expressed in the number

of standard deviations nσ, is limited by the time resolution δt:

nσ =
t1 − t2
δt

(3.4)

The TOF has an intrinsic time resolution of 80 ps. In order to measure the time of

flight, a start time is needed. This is given by the T0 detector, which has a time

resolution of ∼ 50 ps for pp collisions and ∼ 25 ps for Pb-Pb collisions [104]. The

efficiency of the T0 detector is 50% for pp collisions and 100% for central Pb–Pb

collisions. In cases where the T0 signal is absent, the start time can be estimated

based on particle arrival times in the TOF. The total time resolution in cases where

the T0 signal is used is given by

σ2
tot = σ2

TOF + σ2
T0 (3.5)

Figure 3.6 shows the particle velocity measured by the TOF plotted against mo-

mentum. It provides good particle identification information for momenta of up to

2.5GeV/c for pions and kaons, and 4GeV/c for protons [19]. Combined with the

TPC, which offers particle identification at high as well as low momenta, particle

species can be separated over the whole momentum range used in this analysis.

3.2.4 The V0 detector

The V0 detector is used for triggering and to determine event multiplicity. It consists

of two modules of scintillator arrays placed along the beamline at opposite ends of the

detector. Both cover the full azimuthal range and a pseudorapidity of 2.8 < η < 5.1
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Figure 3.6: Relativistic particle velocity β vs momentum measured by the TOF
detector in Pb–Pb collisions at

√
sNN = 5.02TeV (Run 2) [21]. The signatures of

the individual particles are labelled and clearly distinguishable. Figure taken from
the ALICE figure repository.

(V0A) and −3.7 < η < −1.7 (V0C), respectively. They serve as a minimum bias

(MB) trigger for the central barrel detectors, requiring a signal in both V0A and

V0C for Pb–Pb collisions.

The V0 detector is also used to estimate the centrality of the collision. As de-

scribed in section 1.3.3, the centrality cannot be measured directly, but needs to

be inferred from the average charged-particle multiplicity Nch. For this purpose, a

Glauber Monte Carlo model is used, together with a model for particle production

that is based on a negative binomial distribution (NBD). From this, the V0 amplitude

distribution can be simulated, i.e. the experimental multiplicity distribution. Figure

3.7 shows this distribution fitted to experimental data, with the centrality regions

corresponding to each amplitude shown underneath the curve. From this model, the

V0 amplitude measured for an event can be used to estimate the centrality of the

collision.



Chapter 3. Experimental setup 47

ALI-PUB-89941

Figure 3.7: The distribution of the sum of amplitudes in the V0 detectors (VOA and
VOC) in Pb–Pb collisions at

√
sNN = 2.76GeV (black), with a fit to the Glauber

model (red). The different centrality classes are shown in the shaded areas. [22]

3.3 Trigger system

During Run 1 and 2, the trigger decision in ALICE is made by the Central Trigger

Processor (CTP) according to signals from the individual detectors as well as the

LHC bunch filling scheme. It is evaluated every clock cycle (25 ns). The trigger

system is based on three hardware-based stages: Level0 (L0), Level1 (L1), and Level2

(L2). This is done to accommodate the different readout times of the individual

detectors. The L0 trigger decision happens 0.9 µs after a collision, and includes

information from the V0, T0, EMCal, PHOS, and muon trigger detectors. Events

triggered in this level are passed on to the next stage. The L1 trigger decision

happens 6.5 µs after the collision, which is defined by the latency of the computation

required by TRD and EMCal detectors, as well as the signal propagation time from

the ZDC detectors, which are 113m away from the interaction point. The last trigger

stage happens 100µm after the collision and accounts for the drift time of the TPC.

If an event passes the L2 trigger, the data is sent to the Data Acquisition System
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(DAQ) and the High Level Trigger (HLT), where event building and online data

compression are performed.

3.4 Track and vertex reconstruction

The track and vertex reconstructions are done offline, using the information from

the central barrel detectors. In a first step, the raw data is converted into clusters

using information such as position, signal strength, and signal times. Each clus-

ter corresponds to a single particle producing hits as it interacts with a detector

element. Clusters in the two innermost layers of the ITS (the SPD) are used to

produce track fragments called tracklets. These are used to reconstruct the primary

collision vertex, which is done by determining the position where the largest number

of tracklets converge. The full tracks are constructed using a three stage approach,

more specifically an inward-outward-inward propagation system.

This scheme starts at the outer radius of the TPC. Two clusters from the outer

two pad rows are used to build track “seeds”, first by combining them with the

vertex position and then by using three clusters without the vertex position. Then,

the tracks are propagated inward by combining them with the next cluster along

the trajectory that fulfils a proximity cut, and updating the track accordingly. This

continues until the inner edge of the TPC is reached. In cases where two or more

tracks share clusters, those with a worse reconstruction are rejected by imposing a

maximum fraction of shared clusters. This is done to avoid fitting the same track

twice. Tracks that have fewer than 20 out of the possible 159 maximum clusters

in the TPC are also rejected. After a TPC track has been accepted, a preliminary

particle identification is done using the ionisation energy loss, and this information

is used in the next steps. The TPC tracks are then propagated to the outer edge of

the ITS and used as track seeds for the ITS tracks. In the ITS the procedure from

the TPC track reconstruction is repeated, however, from layer to layer each cluster

is used to propagate the track, provided it passes a proximity cut. This means that

each track seed produces a “tree” of tracks, out of which the one with the highest

reconstruction quality is saved. The tracks are extrapolated to the interaction vertex.
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In the next stage, the tracks are re-fitted outwards using the same clusters as

previously. When they reach the outer edge of the TPC, they are propagated to the

TRD and TOF, where time-of-flight information is assigned. However, the propa-

gation of the tracks is not used to update track information, but only used for PID

purposes. In the third and final stage, the tracks are once again fitted inwards, using

all available cluster information.

3.5 Particle identification

There are several detectors in ALICE providing PID information, and they can

either be used by themselves or combined to provide complementary information.

The standard way of doing PID is the nσ method. Here, the selection is made on

the difference between the expected signal of a particle Ŝ and the measured detector

signal S. nσ is given by:

nσ =
S − Ŝ(Hi)

σi
(3.6)

whereHi is a specific particle hypothesis and σi is the detector resolution. Combining

the information from the TPC and TOF detectors makes it possible to separate

particle species. However there is still some overlap, and rectangular cuts are not

necessarily optimal. An alternative PID method based on Bayesian probabilities has

been developed, as described in [105]. The idea is to use probabilities, which has

the added advantage of including detectors with non-Gaussian responses easily. A

conditional probability can be defined that a particle of species Hi will produce a

signal S in a given detector α. For a Gaussian detector response this can be expressed

as:

P (Sα|Hi) =
1√
2πσi

e−
1
2
nσ2

i =
1√
2πσi

e
− (Sα−Ŝα(Hi))

2σ2
i . (3.7)

For detectors with a non-Gaussian response, an alternative parametrisation can be

used. The advantage of this is that the probabilities from different detectors can be

combined:

P (S⃗|Hi) =
∏

α=TPC,TOF,...

Pα(Sα|Hi) (3.8)
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Here, P (S⃗|Hi) is the conditional probability that a set of detector signals S⃗ is seen

for a given particle species Hi. To find the probability of a particle being of species

Hi when a set of signals S⃗ is observed, Bayes theorem [106] is used:

P (Hi|S⃗) =
P (S⃗|Hi)C(Hi)∑

k=e,µ,π,... P (S⃗|Hk)C(Hk)
(3.9)

Here, C(Hi) is an a priori probability of measuring the particle species Hi, also called

a “prior”, while the conditional probability P (Hi|S⃗) is called a posterior probability.

The priors are an estimation of the true particle yield. They are calculated as a

function of momentum and dependent on the centrality class. This is done with an

iterative procedure on data taken from the respective collision system. The priors are

arbitrarily normalised to the abundance of pions, and they are set to one in the first

step. The Bayesian probability Pn(Hi|S⃗) is then calculated using these flat priors,

and used as weights for the pT spectra for the n+1 step. This is repeated until the

priors converge. They are found to be consistent with true particle abundances to

within roughly 10%.

For a given track, the Bayesian probability is calculated for each particle species,

and a selection can be made on it. This can be done by assigning the identity of

the particle species with the highest probability to the track, or by accepting each

particle species that has a probability higher than a certain threshold. The latter can

lead to a track being assigned more than one particle species. The aim is to maximise

the purity, i.e. the ratio between the number of correctly identified particles and the

total selected. Purity is not the only concern however, with another consideration

being the efficiency, which is the ratio between the number of particles assigned a

certain species and the total number of particles of that species. That means that

the more cuts are applied to filter out background, the more signal events are also

lost. A balance is therefore required between having a good particle identification

and keeping enough events to carry out a useful analysis.

Further considerations on the question of how to select and cut on data with

respect to not only achieving a good signal-to-background ratio, but also keeping
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the size of the dataset to a manageable level, will be given in the following chapter,

where the analysis procedure is described.



Chapter 4

Data Analysis

In this chapter, the measurement of the pT-differential production yield of promptly

produced Λ+
c baryons is described. It is performed in the Λ+

c → pK−π+ decay chan-

nel in Pb–Pb collisions at a centre-of-mass energy per nucleon-nucleon collision of
√
sNN = 5.02TeV. Section 4.1 gives a brief overview of the analysis and the de-

cay channel investigated. The initial event selection and the Monte Carlo (MC)

simulation used are described in section 4.2. Section 4.3 details how candidate re-

construction and track selection is applied to the data, followed by a loose selection

criteria on the decay topology and a Bayesian probability approach to the initial

particle identification cut. Then, a machine learning model is trained on data and

MC to optimally select the Λ+
c signal (4.4). Corrections for the Λ+

c reconstruction

efficiency and feed-down from beauty decays are then applied to the extracted raw

yield (4.5). Lastly, the systematic uncertainties on the results of this analysis are

calculated (4.6).

4.1 Overview

The Λ+
c baryon has a quark content of udc and is the lowest mass charmed baryon

with a mass of 2286.46±0.14 MeV/c [2]. Due to its short lifetime of 201.5×10−15±
2.7 s (cτ = 60.4 µm), it decays before it reaches the ALICE detector, and is measured

52
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Decay mode Branching ratio (Γi/Γ) p(MeV/c)
pKπ non-resonant (3.5± 0.4)% 823

pK
∗
(892)0 (1.96± 0.27)% 685

∆(1232)++K− (1.08± 0.35)% 710
Λ(1520)π+ (2.2± 0.5)% 628

Table 4.1: The different decay modes of the Λ+
c → pK−π+ decay channel and their

respective branching ratios and energies [2].

via a reconstruction of its decay products. This analysis uses the Λ+
c → pK−π+

channel, which has a branching ratio of 6.35± 0.33 % [2]. The decay includes three

resonant decay modes as well as one non-resonant one, which are shown in table 4.1.

The analysis was performed selecting two different centrality classes: central (0-

10% centrality) and semi-central (30-50% centrality) events. The Λ+
c production

yield was successfully extracted in the pT regions 6 < pT < 8GeV/c (semi-central

events only), 8 < pT < 12GeV/c, and 12 < pT < 24GeV/c. Initially, lower momen-

tum regions (6 < pT < 8GeV/c for central and 4 < pT < 6GeV/c for semi-central

events) were also investigated but since this analysis is at the limit of what is possible

with this data and the tracking and vertexing performances of the ALICE detector

in Run 2, signal extraction was ultimately unsuccessful.

4.2 Event Selection

The data used in this analysis was taken by the ALICE detector in the 2018 Pb–Pb

run with a collision energy of
√
sNN = 5.02TeV. A minimum-bias trigger is used to

select events that have at least one hit in each of the two arrays of the V0 detector

(V0A and V0C). Two additional online trigger selections were added based on the

V0-signal amplitude, with the aim of increasing the number of central and semi-

central events. In addition to that, the primary vertex reconstructed from the full

tracks was required to be no more than 10 cm from the centre of the detector along

the z plane, and to be within 5 cm of the one reconstructed using only the SPD

detector. The centrality information needed to perform the analysis in two distinct
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centrality bins is based on the response of the V0M detector, as described in section

3.2.4.

4.2.1 Monte Carlo simulation

In this analysis, two Monte Carlo simulation datasets are used, one for training

the machine learning model, and a second one to calculate reconstruction efficien-

cies. The first simulation is enriched with Λ+
c → pK−π+ decays in order to gain

enough signal events for training. This is done by simulating Pb–Pb collisions at
√
sNN = 5.02GeV using the HIJING 1.36 event generator [107]. Then, the PYTHIA

8 generator [108] with Monash 2013 tune [109] was used to inject cc̄ and bb̄ pairs.

The Λ+
c baryons created are forced to decay via the Λ+

c → pK−π+ channel to simulate

enough signal events for training the machine learning model and correcting the Λ+
c

yield for the reconstruction efficiencies. To simulate the resulting particles’ traversal

through the ALICE detector, the GEANT3 [110] package is used, reproducing the

detector’s conditions at the time of data taking. This includes alignment, active

channels, noise, and gain, which are tuned to match the data-taking conditions for

each individual data-taking run.

4.3 Candidate selection

4.3.1 Candidate reconstruction and track selection

The Λ+
c candidates are reconstructed from the decay products of the Λ+

c → pK−π+

channel, i.e. a proton, a negatively charged kaon, and a positively charged pion.

The charge conjugate (an anti-Λ+
c decaying into an antiproton, a negatively charged

kaon, and a positively charged pion) is also reconstructed, meaning that both Λ+
c

and Λ−
c baryons are used. This is corrected for later by adding a factor of 1

2
in the

calculation of the yield.

To create the Λ+
c decay candidates, three tracks are combined, two positive ones

and a negative one for the Λ+
c baryon, and two negative ones and a positive one for
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the Λ−
c baryon. From these tracks, a secondary vertex is reconstructed to define the

point where the Λ+
c candidate decayed. This is done by first taking two oppositely

charged tracks and finding the point of minimum distances between their recon-

structed trajectory, and then by taking all three tracks and finding the minimum of

the total distances.

Pre-selection track quality cuts are made on the individual tracks to select those

used for candidate reconstruction. These include several requirements. A track needs

to have a minimum number of clusters in the ITS and TPC detectors, pass the refit

stage, and be within a pseudo-rapidity range that ensures minimal degradation of the

TPC response. The exact selection parameters are listed in table 4.2, and identical

to those in a previous analysis of a similar decay.

4.3.2 Particle identification

In addition to the track quality selection, a pre-selection on the particle identification

is also made to ensure that they are the correct species. For this, two different PID

strategies were explored, which are also described in section 3.5:

• nσ approach: For a given track, its detector signal is compared to the ex-

pected signal for a specific particle species. The difference is expressed in

multiples of the detector resolution, and a selection can then be applied to

only allow tracks where this difference is within a certain threshold, usually

around 3σ. This approach means that it is possible for a track to be selected

as more than one particle species.

• Bayesian probability: A Bayesian probability is calculated for each track for

the different particle species (see section 3.5). For a track to be considered as

a certain particle, a minimum probability can then be imposed. Alternatively,

each track can also be assigned only the particle species for which it has the

highest probability. This approach is described in detail in [105].

Originally, the nσ method was used for PID. However, the large data volume and

subsequent file sizes proved a significant hurdle to the analysis procedure, which
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many of the computational steps taking in the order of days to run. In order to

mitigate this a Bayesian PID strategy was trialled, which was previously used in an

analysis of the same decay in pp collisions, where it was found to significantly reduce

background. When applying this and running the analysis again, it was found that

the background could be greatly reduced using the Bayesian method, to about 20%

the size of what it was for the previous method. This allowed for a much more

manageable dataset size in terms of CPU time needed for the analysis, while keeping

the loss of signal events to an acceptable limit. Comparing the signal that was

extracted with each method showed that they were consistent, and so ultimately the

Bayesian approach was chosen to accommodate the computational limitations.

4.3.3 Λ+
c candidate selection

In order to achieve optimal signal extraction, cuts are applied on various topological

and kinematic variables. In this analysis, triplets are constructed of three particle

tracks and the decay is reconstructed as shown in figure 4.1. The displaced (or sec-

ondary) vertex of this decay makes it possible to exploit additional properties to

separate true Λ+
c decays from background. This background includes any protons,

kaons, and pions produced either directly in the hadronisation stage, or stemming

from decays of other particles. The variables used for signal and background sepa-

ration are defined as follows:

• Distance of closest approach (DCA): The distance of closest approach

measures how closely each particle track passes by the reconstructed secondary

decay vertex. A selection is made on the maximum from between the three

values is used.

• Quality of the reconstructed secondary vertex: The quality of the re-

constructed secondary vertex is defined as σvert =
√
σ2
0 + σ2

1 + σ2
2, where σi are

the distances between the vertex and the individual tracks.

• Decay length: The decay length measures the distance between the primary

(PV) and secondary (SV) vertices, i.e. the distance the Λ+
c baryon travelled
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before decaying. The primary vertex is taken as the centre of the collision, and

the secondary vertex is reconstructed from the three particles’ trajectories.

• Decay length using track pairs: An alternative way to determine the decay

length is the distance between the primary vertex and the point of closest

approach between two of the three tracks. This is done for oppositely charged

tracks, and is referred to as “dist12” and “dist23”. This additional method is

used in order to mitigate the uncertainty on the previous method that comes

from the reconstruction of the secondary vertex.

• Normalised decay length in x-y plane: Since the resolution in the plane

perpendicular to the beam line is better than in the z-direction, an additional

calculation of the decay length is done by projecting it into the x-y plane.

• Cosine of pointing angle: The pointing angle is defined as the angle between

the flight direction of the reconstructed Λ+
c candidate, and the continuation of

the connecting line between primary and secondary vertices, i.e. the expected

flight direction. If the vertices and candidate decay product momenta are

reconstructed precisely, a value close to 1 is expected.

• impact parameter: This is the minimum distance of a track to the primary

vertex, which is given for each track individually. As the decay is secondary, it

is not expected to be 0.

• max norm d0d0exp: The maximum difference between the impact parame-

ter measured and that calculated.

4.3.4 Initial kinematic and topological selection

In addition to the track selection, cuts prior to the multivariate selection are also

made on the kinematic and topological variables described in section 4.3.3. These

so-called pre-selection cuts are defined by studying the signal and background dis-

tributions of Λ+
c decays in Monte Carlo simulations, where signal and background



58 Clara Bartels

Figure 4.1: A schematic of the reconstructed Λ+
c → pK−π+ decay, with some recon-

struction variables labelled. PV and SV denote the primary and secondary decay
vertices, respectively, DCA is the distance of closest approach, and θ is the pointing
angle (defined in the text).

Λ+
c candidates are known. An example of these distributions for some topological

variables is shown in figure 4.2, with the proposed cut value shown 1. A decision of

where to apply a cut is made based on where the best separation between signal and

background can be made while still reducing the size of the dataset to a manageable

level. Due to this constraint, the cuts vary from looser ones for the semi-central

events, to tighter ones for the lower-momentum central ones where there are signif-

icantly more Λ+
c candidates. The chosen values for all these pre-selection cuts are

shown in table 4.2, which also includes the pre-selection criteria on the tracks that

were described in section 4.3.1.

1Note that these figures are from an early stage of the analysis, and the cut values are outdated.
They are merely shown as an example of how the preselection cuts are motivated.
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centrality 0-10% 30-50%
pT (GeV/c) 0− 8 > 8

σvert < 0.3 < 0.045 < 0.06
cosΘpointing

> 0.95 > 0.25 > 0.
dca cut < 0.03 < 0.0375 < 0.05

dist prim-sec (decay length) > 0.00625 > 0.00625 > 0.
dist12 > 0.03 > 0.125 > 0.
PID Bayesian maximum probability

min nTPC clusters 50
TPCrefit true
ITSrefit true

|η| < 0.8
pT > 0.6GeV/c

Table 4.2: The pre-selection cuts applied on reconstructed tracks (bottom rows) and
Λ+

c candidates (top rows).

4.4 Multivariate Selection

The main challenge of this analysis is the large combinatorial background, and the

need to separate the signal events from this. Due to the complicated nature of

the decay having three final state particles, filtering out the background presents a

significant difficulty.

For the pre-selection cuts, the decision on where to cut was made by plotting the

signal and background distributions and manually deciding on an optimal cut value.

Since there are a lot of different variables to be cut on, testing and choosing cut val-

ues for all of them for signal extraction is somewhat impractical. Another downside

to these so-called rectangular cut method is the possibility of some variables being

correlated with others, further complicating this approach. Instead, a machine learn-

ing model is used to optimally select Λ+
c signal candidates and reject Λ+

c background

candidates. This is done by first training an algorithm to optimise this selection on

a dataset with known classification - i.e. a Monte Carlo simulation dataset where

signal and background events are known - before applying it to the dataset with un-

known classification. The specific type of algorithm used are Boosted Decision Trees
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Figure 4.2: The signal and background distribution of four variables (cosine of the
pointing angle cos (θp), σvertex, distance of closest approach (dca), and dist12), with
the chosen pre-selection cut value marked in black.

(BDT), which are implemented in the MLHEP software package [111] developed for

the ALICE collaboration. This package operates with Pandas Dataframes and the

training and testing are done using the xGBoost algorithm [112].

4.4.1 Boosted Decision Trees

Decision trees work by splitting up the data in a series of nodes. At each node,

it checks which variable and cut position yields the best separation between signal

and background events. The data is then split into the events that pass the cut

and those that do not. In both directions, this is then followed by another node,

applying another cut to split the sets. This continues until certain criteria, for

example a minimum number of steps, are met. As a result, the decision space is split

up into many different branches that are each given a score between 0 and 1, denoting

how background- or signal-like these events are. Each candidate is propagated along
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the nodes depending on which of the cuts it passes and fails, until it reaches the

end of the branch. Since each branch has been classified during the training, the

candidate can then be assigned a BDT score on which a selection can be made, which

only candidates with a value above a certain threshold being kept. A schematic

representation of a Decision tree is shown in figure 4.3.

Decision trees are prone to overfitting, which happens when a model is very

good at predictions for the specific dataset it was trained on, but performs poorly

on others. To increase the stability of the model, several decision trees can be

combined into a “forest”. Small decision trees, called “weak learners”, are grown with

a maximum step size of somewhere around 2-5. Boosting is an iterative combination,

where each subsequent tree “learns” from the mistakes of the previous one. This is

done by giving the events that were misclassified at the previous step a greater

relative weight in the next tree. Further trees are grown until a certain number is

reached. The response of the model is then based on a combination of all of the

different trees. To further increase stability, for each tree a random subset of the

training data is selected, as well as a random subset of the training variables that

will be used to grow that tree.

The specific algorithm used in this analysis is called XGBoost [112], which is an

open-source package for tree boosting. It was originally released in 2014 and quickly

became popular in data science applications due to its performance and speed. There

are a variety of tuneable parameters in an XGBoost model:

• max depth: The maximum depth of each individual tree, after which it is

terminated. If a point is reached before then where no minimum loss reduction
2 is seen between steps, no further steps are taken in that node. The tree depth

is kept small in order to prevent overfitting.

• learning rate: After each boosting step, the weights of new variables are

shrunk by this value to make the boosting process more conservative.

2A loss function is defined for the model in order to quantify how well it performs. In this case
it tracks how well the model distinguishes between signal and data, and a lower value means better
performance.
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XGBoost parameters
max-depth 3
learning-rate 0.1

number of trees 850
gamma 0

min-child-weight 3
subsample 0.8

colsample-bytree 0.8

Table 4.3: The hyperparameters of the XGBoost model used in this analysis.

• number of trees: The number of individual trees used in the model which is

usually of the order of 100 or 1000.

• gamma: The minimum loss reduction required for a new step to be added to

a tree. The higher this number is, the more conservative the model is.

• min child weight: The minimum sum of instance weight needed in a child.

If a node has a sum less than this, no further steps are taken.

• subsample: The fraction of the training instances that is randomly chosen at

the start of each boosting interaction.

• colsample bytree: The fraction of variables that are randomly chosen to

train each tree.

The full list of parameters chosen is shown in table 4.3. They were taken from a

previous ALICE analysis into the Λ+
c → pK0

S decay channel in Pb–Pb collisions,

which uses the same Machine Learning framework as this work [23].

4.4.2 BDT training

The model is trained on both Monte Carlo simulation data and experimental data.

The signal Λ+
c candidates used come from simulated Λ+

c decays. As the Monte Carlo

data set is not sufficiently large, the background Λ+
c candidates used are candidates

from experimental data in the “sideband” region of the invariant mass distribution.
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Figure 4.3: An example for a decision tree. At every node, the variable (X,Y,Z,W)
and cut value (0, 5, 10) with the best signal to background separation are chosen to
divide the dataset (A,B,C, D, ...).

pT(GeV/c) # of training events (signal) # of training events (background)

6-8 9950 499985
8-12 21385 500255
12-24 23475 195415

Table 4.4: Number of signal and background training events used in central collisions.

This means that they are from a region in the dataset where there are no signal

events, in this case mcand < 2.23GeV/c2 and mcand > 2.33GeV/c2. They are split

into a training and a testing set. The testing set provides a statistically independent

dataset to test the model and ensures it does not interpret statistical fluctuations

in the training set as features in the data (so-called “overfitting”). The number

of events used for testing and training is shown in tables 4.4 and 4.5. Individual

models are trained for each pT bin of this analysis. Note that while the ideal number

of events used for the training to converge well were found in the region of 500000,

the Monte Carlo production data was not sufficiently large for this training set size,
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Figure 4.4: The signal and background distribution of the variables used for the
training, shown in the 12 < pT < 24GeV/c bin for central collisions. The individual
variables, from left to right and top to bottom, are the decay length, the decay
length in the x-y plane, the normalised decay length in the x-y plane, the cosine
of the pointing angle, the cosine of the pointing angle in the x-y plane, the impact
parameter in the x-y plane, the distance of closest approach, the σ of the vertex
reconstruction, the distance between the 1st and 2nd tracks, the distance between
the 2nd and 3rd tracks, the maximum difference between measured and calculated
impact parameter, and the impact parameter for the three tracks (prong 0,1, and 2).
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pT(GeV/c) # of training events (signal) # of training events (background)

4-6 37750 500540
6-8 25780 495485
8 -12 32990 500855
12-24 33205 195170

Table 4.5: The number of signal and background training events used in semi-central
collisions.

0-10% centrality 30-50% centrality

Figure 4.5: The learning curve of the BDT model, shown in the 12 < pT < 24GeV/c
bin for both centrality classes, which shows a good convergence between training and
testing datasets.

which is why the numbers shown are lower. Similarly in the high momentum bins

the number of background events also fell below this threshold.

The BDT uses input variables relating to the decay reconstruction. The particle

identification method is omitted here, as it is optimised using the Bayesion probabilty

method. Figure 4.4 shows the distribution of signal and background events for each

training variable in for 12 < pT < 24GeV/c in central collisions. Separation between

signal and background is seen for each variable.
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0-10% centrality 30-50% centrality

Figure 4.6: The ROC curve of the BDT model, shown in the 12 < pT < 24GeV/c bin
for both centrality classes. A comparison is made between the testing and training
data sets, and showing a good agreement and a reasonably high AUC value.

A learning curve is drawn to check that the training and testing converge. It plots

the RMSE (root mean squared error) for testing and training events as a function

of the training set size, and can be used to determine if a larger sample size (no

convergence) or more input variables (large RMSE) are needed. The learning curves

for this analysis are shown for the 12 < pT < 24GeV/c bin in figure 4.5, and the

training and testing curves converge to a reasonable level.

Another indication of model performance is the receiver operating characteristic

(ROC) curve, which plots the true positive against the false positive rate. A true

positive here means a signal event correctly identified as such, while a false positive

is a background event wrongly selected as signal. The ROC quality is normally

measured by the area under the curve (AUC), which for an ideal model would be

1, as it would have a 100% true positive rate and a 0% false positive one. For this

analysis, it is plotted for both the training and the testing data set, in order to check

that the model does not overfit. As shown in figure 4.6 for the 12 < pT < 24GeV/c
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0-10% centrality 30-50% centrality

Figure 4.7: The individual impact of each training variable on the model, shown
in the 12 < pT < 24GeV/c bin for both centrality classes. The x-axis denotes the
impact on the model, where a higher value means a more signal-like impact, and
a lower one indicates background-like. The colour shows the variable value of the
individual instance, with red showing a high value and blue a low one. They are
ordered from most impactful (top) to least impactful (bottom).

bin for both central and semi-central collisions, they are in good agreement at a

high AUC value of around 0.9, compared to values between 0.7 and 0.8 for a similar

analysis. This shows that the model is rejecting a high amount of background while

maintaining good signal efficiency for both training and testing data sets.

Figure 4.7 shows so-called SHAP (SHapley Additive exPlanations) plots, which

are used to assess the influence of the individual training variables on the model

output. The input variables are ordered by how much each variable contributes to

the overall model output, but they also provide additional information in comparison

to simple linear plots. Each instance is plotted as a dot, which is coloured depending

on the value of the variable. It does not give an absolute value but an approximation

of high (red) and low (blue). In addition to that, its position on the x-axis indicates
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0-10% centrality 30-50% centrality

Figure 4.8: The BDT model output, shown in the 12 < pT < 24GeV/c bin for both
centrality classes. It shows the separation between signal-like and background-like
events. There is good agreement between training and testing datasets.

how much and in which direction it contributes to the model output. These plots

give insight into what each variable contributes to the model, as well as check for

possible inconsistencies or errors in case the outcome is not as expected. As for

example a low σvert is expected for a good candidate reconstruction, it is expected

that a high value (red colour) has a negative impact on the BDT score towards the

left of the plot), wheras a low value (blue) is found on the right side. By looking

a the shape of each individual variable’s cluster its distribution and range can also

be estimated. In the case of σvert both plots show the expected colour distribution,

with more events in the centre of the distribution than at the extreme points. From

the SHAP plots in this analysis, it can be concluded that in all momentum bins the

impact parameter, decay length, σ of the vertex reconstruction, and the pointing

angle generally have the highest impact on the BDT model.

Finally, the BDT output is shown in figure 4.8. It shows a good agreement
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between training and testing samples. The model output assigns a value to each

candidate that represents whether the candidate is more likely to be signal or back-

ground. This ranges from 0, for very background-like, to 1, for very signal-like. The

distributions look as expected, with the number of background events decreasing for

tighter cuts on the model output, while signal events increase.

To use the trained BDT model, a cut then needs to be made on the model output

to select only candidates with an output number over a certain value. This cut is

chosen by optimising the expected statistical significance of the extracted signal,

which minimises the expected statistical uncertainty of the measurement. For a

pre-defined range of cut values, the expected number of reconstructed signal and

background per event is calculated in order to estimate the expected significance.

The expected signal S is calculated using the following equation:

S = 2 ·
(

dσ

dpT

)
Λ+
c →pK0

S

·∆pT · BR · (Acc× ϵ) · TAA/fprompt (4.1)

Here, the assumptions are that BR = 6.23% and fprompt = 0.9 for the entire pT

range. TAA is the nuclear overlap function, which represents the number of nucleon-

nucleon collisions at a given impact parameter.
(

dσ
dpT

)
Λ+
c →pK0

S

is taken from a recent

measurement by ALICE of the Λ+
c production yield via the Λ+

c → pK0
S decay channel

[23], instead of using a FONLL calculation as was previously done. The background

B meanwhile is estimated from a fit to the background, scaled for the number of

events used vs. the number of total events. Combining signal and background scaled

to the expected number of events gives the estimated significance:

Significance =
S√
S +B

(4.2)

This is then plotted against the BDT cut value, which allows to find the cut value

with the highest expected significance. The significance optimisation is shown in

figure 4.9 for the 12 < pT < 24GeV/c bin. Table 4.6 lists the BDT cut values that

were chosen for the individual momentum bins.
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pT(GeV/c) 4-6 6-8 8-12 12-24

BDT cut (central) - 0.45 0.5 0.7
BDT cut (semi-central) 0.5 0.5 0.75 0.75

Table 4.6: BDT cut chosen in this analysis for each centrality and momentum bin

For better readability, the BDT performance figures in this section only show the

results in one of the pT bins, namely the 12 < pT < 24GeV/c one. The performance

figures for the other bins are shown in appendix A.

0-10% centrality 30-50% centrality

Figure 4.9: The expected significance of the Λ+
c invariant mass peak versus the BDT

cut in the 12 < pT < 24GeV/c bin for both centrality classes of this analysis. Note
that the sharp rise at very high BDT cut value does not represent a real increase
in significance but is instead a consequence of the extremely low statistics in this
region.

4.4.3 Raw yield

After the BDT cut is applied, the invariant mass distribution of the events that

pass it is plotted, and a fit to the distribution is made to extract the Λ+
c signal.
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The fit function used for the signal peak is a Gaussian, while for the background, a

second order polynomial is used. Figures 4.10 and 4.11 show these fits for central

and semi-central collisions, respectively. The figures also show the fit parameters

as well as the number of signal and background events under the peak. Due to the

small signal and large background, to improve stability, the σ value (the width of the

fit, corresponding to the mean of the Gaussian fit function) of the data fit is fixed

to that from the fit of the Monte Carlo simulation. To ensure that this does not

influence the results, the mean and width of the fit are compared to the case where

the σ is not fixed, which is shown in figure 4.12. They show that while there is some

discrepancy, the mean and width agree within the expected range.

In order to ensure that the signal is not caused by a statistical fluctuation, a

significance of at least 3 is required for the signal to be accepted. Since the mass

of the Λ+
c is known and the expected peak position is therefore also known, this

value is lower than the more commonly used 5. This was observed for all momentum

bins except for 6 < pT < 8GeV/c in central collisions and 4 < pT < 6GeV/c in

semi-central collisions, and it was therefore decided not to include them in the final

results. An attempt was also made to extend the analysis to higher momentum,

as the Λ+
c → pK−π+ channel is expected to perform better in this region than the

Λ+
c → pK0

S channel. For this, a bin of 24 < pT < 36GeV/c was defined. Since

the number of background candidates is not enough to train a reliable BDT model

in this region, the model from the 12 < pT < 24GeV/c bin was used for training,

and applied to the data in the 24 < pT < 36GeV/c region. The resulting invariant

mass plot is shown in figure 4.13 for central collisions. Unfortunately, the statistics

available are too low, and thus no signal could be extracted in this pT region.

To gauge the performance of the signal extraction, it is useful to compare the

precision and kinematic reach of this analysis to the same analysis performed in

the Λ+
c → pK0

S decay channel by ALICE in Pb–Pb collisions at
√
sNN = 5.02TeV

[23]. Figure 4.14 shows two of the fit parameters, the significance and the signal-

to-background ratio, for the two different analyses. It shows that the signal-to-

background ratio is higher in the Λ+
c → pK−π+ channel analysed in this thesis work,

which indicates that while fewer signal events are found than in the Λ+
c → pK0

S
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channel, there are also fewer background events. It can also be seen that while the

Λ+
c → pK0

S channel generally offers higher significance at low momentum, at higher

momentum this analysis shows a clear improvement over it.

4.5 Corrections

The pT-differential yield of the prompt production of Λ+
c baryons is calculated as

dNΛ+
c

dpT

∣∣∣∣∣
|y|<0.5

=
fprompt × 1

2
NΛ±

c raw

|y|<yfid

∆pT × c∆y × (A× ϵ)prompt × BR×Nev

(4.3)

Here, NΛ±
c raw

|y|<yfid
is the raw yield extracted for a given pT interval ∆pT. The 1

2
-factor

takes into account that both Λ+
c and Λ−

c particles were measured and that what is

reported is only the prompt Λ+
c production yield. BR denotes the branching ratio

of the decay studied, and Nev is the number of events. The factor c∆y is included to

normalise the corrected yield to one unit of rapidity. The fraction of the raw yield

that comes from promptly produced Λ+
c , fprompt, and the detector acceptance and

efficiency (A× ϵ)prompt are described below.

4.5.1 Efficiency

The measured raw yield is corrected for the detector acceptance A and the efficiency

ϵ of prompt Λ+
c . The efficiency is also required to determine the factor fprompt

(see below). The efficiencies are calculated using Monte Carlo simulations of Λ+
c -

enhanced Pb–Pb collisions, where the final state particles are transported through

the simulated ALICE detector. This allows for individual efficiencies to be calculated

for each step of the track and candidate selections, as well as the BDT selection.

The efficiencies are highly dependent on the pT distribution of the simulated Λ+
c

candidates. The pT shape is re-weighted to match that of the TAMU model [27],

which has been shown to accurately describe Λ+
c production in the pT region of this

analysis, and which is described in section 5.3. The Monte Carlo simulation used in
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Figure 4.10: Invariant mass distributions of Λ+
c candidates in the 0-10% centrality

interval. Shown are the 6 < pT < 8GeV/c, 8 < pT < 12GeV/c, and 12 < pT <
24GeV/c intervals. Fits to the Λ+

c signal (blue) and background (red) are also shown.
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Figure 4.11: Invariant mass distributions of Λ+
c candidates in the 30-50% centrality

interval. Shown are the 4 < pT < 6GeV/c, 6 < pT < 8GeV/c, 8 < pT < 12GeV/c,
and 12 < pT < 24GeV/c intervals. Fits to the Λ+

c signal (blue) and background
(red) are also shown.
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Mean of fit Width of fit

Figure 4.12: The mean (left) and width (right) of the Gaussian fits to the Λ+
c signal

peak in Monte Carlo simulation compared to the fit in data when leaving the width
as a free parameter.

the efficiency calculation is different to the one used for training the BDT model,

and is therefore independent of it. Additionally, an acceptance factor A is calculated,

which is defined as the number of Λ+
c candidates within the rapidity range of this

analysis (−0.5 < y < 0.5), divided by the total number of Λ+
c candidates within

the acceptance of the detector. The resulting total efficiencies for both prompt and

feed-down Λ+
c candidates are shown in figure 4.15. They range from ∼ 0.5% to ∼ 3%

for prompt Λ+
c and ∼ 2% to ∼ 3.5% for non-prompt Λ+

c .

4.5.2 Feed-down

The Λc baryon can also be produced from decays of Λb or other hadrons containing a

b quark. Since this analysis measures only prompt Λc baryons, a feed-down subtrac-

tion needs to be applied to determine the fraction of the raw yield that is expected

to originate from feed-down Λ+
c . The feed-down Λ+

c production cross section is de-
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Figure 4.13: The invariant mass distribution for Λ+
c candidates in central Pb–Pb

collisions in the 24 < pT < 36GeV/c bin. Due to a lack of statistics the extension
of the analysis to this momentum bin was not successful, as the significance of 2 is
well below the minimum required 3.
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Significance Signal/Background

Figure 4.14: The invariant mass fit results for this analysis as a function of pT
compared to results from a previous ALICE analysis for the Λ+

c → pK0
S channel,

with both collision centrality classes shown. On the left is the significance of the fit,
with the imposed minimum quality of Significance > 3 shown as a dotted line. On
the right are the signal to background ratios for each bin. It can be seen that while
this analysis is less performant in the low momentum bins, it offers an improvement
at higher momentum.

termined using several different calculations. The first step is obtaining the beauty

production cross section, which is taken from FONLL calculations [113, 114]. Since

these are done for pp collisions, the production cross section is scaled by the nuclear

overlap function ⟨TAA⟩, which can be interpreted as the number of nucleon-nucleon

collisions at a given impact parameter. This way, the expected production is scaled

for the number of expected binary nucleon-nucleon collisions in the centrality class

of interest. LHCb measurements of the Λb/(B
0 + B+) ratio at

√
s = 13TeV [115]

are used to estimate the fraction of b quarks that fragment into Λb. The decay kine-

matics of Λb → Λc + X are taken from PYTHIA8 calculations. In order to account
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central collisions semi-central collisions

Figure 4.15: The detector acceptance corrected efficiency for prompt and feed-down
Λ+

c baryons for central (left) and semi-central (right) Pb–Pb collisions at
√
sNN =

5.02TeV.

for the fact that the bb̄ production is not measured in Pb–Pb collisions, a theoretical

estimation from the Catania model is used of Rnon-prompt
AA /Rprompt

AA = 2 [116]. Using

these input values, the prompt fraction is calculated as

fprompt = 1−
(
NΛ+

c feed-down raw/NΛ+
c raw

)
= 1− ⟨TAA⟩ ×

(
d2σ

dydpT

)FONLL

feed-down

×Rfeed-down
AA

× (Acc× ϵ)feed-down ×∆y∆pT × BR×Nevt

NΛ+
c raw/2

(4.4)

The 1/2 factor of the raw yield is to account for both particles and anti-particles

having been measured, while the FONLL calculation only contains the particles.

Figure 4.16 shows the feed-down fraction, calculated separately for central and semi-

central Pb–Pb collisions. For central collisions, a prompt fraction of around 60% for

lower pT and around 80% for higher pT was found, while for semi-central collisions

the prompt fraction is slightly higher, between 70% and 90%. The figure also shows
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central collisions semi-central collisions

Figure 4.16: Fraction of prompt Λ+
c baryons calculated as a function of pT for central

(left) and semi-central (right) Pb–Pb collisions as a function of pT. The central value
is shown as the red line, and the systematic uncertainties are represented by the black
dotted lines.

the systematic uncertainties on these calculations, which are discussed in 4.6.6.

4.6 Systematic Uncertainties

In this section, the systematic uncertainties estimated in this analysis are discussed.

A wide range of sources of uncertainty are evaluated, from those coming from steps

or choices in the Λ+
c reconstruction, selection, and signal extraction, to global un-

certainties like that on the branching ratio. The sources of systematic uncertainties

include:

• Yield extraction: the uncertainties on the raw yield extraction, which are

found by repeating the signal fit while changing the fit parameters.
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• BDT cut: The uncertainties coming from the BDT cut selection. The cut

value is varied to estimate the influence on the result.

• MC pT-shape: This uncertainty originates from the fact that the pT distribu-

tion of MC data used for the efficiency calculation is not necessarily that of the

true shape of the experimental data. To mitigate this, different pT-distribution

shapes are applied and the impact on the result is compared between them.

• Tracking efficiency: Uncertainty stemming from the difference in the track

reconstruction efficiency determined in simulation to that in data.

• Pre-selection PID efficiency: Uncertainty from the Bayesian PID selec-

tion. It is estimated by changing the Bayesian probability cut and comparing

efficiencies.

• Feed-down subtraction: Uncertainty on the prompt fraction, which is in-

vestigated by varying the hypothesis parameters.

4.6.1 Raw Yield Extraction

As described above, the raw yield is determined via a fit to the invariant mass

spectrum. In order to determine this systematic uncertainty, the fitting procedure is

repeated many times while varying the details of the fitting method. A total of 450

trials was run for each pT and centrality bin. The fit parameters that were varied

include:

• Background fit function: In the main analysis, a second-order polynomial

is fit to the background. To ensure that the choice of function does not bias

the result, different functions are used. In this case, polynomials of the second,

third, and fourth order were considered.

• Signal width: In the analysis, the Gaussian width of the peak was set to the

value obtained from the MC fit. In the multi-trial approach, this value was

varied by ±15%, while leaving it as a free parameter was also considered.
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• Fit range: The minimum of the fit range for the Λ+
c mass was varied between

(2.140, 2.170, 2.180, 2.190, 2.200) GeV/c, and the maximum range between

(2.380, 2.390, 2.400, 2.410, 2.420) GeV/c.

• Bin counting: By default, the raw yield is extracted from the fit to the in-

variant mass by integrating the area under the signal peak and subtracting the

background by integrating the same area of the background fit. Alternatively,

the number of signal events can be found by counting the entries in each indi-

vidual bin that lies within the signal peak and adding them up, which is called

bin counting. This is more prone to statistical fluctuation, which is why the

former method is used in the main analysis. It is still important, however, to

check that they do not deviate from one another in a significant way.

A minimum significance of 2.7 was set for the results of these fits, and they were

required to have χ2/NDF < 2. An example of the outcome of such a series of refits

is shown in figure 4.17 for semi-central events in the 12 < pT < 24GeV/c bin. The

systematic uncertainty stemming from the yield extraction was found by looking at

the RMS of the multi-trial distribution.
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4.6.2 BDT cut value

The cut on the Boosted Decision Tree response is determined through the significance

optimisation procedure described in 4.4.1. There is a systematic uncertainty on this

method, as there is some discrepancy between the data and MC. The detector is

not modelled perfectly, and might have a different response in the simulation than

it does in reality. In addition to that, the results from the pK0
S channel that go into

calculating the BDT efficiency also have an uncertainty on them.

In order to evaluate this systematic uncertainty, the analysis was repeated several

times with variations to the BDT cut value. It was changed in steps of 0.05 from

-0.15 to +0.15 of the original value in the main analysis. It was ensured that the

resulting variation in efficiency is at least 20%, to cover an acceptably large region.

An example of the variations in the invariant mass plots found as a result of those

changes is shown in figure 4.18 for the 12 < pT < 24GeV/c bin for central events. As

in the previous section, fits with a significance lower than 2.7 were ignored. Those

that passed the threshold were then used to calculate the corrected yield for each of

the variations, which was compared to the main analysis, as shown in figure 4.19.

The systematic error was taken as the RMS of the relative variations compared to

the main value.

4.6.3 MC pT-shape

Another source of systematic uncertainty investigated is the one stemming from

the pT distribution of the generated Λ+
c signal in the Monte Carlo simulation. It

is found by varying the shape of the pT distribution of the generated Λ+
c signal

according to predictions from different models than that used in the main analysis.

Specifically, this is done by using predictions of the Λ+
c to D0 ratio and multiplying

it by the D0 pT-distribution shape, thereby obtaining different hypotheses for the Λ+
c

pT-distribution shape. Then, the pT distribution in the Monte Carlo simulation used

for the efficiency is re-weighted to match that found from the model. estimate the

systematic uncertainty, this step is repeated for different models, and the corrected

yield is measured using these different efficiencies. Figure 4.20 shows the variation



Chapter 4. Data Analysis 83

Figure 4.17: The results of the multi-trial variation of the fitting parameters of the
raw yield extraction. They show, starting from the top left: The distribution of the
fit width σ, in cases where it is fixed or left free, with the value from the main analysis
shown in red; The distribution of the mean of the fits; the raw yields from the trials
without (top) and with (bottom) bin counting; the distribution of the raw yield from
all the trials; and the χ2/NDF (top) and significance (bottom) of the trials. These
plots are for Pb–Pb collisions in the 30-50% centrality bin and 12 < pT < 24GeV/c
bin, and yield an RMS of 12%.
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Figure 4.18: The invariant mass distributions for central Pb–Pb collisions in the
12 < pT < 24GeV/c momentum bin resulting from varying the BDT cut around the
central value of 0.7.
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central collisions semi-central collisions

Figure 4.19: The corrected Λ+
c yields resulting from the different BDT cut values

applied, normalised with the yield found with the central cut value. The shaded area
represents the systematic uncertainty derived from this.

from the different models when compared to that used in the main analysis. The

models used for the variations are TAMUmin [27], Catania [26], and SHM [15], which

are described in section 5.3. The uncertainty is found by calculating the RMS of the

relative changes.

4.6.4 Tracking Efficiency

There are two main sources of uncertainty on the track-reconstruction efficiency. One

is the track-quality selection in the TPC, which comes from possible imperfections

in the simulation of the track reconstruction in the TPC. The other stems from the

simulation of the propagation of tracks from the TPC inwards to the ITS.

The matching efficiency is defined as the fraction of the number of tracks that pass
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central collisions semi-central collisions

Figure 4.20: The corrected Λ+
c yields resulting from the different pT MC pT-

distribution shapes applied, compared to that from the TAMUmax model used in
the analysis. The shaded area represents the systematic uncertainty derived from
this.

the ITS-TPC refit stage compared to those in the TPC:

ϵ =
#tracksITSTPC

#tracksTPC

(4.5)

The systematic uncertainty on this is estimated by looking at the difference of this

efficiency found in experimental data to that from the Monte Carlo simulation data:

syst =
ϵexp − ϵMC

ϵexp
(4.6)

It is shown in figure 4.21 for central and semi-central collisions.

The single track-quality selection uncertainty is obtained individually for pions

and protons. For this, relatively pure samples of both particles are taken. For pions,
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those are taken by selecting K0
S decay products (K0

S decays into π+π−), and for

protons from Λ+
c decays. Five different variations of the track-quality selection are

tested, which include:

• increasing the required number of TPC crossed rows to 120 instead of 70;

• increasing the minimum ratio of crossed rows over findable clusters in the TPC

to 0.9, up from 0.8;

• varying the number of PID clusters to be larger than 40 or 60.

For each variation, the change in efficiency with respect to the central efficiency is

determined for both data and MC. The ratio of these variations is then taken, and is

shown for pions in figure 4.22, with the plots for other particles shown in appendix A.

The uncertainty was taken to be the maximum relative change of all the variations.

The single track uncertainties are propagated to the Λ+
c candidates by simulating

Λ+
c → pK−π+ decays with PYTHIA. The total uncertainty is found by summing the

single-track contributions in quadrature:

σtot =

√(
σTPC
p

)2
+
(
σmatch
p

)2
+

√
(σTPC

K )
2
+
(
σmatch
K

)2
+

√
(σTPC

π )2 + (σmatch
π )2 (4.7)

It is shown in figure 4.23.

4.6.5 Pre-selection PID efficiency

Before the BDT model is trained, particles are identified following a Bayesian prob-

ability approach, as described in section 4.3.2. In it, each track is assigned the

particle species with the highest probability. In order to determine the systematic

uncertainty from this PID strategy, the selection criteria are varied. Instead of being

assigned a particle species based on the maximum Bayesian probability, a track is

assigned to each species for which it passes a minimum probability threshold. This

is done for several different threshold values, namely 0.5, 0.6, and 0.7. Then, the

analysis is run again for each of those different PID pre-selections, and the resulting

corrected yield is compared to that of the main analysis. To avoid the influence
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central collisions semi-central collisions

Figure 4.21: The systematic uncertainty on the matching efficiency between TPC
and ITS, shown for pions and kaons combined, as well as for protons, for central and
semi-central collisions.

of the BDT model on these variations, no new BDT model is trained, but instead

the one from the main analysis is applied, and the same cut on the BDT response

is used. Figure 4.24 shows the variation in the corrected yield when applying the

different pre-selection PID cuts, with the uncertainties calculated as the RMS of this

distribution.

4.6.6 Feed-down subtraction

There are several sources of systematic uncertainties from the feed-down subtraction

that are taken into account. Firstly, the FONLL calculation of the beauty-quark

cross section has theoretical uncertainties associated with it. They are determined

by varying the b-quark mass, and the renormalisation and factorisation scales in the
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Figure 4.22: The relative single-track quality selection efficiency shown for pions for
the additional TPC selections in experimental data over that in MC data, for central
collisions.

calculation. Secondly, the parameters from the b-quark fragmentation into Λb from

the measurement done by LHCb [115] were varied within its uncertainty via a fit

to the Λb over B meson ratio. Thirdly, an uncertainty coming from the estimation

of Rnon-prompt
AA /Rprompt

AA = 2 was considered. This was determined by varying the

hypothesis of Rnon-prompt
AA /Rprompt

AA between 1 and 3. The resulting variation of the

prompt RAA is shown in figure 4.25, where it can be seen that the variation is quite

high for low-pT bins but smaller for high-pT bins. The total uncertainty coming from

these considerations ranges from about 10% to 30%, which is relatively high, and is

shown in section 4.5.2 in figure 4.16. It is important to note that unlike the other

uncertainties discussed here, this uncertainty source is asymmetric.
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central collisions semi-central collisions

Figure 4.23: The combined Λ+
c systematic tracking uncertainty for central (left) and

semi-central (right) collisions. The individual contributions from matching efficiency
(red) and the TPC tracks (green) are also shown.

4.6.7 Summary

The systematic uncertainties are summarised in table 4.7. Aside from the uncertain-

ties described in this section, it also includes the one stemming from the uncertainty

on the branching ratio [2]. The data was taken using a minimum bias trigger, mean-

ing the uncertainty from this source is expected to be very small. The individual

uncertainties are assumed to be uncorrelated, and the final uncertainty is found by

summing them in quadrature.

The largest contributions to the total uncertainty come from the feed-down sub-

traction and the yield extraction. Another major source is the tracking uncertainty.

The later is expected to be significantly reduced in future measurements, due to the

upgrade of the ALICE detector for Run 3. Additionally, the uncertainties decrease

at higher transverse momentum, which indicates the possibility of extending this
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central collisions semi-central collisions

Figure 4.24: The corrected yields resulting from the different PID preselections,
normalised by the yield from the main analysis. The shaded area represents the
systematic uncertainty derived from this.

measurement in that region once more data becomes available.
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Figure 4.25: The uncertainty on the prompt RAA fraction resulting from the vari-
ations of the RAAFeed-Down/RAAprompt hypothesis for both central (left) and semi-
central (right) collisions, as described in the text.

centrality 0-10% 30-50%
pT(GeV/c) 8-12 12-24 6-8 8-12 12-24

Yield extraction 29% 13% 10% 10% 12%
BDT cut 5% 6% 7% 10% 8%

MC pT shape 2% 0.5% 2% 1% 0.6%
Tracking 16% 15% 14% 13% 12%
PID 6% 3% 9% 6% 7%

Feed-down +30%
−31%

+9%
−10%

+27%
−29%

+28%
−29%

+9%
−10%

Branching ratio 5.5% 5.5%

Table 4.7: Summary of the systematic uncertainties found from the various sources
discussed in this section.
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Results

In this chapter, the results of the data analysis described in the previous chapter

are shown. The fully corrected production yield of Λ+
c baryons measured in the

Λ+
c → pK−π+ decay channel is presented in Pb–Pb collisions in the centrality re-

gions of 0-10% and 30-50% as a function of pT in the range of 6 < pT < 24GeV/c,

and is shown in section 5.1. The measurements reported in this analysis are made

in the Λ+
c → pK−π+ decay channel. They are compared to previous ALICE mea-

surements made in the Λ+
c → pK0

S channel, and the results are merged to find the

combined production yield. Using measurements of the D0 production yields per-

formed with ALICE [24], the ratio of these two yields, called the Λ+
c /D

0 ratio, is also

shown, and presented in section 5.2. The results are also compared to earlier mea-

surements made in pp collisions. Section 5.3 describes three theoretical models, and

5.4 shows the comparison between the results and these models. It also shows the

nuclear modification factor RAA, which is found by comparing the production yields

measured in Pb–Pb collisions to those found in pp measurements, in comparison to

the same models.

93
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central collisions semi-central collisions

Figure 5.1: The pT-differential production yield of Λ+
c baryons measured in the

Λ+
c → pK−π+ channel in Pb–Pb collisions at

√
sNN = 5.02TeV for central (left)

and semi-central (right) events. The bars and boxes represent the statistical and
systematic uncertainties, respectively.

5.1 Λ+
c production yield

The pT-differential production yield of Λ+
c baryons has been measured in Pb–Pb

collisions with a centre-of-mass energy of
√
sNN = 5.02TeV in the rapidity range of

|η| < 0.5. The yield was reconstructed via the Λ+
c → pK−π+ decay channel using

a Boosted Decision Tree machine learning model. This was done in two centrality

regions: central collisions at 0 − 10% centrality and semi-central events at 30-50%

centrality. The production yield was measured in two pT bins in central events and

three pT bins in semi-central events. The measured pT-differentiated production

yield is shown in figure 5.1.

As mentioned before, a previous measurement was done in ALICE to measure

the Λ+
c production yield in Pb–Pb collisions at

√
sNN = 5.02TeV in the Λ+

c →
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pK0
S channel [23]. Figure 5.2 shows the comparison between the production yield

measurements from the two decay channels, and the two analyses agree with one

another within uncertainties.

central collisions semi-central collisions

Figure 5.2: The pT-differential production yield of Λ+
c baryons measured in the Λ+

c →
pK−π+ channel in Pb–Pb collisions at

√
sNN = 5.02TeV compared to that measured

in the Λ+
c → pK0

S channel [23]. The two measurements are in good agreement. The
bars and boxes represent the statistical and systematic uncertainties, respectively.

The results from the two decay channels are combined in order to increase the

precision of the overall measurement. To do this, the results are weighted by their

uncertainties. Here, it is important to distinguish between correlated and uncorre-

lated uncertainties between the two measurements. The uncorrelated uncertainties

are those specific to the analysis procedure, which in this case are those on the

raw yield extraction, the BDT cut efficiency, the particle identification strategy, and

that of the branching ratio 1. Since the analyses are carried out in different decay

1In reality the uncertainties on the branching ratio are partially correlated, as one is used in the
calculation of the other (see [2]). As the branching ratio uncertainty has only a minimal influence
here however they are treated as uncorrelated for the purpose of this analysis.
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central collisions semi-central collisions

Figure 5.3: The pT-differential production yield of Λ+
c baryons measured in Pb–Pb

collisions at
√
sNN = 5.02TeV from the combined results of the Λ+

c → pK−π+ and
Λ+

c → pK0
S channels. The bars and boxes represent the statistical and systematic

uncertainties, respectively.

channels, the statistical uncertainties are also assumed to be uncorrelated. The cor-

related efficiencies are those that are the same for both analyses, namely the tracking

uncertainty and the Monte Carlo pT-shape uncertainty. In order to merge the mea-

surements in the two decay channels, their results are averaged and weighted by the

quadratic sum of their relative statistical and uncorrelated systematic uncertainties:

1/(wuncorr
i )2. Figure 5.3 shows the combined production yield obtained from com-

bining the two decay channels. To get a better idea of the improvement on the Λ+
c

production measurement in Pb–Pb collisions, the relative uncertainties of this anal-

ysis are compared to those from the Λ+
c → pK0

S measurement. Figures 5.4 show both

the systematic and statistical uncertainties as a function for pT for the two different

decay channels. The uncertainties resulting from the merging of the two analyses

are also plotted, and show that adding the Λ+
c → pK−π+ measurement improves the
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statistical uncertainties by a large enough margin to outweigh the increase in the

systematic uncertainty at lower pT, while also yielding a clear improvement in the

systematic uncertainties at high pT.

In the following, all measurements of Λ+
c production in Pb–Pb collisions shown

are derived from the combination of these two decay channels.

5.2 Λ+
c /D

0 ratio

As described in chapter 1, the relative production of charm baryons and mesons can

give an insight into hadronisation mechanisms, and how the presence of a quark-

gluon-plasma might affect it. While this analysis measures the production yield of

the Λ+
c baryon, the lightest charmed baryon, in the Λ+

c → pK−π+ decay channel, a

similar analysis was done for the production of the D0 meson, the lightest charmed

meson, in the D0 → K−π+ decay channel [24]. By taking the ratio of these two

measurements as a function of transverse momentum, the Λ+
c /D

0 ratio is found,

which is shown in figure 5.5. As done for the production yield, the results for the

Λ+
c /D

0 ratio measured for the Λ+
c → pK−π+ decay channel are also compared to

those found for the Λ+
c → pK0

S decay channel. Figure 5.6 shows the comparison of

the two measurements, as well as the merged results for the Λ+
c /D

0 ratio in Pb–Pb

collisions.

In order to study how hadronisation mechanisms are influenced by the collision

system, the production yields measured in Pb–Pb collisions are compared to those

from measurements done in pp and p–Pb collisions [25]. Figure 5.7 shows a com-

parison between the Λ+
c /D

0 ratio in central and semi-central Pb–Pb collisions at
√
sNN = 5.02TeV and that in pp collisions at

√
sNN = 5.02TeV. It indicates a

sequential enhancement, going from pp collisions to semi-central to central Pb–Pb

collisions, at intermediate pT. This suggests that either the hadronisation mech-

anism is modified in Pb–Pb collisions compared to pp collisions, for example via

coalescence, or that there are other mechanisms in the presence of the QGP that

redistribute the momentum of baryons and mesons. One example of a possible effect

could be flow, which may affect baryons and mesons differently.
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Figure 5.4: The relative systematic (top) and statistical (bottom) uncertainties for
central (left) and semi-central (right) events for the two different decay channels,
Λ+

c → pK−π+ (red) and Λ+
c → pK0

S (blue), with the total uncertainties found by
merging the two results shown in black.

5.3 Theoretical Models

The results of this analysis are compared to three different theoretical predictions.

These are the GSI-Heisenberg statistical hadronisation model (SHMc) [15], the Cata-
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central collisions semi-central collisions

Figure 5.5: The Λ+
c /D

0 ratio measured in the Λ+
c → pK−π+ channel in Pb–Pb

collisions at
√
sNN = 5.02TeV for central (left) and semi-central (right) events. The

measurement of D0 production are taken from [24]. The bars and boxes represent
the statistical and systematic uncertainties, respectively.

nia model [26], and the TAMU model [27].

In the GSI-Heisenberg SHMc model [15], the charm-hadron pT spectra are mod-

elled with a combination of a blast-wave model and a core-corona approach. In a

blast-wave model, the spectra are obtained using a simple freeze-out 2 surface with

a specific freeze-out temperature, which in this case is determined from light hadron

analyses to be 156.5MeV [117]. A typical limitation of a blast-wave model is that

it does not take into account the modification of the particle spectra due to the

feed-down from resonance decays. To overcome this, in this model the resonance

decays are modelled using the FastReso method [118]. While the blast-wave model

can be used to describe the soft momentum spectrum for charm hadrons, the high-

2The freeze-out temperature is the point in the hadronisation of the QGP at which the hadron
species become fixed. See section 1.3.1.
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central collisions semi-central collisions

Figure 5.6: The Λ+
c /D

0 ratio measured in the Λ+
c → pK−π+ decay channel (red)

compared to that from the Λ+
c → pK0

S decay channel (blue), both measured at√
sNN = 5.02TeV. The black data points are the average of the two decay chan-

nels, and the bars and boxes represent the statistical and systematic uncertainties,
respectively.

energy tail is calculated using a core-corona approach. In it, the corona region of the

nucleon–nucleon collision is defined as the region where the overlap density is small

(set to 10% of the maximum density in this case), where nucleons undergo only one

or fewer collisions on average. From this, it is assumed that no QGP forms, and the

collision here is treated as a pp collision. In the core part, on the other hand, it is

assumed that there are many collisions and the charm quarks are fully thermalised.

In the Catania model [26], hadronisation is modelled to happen via both fragmen-

tation and coalescence. For light partons, the thermal distribution in the quark-gluon

plasma is modelled with a temperature similar to the phase transition temperature

Tc = 160MeV. It also includes radial flow, which is constrained by the total multi-

plicity and total transverse energy. The heavy quark transport in the quark-gluon
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Figure 5.7: The merged Λ+
c /D

0 ratio measured in Pb–Pb collisions at
√
sNN =

5.02TeV for two centralities compared to that measured in pp collisions also at√
sNN = 5.02TeV [25]. The bars and boxes represent the statistical and systematic

uncertainties, respectively.

plasma is found by solving the relativistic Boltzmann equation to obtain the trans-

verse momentum distribution. In this model, charmed quarks at low momentum

pT ≃ 0GeV are set to hadronise via coalescence, while quarks of finite momentum

that do not are made to fragment. This ensures that all quarks of any momentum

undergo hadronisation. The model also takes into account contributions from the

decay of heavy-hadron resonances. It finds that the pT dependence of the resulting

baryon-to-meson ratio appears to be sensitive to the quark mass.

The TAMU model [27] is a 4-momentum-conserving recombination model for

heavy-flavour mesons and baryons, where coalescence is implemented with a res-

onance recombination mode. In this model, an event-by-event implementation of

heavy-quark distributions in an expanding medium is obtained using a Langevin

simulation. It recovers the thermal and chemical equilibrium limits and accounts
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for space-momentum correlations (SMCs) between heavy quarks and the partons of

the hydrodynamically expanding QGP. The SMCs of high-momentum quarks with

high-flow partons in the medium considerably increase the momentum range of coa-

lescence, and lead to an enhancement in the baryon-to-meson ratio at intermediate

pT.

Both the Catania and TAMU models are also available for pp collisions, where

the calculations are modified to take the different collision environment into account.

5.4 Comparison to models

Figure 5.8 shows the merged Λ+
c /D

0 ratio measured in central and semi-central

Pb–Pb collisions as well as in pp collisions at,
√
sNN = 5.02TeV, compared to the

models discussed in the previous section. The Catania model is not available for

semi-central Pb–Pb collisions, and thus is not shown there, while the SHMc model

is only available for Pb–Pb and not for pp collisions.

The SHMc model describes the data in semi-central collisions at intermediate and

high momentum, but somewhat underpredicts it at low momentum. In central col-

lisions, it significantly underestimates the Λ+
c /D

0 ratio at intermediate momentum

of 4 < pT < 8GeV/c. The Catania model describes the pp data well. However, in

central Pb–Pb collisions, it overpredicts the Λ+
c /D

0 ratio at low momentum and un-

derpredicts it at intermediate momentum. The TAMU model accurately reproduces

the Λ+
c /D

0 ratio in Pb–Pb collisions in both shape and magnitude. It also predicts

the results in pp collisions well. The results suggest that hadronisation happens

via both fragmentation and coalescence, and that there is a modified hadronisation

mechanism for all hadronic systems compared to e+e− collisions.

Figure 5.9 shows the experimentally measured nuclear modification factor RAA

(see section 1.4), compared to the same three models. The data indicates an en-

hancement at intermediate pT, with the Λ+
c production suppressed both at low and

high pT in Pb–Pb collisions compared to pp. This is not replicated in the Catania

model, which shows a downward trend for RAA with increasing momentum. The

SHMc model does replicate the slight peak at intermediate pT, but overall under-
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predicts the data. The TAMU model describes the data better, although it shows a

shift towards lower pT compared to the data in both central and semi-central colli-

sions. Overall this shows a clear need for further study to fully understand hadron

production in both pp and p–Pb collisions.

This thesis

Figure 5.8: The merged Λ+
c /D

0 ratio in Pb–Pb (central and semi-central) and pp col-
lisions measured at

√
sNN = 5.02TeV compared to three theoretical models: SHMc

[15], Catania [26], and TAMU [27] (see text).
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Figure 5.9: Top: The merged nuclear modification factor RAA measured at
√
sNN =

5.02TeV for central and semi-central events compared to three theoretical models:
SHMc [15], Catania [26], and TAMU [27] (see text). The bottom figure shows the
same figure from the previously published analysis [23], and the increase in precision
at high pT provided by this work can be clearly observed.



Chapter 6

Conclusion and Outlook

In this thesis, the measurements of the production of the Λ+
c baryon in Pb–Pb col-

lisions at a centre-of-mass energy per nucleon–nucleon collision of
√
sNN = 5.02TeV

with ALICE was presented. The analysis was carried out in the Λ+
c → pK−π+ chan-

nel and separated into two different collisional centrality classes. The pT-differential

production yield was measured in the 8 < pT < 24GeV/c momentum range in cen-

tral collisions and 6 < pT < 24GeV/c in semi-central collisions. The results were

compared to those measured in the Λ+
c → pK0

S channel and merged, weighted by

the relative statistical and uncorrelated systematic errors. Using measurements of

the D0 production cross section, the Λ+
c /D

0 ratio was also measured. The nuclear

modification factor RAA was obtained using measurements in pp collisions [25]. Both

the Λ+
c /D

0 ratio and RAA were compared to three theoretical models, namely the

Heidelberg SHMc model, the Catania model, and the TAMU model. The results

are described well by models that implement hadronisation in the QGP via both

fragmentation and coalescence.

The measurement was also attempted in lower momentum bins. However due to

the challenging nature of this analysis, including the huge combinatorial background,

the three-body decay, and the short lifetime of the Λ+
c baryon, a measurement down

to lower pT was beyond the scope of the performance of ALICE for the Run 2 data.

It is the first time that Λ+
c production has been measured in Pb–Pb collisions using

the Λ+
c → pK−π+ decay channel, and the results represent an important baseline for

105
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Figure 6.1: The integrated luminosity of the Pb–Pb data taking run at ALICE in
October 2023 [28].

future measurements. Furthermore, the theoretical models used here do not include

a prediction for momenta above 24GeV/c, which is where this analysis proves the

highest precision. Having access to higher pT momentum regions and comparing

them to these results would provide further insight into the validity of these models.

The ALICE detector has since been upgraded for Runs 3 and 4 of the LHC [18],

with the first Pb–Pb data taken at the end of 2023. The maximum collision energy

reached was
√
sNN = 5.36TeV, the highest energy ever recorded. More importantly,

the improved detector layout and readout system led to a dramatic increase in inte-

grated luminosity, as shown in figure 6.1. Over the span of the five-week run, ALICE

recorded almost 12 billion Pb–Pb events, which is 40 times more than the total of

the previous data taking runs from 2010 to 2018 [28]. The analysis of Run 3 data

is expected to constrain the Λ+
c measurements further, and deliver a more detailed

study of hadronisation mechanisms.

Additional measurements are also planned. This includes studying the flow of

Λ+
c baryons within the expanding QGP via measuring the elliptic flow v2 coefficient,
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which is expected to provide important information about how they interact in the

medium, as well as further constraining hadronisation measurements. Measurements

of other charmed baryon productions are also planned, such as the Ξc and Σc baryons.

Both have already been measured in pp collisions, where they exhibit a similar en-

hancement in relation to charmed mesons when compared to measurements in e+e−

collisions as was seen for Λ+
c baryons (see 2.3.1) [119, 120]. Other measurements

may also be possible, such as that of Ωc, which has also been previously measured

in pp collisions [121]. Overall, Run 3 is expected to further increase the theoretical

understanding of hadronisation and other QCD processes by a significant amount.
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6GeV/c < pT < 8GeV/c 8GeV/c < pT < 12GeV/c

12GeV/c < pT < 24GeV/c

Figure A.1: The learning curve showing the RMSE of the training and testing data
sets for central events.
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4GeV/c < pT < 6GeV/c 6GeV/c < pT < 8GeV/c

8GeV/c < pT < 12GeV/c 12GeV/c < pT < 24GeV/c

Figure A.2: The learning curve showing the RMSE of the training and testing data
sets for semi-central events.
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6GeV/c < pT < 8GeV/c 8GeV/c < pT < 12GeV/c

12GeV/c < pT < 24GeV/c

Figure A.3: The ROC curve for the training and testing data set for central events.
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4GeV/c < pT < 6GeV/c 6GeV/c < pT < 8GeV/c

8GeV/c < pT < 12GeV/c 12GeV/c < pT < 24GeV/c

Figure A.4: The ROC curve for the training and testing data set for semi-central
events.
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6GeV/c < pT < 8GeV/c 8GeV/c < pT < 12GeV/c

12GeV/c < pT < 24GeV/c

Figure A.5: The impact of the different training variables shown for central events.
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4GeV/c < pT < 6GeV/c 6GeV/c < pT < 8GeV/c

8GeV/c < pT < 12GeV/c 12GeV/c < pT < 24GeV/c

Figure A.6: The impact of the different training variables shown for semi-central
events.
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6GeV/c < pT < 8GeV/c 8GeV/c < pT < 12GeV/c

12GeV/c < pT < 24GeV/c

Figure A.7: The model output distribution for central events, showing the separation
between signal and background events for training and testing data sets.
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4GeV/c < pT < 6GeV/c 6GeV/c < pT < 8GeV/c

8GeV/c < pT < 12GeV/c 12GeV/c < pT < 24GeV/c

Figure A.8: The model output distribution for semi-central events, showing the
separation between signal and background events for training and testing data sets.
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6GeV/c < pT < 8GeV/c 8GeV/c < pT < 12GeV/c

12GeV/c < pT < 24GeV/c

Figure A.9: The significance optimisation plots for central collisions.
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4GeV/c < pT < 6GeV/c 6GeV/c < pT < 8GeV/c

8GeV/c < pT < 12GeV/c 12GeV/c < pT < 24GeV/c

Figure A.10: The significance optimisation plots for semi-central collisions.
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6GeV/c < pT < 8GeV/c 8GeV/c < pT < 12GeV/c

12GeV/c < pT < 24GeV/c

Figure A.11: The invariant mass plots for central collisions with a fit to the Λ+
c mass

in the three pT bins.
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4GeV/c < pT < 6GeV/c 6GeV/c < pT < 8GeV/c

8GeV/c < pT < 12GeV/c 12GeV/c < pT < 24GeV/c

Figure A.12: The invariant mass plots for semi-central collisions with a fit to the Λ+
c

mass in the three pT bins.
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Figure A.13: The invariant mass MC plots for central collisions with a fit to the Λ+
c

mass in the three pT bins.
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Figure A.14: The invariant mass MC plots for semi-central collisions with a fit to
the Λ+

c mass in the four pT bins.
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