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Abstract
The thesis presents the search for HH → bb̄bb̄ that exploits the 126 fb−1 of proton-
proton data collected by the ATLAS detector during the Large Hadron Collider Run 2
at√s = 13 TeV. Done for the first time in an ATLAS diHiggs analysis, the independent
optimisation of the gluon-gluon fusion (ggF) and vector boson fusion (VBF) production
channels not only improves the sensitivity to anomalies in the trilinear Higgs self-
coupling (κλ) but also to anomalies in the barely explored HHVV coupling (κ2V ). The
combination of the ggF and VBF channels allows the exploration of the κλ−κ2V param-
eter space and extracting the ±2σ confidence region with the −2 ln ∆L test statistic.
The observed upper limit on the Standard Model (SM) HH signal strength is found
to be 5.4 times the SM value. Lastly, the ggF channel is interpreted using Higgs and
SM Effective Field Theory, the latter is the first such diHiggs ATLAS result. Taking a
step further the combination of the three most sensitive diHiggs channels in the bb̄bb̄,
bb̄γγ and bb̄τ−τ+ final states is performed, which is further joined with the single Higgs
combination. The thesis mainly focuses on the technical adjustments needed in the
non-resonant HH → bb̄bb̄ analysis to allow for its inclusion in the single Higgs and
diHiggs combination. The upper bound on the diHiggs SM signal strength extracted
from the diHiggs combination is 2.4 times the SM prediction. The power of the sin-
gle Higgs and diHiggs combination is that it allows the consideration of a generic κλ
model, where in addition to the trilinear Higgs self-coupling, the couplings of the Higgs
to the top quark, bottom quark, tau lepton and vector bosons can vary. The observed
(expected) 95% confidence level is measured to be −1.3 < κλ < 6.1 (−2.1 < κλ < 7.6),
when the generic κλ model is fitted. The thesis concludes with the in-situ calibration
of the mis-tag rate for the multijet background in the boosted X → bb̄ tagger. The
calibration uses simulated dijet events enriched with g → bb̄ and the full Run 2 data to
derive preliminary scale factors that quantify the difference in the mis-tag efficiency
between data and simulations.
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Preface
The thesis would not be possible without the ATLAS Collaboration, with 2659 active au-
thors and 263 institutes participating [1]. The work presented in this thesis has been
done in collaboration with institutes from all over the world. The author contributed
to the non-resonant HH → bb̄bb̄ analysis presented in Chapter 6, the Single Higgs
and diHiggs combination presented in Chapter 7 and the Calibration of the boosted
X → bb̄ tagger presented in Chapter 8. The exact contributions of the author are
stated in the introduction to each chapter. Unless stated otherwise all figures have
been made by the author of the thesis.

Publications
Search for nonresonant pair production of Higgs bosons in the bb̄bb̄ final state in

pp collisions at
√
s = 13 TeV with the ATLAS detector (ATLAS Collaboration, 2023,

CERN-EP-2022-235) [2], Chapter 6

The author of this thesis was one of the main analysis members in charge of the
statistical analysis. The contributions included the implementation and validation of
the −2 ln Λ test statistic method for setting limits, helping to implement a setup that
significantly speeded up the limit-setting procedure, and studying the impact of the
systematics. The author was among the first analysis members who explored the
two-dimensional parameter space of κλ − κ2V and her work enabled the publication
of the limits in the κλ − κ2V plane. A significant contribution to the study and final
definition of the systematic uncertainty on the acceptance and reweighting of the ef-
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fective field theory signal was made by the author. Minor contributions of the author
include work on the software and studies of the impact of changing the definition
of the cut that reduces the tt̄ background. Finally, a crucial role was played by the
author in the final stages of the analysis which involved studying and validating the
unblinded results, finalising the interpretations, evaluating the impact of systematics
and producing several figures showing the final results of the analysis that were pub-
lished in the above-cited paper. The contributions to the analysis from the author not
discussed in the thesis include studies on alternative kinematic region definitions and
background estimation.

Constraining the Higgs boson self-coupling from single- and double-Higgs pro-

duction with the ATLAS detector using pp collisions at
√
s = 13 TeV (ATLAS Collab-

oration, 2022, CERN-EP-2022-149) [3], Chapter 7

The author of the thesis prepared the nonresonant HH → bb̄bb̄ workspace that was
used in the final combination. In addition, the author performed a minor study to
assess the impact of a different Higgs mass used in the HH → bb̄bb̄ and HH → bb̄bb̄

and HH → bbτ−τ+ channels.
Efficiency corrections for a tagger for boosted H → bb̄ decays in pp collisions

at
√
s = 13 TeV with the ATLAS detector (ATLAS Collaboration, 2021, ATL-PHYS-PUB-

2021-035) [4], Chapter 8

The author was one of the main analysers that contributed to the PUB note, contribut-
ing to the studies on the mis-tag rate of the multijet background. However, the thesis
focuses on the in-situ calibration of the mis-tag rate of the multijet background using
the secondary vertex invariant mass, which has been introduced fairly recently by the
author. The author implemented the fitting method and several of the systematics
uncertainties. She helped to maintain the framework and was responsible for lead-
ing the production of the datasets used for the calibration. In addition, she studied
the behaviour of the fit and explored several validation methods. The thesis does
not present studies with the mean signed transverse impact parameter significance,
which was found to contain a too large a mis-modelling to be used.
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Chapter 1
The Standard Model of Particle Physics
The Standard Model of Particle Physics (SM) is a quantum field theory that
successfully describes the observed matter in the Universe and its interactions
through three out of the four known forces. Given the observed interactions of
quarks and leptons through the weak, electromagnetic, and strong force the most
general Lagrangian density, from now on referred to simply as the Lagrangian, that
correctly describes the system is constructed in this chapter. The Higgs mechanism
is briefly discussed, and a more detailed discussion of the Higgs boson with an
emphasis on the Higgs self-coupling, diHiggs production, and effective field theories
involving modifications of the Higgs potential can be found in the next chapter. The
chapter concludes by discussing the shortcomings of the SM. Natural units are used
throughout the thesis and basic knowledge of quantum field theory, group theory,
and special relativity is assumed. Further details can be found in Symmetry and the
standard model: mathematics and particle physics by Matthew B. Robinson [5] and
the lecture notes on Unification by Arttu Rajantie [6], which are the general
references for this chapter.
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1.1 The Lagrangian 2
1.1 The Lagrangian
The principle of least action implies that the dynamics of any system can be captured
by constructing a Lagrangian that is both mathematically and physically sound.
Thus, when considering the behaviour of observed matter at high energies, around
the electroweak scale, the following conditions must be met by the Lagrangian:

I is real,
II has dimensions of GeV4,

III is a local function of the fields and their derivatives,
IV is invariant under symmetries to reflect the physics observed [6].

These four requirements are the guiding principles in the construction of the SM
Lagrangian, with especially IV placing very stringent constraints on the allowed
terms. The SM must be invariant under the Lorentz and SU(3)C × SU(2)L × U(1)Y

gauge symmetry transformations. However, there is no guarantee that such a
Lagrangian can explain all observed phenomena at every energy scale.

1.2 Fermionic Matter Fields
Fermions are elementary spin-half particles that obey Fermi–Dirac statistics and are
the building blocks of all known matter. There are two types of fermions: leptons
and quarks, a defining property of the latter is that they carry a colour charge. As
can be seen in Figure 1.1, quarks (leptons) come in 6 flavours, each flavour carrying
a different set of quantum charges1 and are grouped into three generations or
families. Within a generation, the pairing is done so that the two particles differ by
one unit of electric charge, while the mass of particles increases with each

1The quantum charges are: mass, colour, isospin, electric charge
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Figure 1.1: The particle content of the Standard Model is shown, each particle has
its mass, electric charge, and spin indicated. The fermions are ordered into three
generations, the only difference between generations is in the particle’s mass which
increases per generation.

generation. For example, let’s consider the first quark generation,
u
d

, and the

second quark generation,
c
s

. The up and down quarks are the lightest quarks,
carrying 2

3
e and −1

3
e respectively. The charm quark is a heavier version of the up

quark, it has all the same quantum numbers except for its mass, and the same can
be said for the strange quark with respect to the down quark.

1.2.1 The Dirac Equation
The behaviour of fermions in terms of relativistic quantum mechanics was first
described by Dirac in [7], who sought an alternative formula to the Klein-Gordan
equation. The solution to having a relativistic quantum description of fermions that



1.3 The Bosonic Gauge Fields 4
has only first-order derivatives is the Dirac equations,

0 = (i/∂ −m)Ψ, (1.1)

where /∂ = γµ∂
µ, γµ are the Dirac matrices and Ψ is a four-component Dirac spinor

(after quantisation spinor field). The properties of Ψ, such as spin and chirality, are
completely determined by the algebra of the γ-matrices. The Dirac equation also
predicts the existence of anti-particles, which are interpreted as the negative energy
solution to the Dirac equation.
Requiring Lorentz invariance the Lagrangian of a freely propagating fermionic field is

L = Ψ̄(i/∂ −m)Ψ, (1.2)

where Ψ̄ = Ψ†γ0 and m is the mass of the fermion. It can be easily shown that it is
invariant under both, charge conjugation (C) and parity (P) transformation.
It is useful to note that Equation 1.2 can be written as

L = Ψ̄Li/∂ΨL + Ψ̄Ri/∂ΨR −m(Ψ̄LΨR + Ψ̄RΨL), (1.3)

where the Dirac spinors are decomposed into right- and left-handed fields. The
above equation implies that for massless fermions the left- and right-handed fields
are allowed to exist on their own, allowing parity violation.

1.3 The Bosonic Gauge Fields
Bosons, on the other hand, mediate the interactions between fermions and are
represented as quantum vector fields with integer spin. There are four spin-1
bosons: gluon, W±, Z, and photon, which mediate the strong, weak, and



1.3 The Bosonic Gauge Fields 5
electromagnetic forces respectively. These bosonic fields are often called gauge
vector fields, as under a local gauge symmetry2 the transformations of the field can
be expressed in terms of a Lie group.
Let’s first consider an Abelian gauge vector field, Bµ, which under an Abelian gauge
transforms as Bµ → Bµ − 1

g
∂µθ, where g is some constant and θ is an element of the

Lie algebra. Defining the field strength tensor as Fµν = ∂µBν − ∂νBµ and enforcing
that the Lagrangian must be invariant under Lorentz transformation and the
Abelian gauge symmetry the most general Lagrangian is simply

L = −1

4
FµνF

µν . (1.4)

If the symmetry chosen is U(1) the Lagrangian above describes the free propagation
of the electromagnetic field in the absence of any sources. The picture gets slightly
more complicated when the gauge symmetry is non-Abelian, as is the case for the
strong and weak forces. According to pure gauge theory, also called Yang-Mills
theory [8], the non-Ablian gauge transformation of vector fields, Aµ, is
Aµ → Aµ − 1

g
∂µ + i[θ, Aµ], where [θ, Aµ] is the Lie bracket3. Consequently, the only

allowed Lorentz and gauge invariant term of the Lagrangian is

L = −1

2
TrGµνGµν , (1.5)

where the field strength tensor takes the form Gµν = ∂µAν − ∂νAµ + ig[Aµ, Aν ] and as
before g is a constant introduced for convenience4.
To get a better grasp of the physics it is useful to note that if Aµ, and consequently
Gµν , is an element of the Lie algebra of the symmetry group, Aµ = Aaµt

a, where ta are

2Gauging the symmetry simply means that the symmetry that θ = θ(x), i.e. the transformation isnot global but local.3The Lie bracket defines the product of the Lie algebra and must satisfy [x, x] = 0 and the Jacobiidentity [9].4Maybe it is a bit of a stretch to say by convenience, as it comes about naturally when writing downa general transformation of Aµ under the gauge transformation.
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the generators of the algebra of the Lie group. Substituting this into 1.5 one gets

L = −1

4
(∂µAaν − ∂νAaµ)(∂µAνa − ∂νAµa) (1.6)

+
g

2
fabc(∂µAaν − ∂νAaµ)AµbAνc (1.7)
−g

2

4
fabcfadeAbµA

c
νA

µdAνe, (1.8)

where fabc is the structure constant from the commutation relation [ta, tb] = ifabctc,
which determines the structure of the Lie group. This then describes the dynamics
of D massless non-Abelian gauge fields in the absence of matter, where D is the
dimensionality of the gauge symmetry group [6]. The first line of the equation
represents the free propagation of a field, while the second and fourth lines are the
triple and quartic self-interactions of those fields.
Taking a step back, the question to ask is whether Equation 1.6 correctly describes
the interaction of the strong and weak force. Let’s say the strong force is generated
by the SU(3) group, the dimensionality of the group is 8, which means that there
should be 8 massless fields in agreement with the 8 gluons observed. Similarly,
choosing SU(2) to generate the weak force, should give the 3 bosons involved in the
weak interaction. So far so good, however, both forces are short-ranged, which at
first glance seems in contradiction with the predictions of the Yang-Mills theory. For
the strong force, it turns out that g is gs ∼ 1, is sufficiently large to lead to
confinement, i.e. the self-interacting terms are so strong that they lead to the
formation of only neutral (colourless) states. On the other hand, g of the weak force
is not large enough to cause confinement, and a different solution to generate a
short-range force is needed. The weak gauge bosons, opposite to the predictions of
the Yang-Mills theory, turn out to have non-zero masses. The mechanism of
generating the masses of weak bosons is outside the scope of the pure gauge
theory and will be discussed in more detail in Section 1.6.
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1.4 Interactions

Putting together the results from solving Dirac’s equation and pure gauge theory the
Lagrangian naively would be

L =
6∑

f=1

Ψ̄Li/∂ΨL + Ψ̄Ri/∂ΨR −m(Ψ̄LΨR + Ψ̄RΨL) (1.9)
−1

2
TrGµνGµν −

1

2
TrWµνW

µν − 1

4
FµνF

µν , (1.10)

where G, W , F are the strength tensors of the strong, weak and electromagnetic
force respectively. This is a rather incomplete picture as, besides the
self-interactions of the non-Abelian vector fields, there are no interactions between
the various fields.
The interaction terms can be introduced by requiring that the total Lagrangian is
invariant under the SU(3)× SU(2)× U(1) symmetry. It follows that spinor fields
gauge transformation is

Ψ→ eigsα
b(x)T b+igwθata+iY Ψ, (1.11)

where T bSU(3) are the generators of SU(3) and the generators of SU(2) are taSU(2), Y is
the hypercharge generator of U(1), gs is the strong coupling constant, gW is the weak
coupling constant. There are two things to note here, firstly U(1) is not the
symmetry of electromagnetic force but U(1)Y , the choice becomes clear later.
Secondly, the representations of T bSU(3) and taSU(2) are chosen to match the
observations. For example, leptons do not carry a colour charge, which means that
they transform trivially under SU(3) and Equation 1.11 can be simplified to

l→ eigwθ
ata+iY l, (1.12)

where l is the lepton field.
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Given 1.11 the covariant derivative

Dµ = ∂µ + igsG
b
µT

b
SU(3) + igWW

a
µ t
a
SU(2) + ig1Y Bµ (1.13)

has to replace ∂µ in 1.9 to ensures that the total Lagrangian is invariant under the
SU(3)× SU(2)× U(1), where g1 is the coupling constant to the U(1) field. The
covariant derivative gives rise to cross terms between the vector and spinor terms
fields, which represent the interactions. Clearly, the strength of the interaction is
mediated by the coupling constants, which need to be measured experimentally.

1.5 Strong Force
Quarks carry colour charge and therefore transform non-trivially under SU(3). The
strong interaction they experience is described by the interaction term

LIntQCD =
∑
q

igsq̄iγ
µ(Gb

µT
b
SU(3))ijqj (1.14)

=
∑
q

i
gs
2
q̄iγ

µ(Gb
µλb)ijqj, (1.15)

where q runs over all quarks, i is the colour state of the quark and T b are in the
fundamental representation given by the 3× 3 Gell-Mann matrices (T b = 1

2
λb).

Hence, quarks come in three possible (colour) states,

r =


1

0

0

 , g =


0

1

0

 , b =


0

0

1

 , (1.16)

red (r) or green (g) or blue (b) and corresponding anti-colour states.
From examining the structure of the Gell-Mann matrices it is clear that strong force
changes the colour states while conserving colour at the interaction vertex. The 8
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colours states of the gluons can be deducted from the Gell-Mann matrices to be:
rḡ,rb̄,gr̄, gb̄, br̄, gḡ, 1√

2
(rr̄ − bb̄) and 1√

6
(rr̄ + gḡ − 2bb̄).

1.6 Electroweak Unification
The short-ranged weak force, contrary to the strong and electromagnetic force, can
change the flavour of the fermions and is not invariant neither under the P or CP
transformation. Naively, a gauge field invariant under SU(2)L, would be expected to
describe the weak force, where L indicates that the bosons only couple to
left-handed spinors. While there are indeed three mediators of the weak force and P
is maximally violated in the beta-decay of cobalt-60 [10], several observed
phenomena fail to be explained. The predicted force mediators are massless and
only couple to the left-handed fields. However, the observed bosons are massive
and the observation of CP violation in the Kaon sector [11] implies the existence of a
neutral current boson that, while able to distinguish between them, couples to both,
the left- and right-spinor fields. Both problems are resolved through electroweak
unification and spontaneous symmetry breaking (SSB).

1.6.1 Electroweak Symmetry Breaking
The weak and electromagnetic forces are low energy manifestations of the
electroweak force generated by the SU(2)× U(1) symmetry group. At low energy
this symmetry is spontaneously broken, giving the vector fields mass without
actually breaking the gauge symmetry. In the SM this is known as the Higgs
mechanism and, based on works [12, 13, 14, 15, 16], is brought about by the
existence of a scalar boson field with a non-zero vacuum expectation value (vev).
Let’s first introduce a scalar field, φ, and call it the Higgs field. The simplest form the
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potential with a non-zero vev φ can take is

V (φ) = µ2φ†φ+ λ(φ†φ)2, (1.17)

where µ2 < 0 and λ > 0. The shape of the potential is illustrated in Figure 1.2, which
clearly shows the circle of minima located at |φ| = v = |µ|√

λ
. Postulating that the Higgs
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Figure 1.2: The Higgs potential, V (φ) = µ2φ+ λ(φ†φ)2, where µ2 < 0.

field transforms under SU(2)× U(1) as a complex scalar doublet the vev state can
be chosen to be

φ0 =
1√
2

0

v

 , (1.18)

thanks to the freedom of choice coming from gauge invariance.
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The electroweak part of the Higgs Lagrangian then is

LHiggs = (Dµφ)†Dµφ− V (φ), (1.19)

with the covariant derivative

Dµ = ∂µ + +ig2W
a
µ t
a
SU(2) + ig1Bµ (1.20)

= ∂µ + +ig2A
a
µT

a. (1.21)

In the second line, for convenience, Aµ is defined as Aµ = {W 1
µ ,W

2
µ ,W

3
µ , Bµ}. The

generators of SU(2)L are {T 1, T 2, T 3} and the U(1)Y field is redefined as T 4 = g1
2g2
1.

The coupling strengths of the SU(2)L and U(1) fields to the Higgs field are g2 and g1

respectively.
Skipping over the mathematical derivation5 expanding over the vev results in the
covariant derivative part of LHiggs taking the form

LHiggs ⊃
1

2
g2

2A
a
µA

µbφ†0{T a, T b}φ0 (1.22)

=
1

8
Aµg

2
2v

2



1 0 0 0

0 1 0 0

0 0 1 −g1
g2

0 0 −g1
g2

g21
g2


Aµ. (1.23)

The equation can be simplified by finding the eigenvectors and eigenvalues of the
above matrix. The result is the physical, i.e. mass, vector boson states,

Aµ = cos θWBµ + sin θWW
3
µ ;mγ = 0, (1.24)

W±
µ =

1√
2

(W 1
µ ∓ iW 2

µ);mW± =
g2v

2
, (1.25)

Zµ = cos θWW
3
µ − sin θWBµ;mZ =

√
g2

1 + g2
2

v

2
, (1.26)

5See among others [5, 17, 6] for the detailed derivation.
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where the Weinberg angle, θW , is defined as

cos θW =
g2√
g2

1 + g2
2

sin θW =
g1√
g2

1 + g2
2

. (1.27)

It is clear from Equations 1.24, 1.25, 1.26 that the electroweak symmetry breaking
results in three vector fields, W± and Z, acquiring mass while Aµ remains massless.
The massless photon implies that there is a residual symmetry, U(1)EM of the
electroweak interaction, and the symmetry breaking pattern is
SU(2)× U(1)Y → U(1)EM . Note that U(1)Y and U(1)EM are not the same as Aµ mixes
Bµ of U(1)Y and A3

µ of SU(2)L. Z is also a mix of Bµ and A3
µ, while W±

µ are composed
of solely SU(2)L fields. This explains why P is maximally violated in weak flavour
changing processes, as W±

µ purely couple to left-handed fields. On the other hand,
neutral weak interactions violate CP as Z couples to both, right- and left-handed
fermions, but with a different strength.
The predicted particle spectrum in the broken state matches what is experimentally
observed and correctly predicts the outcomes of electroweak interactions to a high
precision. It is important to note that the couplings, and so indirectly the masses, of
the massive gauge bosons are not predicted by SSB. However, their relative strength
determines the mass relationship of the W± and Z,

mW

mZ

= cos θW . (1.28)

If this relationship is found not to withstand measurements it implies the
assumptions made to describe the Higgs mechanism are not quite correct. The
Higgs was chosen to be a complex doublet as this is the simplest choice that gives
the correct particle spectrum. It is not yet ruled out that the Higgs field is more
complex, for instance, composed of two doublets, as is the case in the
two-Higgs-doublet model (2HDM) extension of the SM [18], in which case the
relationship in Equation 1.28 does not hold.
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Similarly, by expanding the Higgs potential around the vev as

LHiggs ⊃ −V0 − λv2h2 − λvh3 − 1

4
λh4, (1.29)

the Higgs field (h) acquires mass, mH =
√

2λv =
√

2|µ|, and is expected to
self-interact. The coupling strength of the trilinear self-interaction,

λhhh = λv =
mH

2v
(1.30)

and quartic self-interaction

λhhhh = λ =
mH

2v2
, (1.31)

are in the SM determined by mH and the vev, which are free parameters of the
theory.
The Higgs boson with a mass of 125 GeV was discovered by the CMS and ATLAS
experiments at the LHC in 2012 [19, 20] and the vev can be determined from the
Fermi constant to be v = GF√

2
= 246 GeV, which in the SM completely determines the

self-couplings of the Higgs that are yet to be measured precisely.

1.6.2 Electroweak Force

Postulating an unbroken symmetry SU(2)L × U(1)Y and introducing a scalar doublet
field with non-zero vev correctly predicts the particle spectrum of the electroweak
sector. Rewriting the covariant derivative in 1.20 in terms of the physical fields
results in
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Dµ = ∂µ + i
g1g2√
g2

1 + g2
2

(T 3 + Y )Aµ + i
g2

2T
3 − g2

1√
g2

1 + g2
2

Zµ (1.32)
+
ig2√

2
(W+

µ (T 1 + iT 2) +W−
µ (T 1 − iT 2)), (1.33)

where Y was introduced for generality, and applying it to the kinematic term of the
fermionic Lagrangian correctly generates the electromagnetic and weak
interactions6. However, requiring SU(2)L only to couple to left-handed fields
introduces a new problem.
Left-handed fermion fields transform under SU(2)L × U(1)Y as a doublet

fL → eiθ
at2+iY fL, (1.34)

while right-handed fermion fields transform as a singlet

fR → eiY fR. (1.35)

This implies, in contradiction with observations, that fermions must be massless as
the mass term in 1.3 is not invariant under SU(2)L × U(1)Y and therefore not
allowed. Luckily, it is trivial to generate fermion masses through their interaction
with the Higgs field.

1.6.3 The Yukawa Terms
Given the Higgs field is in the double representation of SU(2)L × U(1)Y an additional
term, which combines the left- and right-handed fermionic fields, is allowed to be

6It is well known from experiment that e is the coupling strength of the electromagnetic interactionand can be identified as e = g1g2√
g21+g

2
2

, while the electric charge of the fermion in question is q = (T 3 +Y )
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added to the Lagrangian, the Yukawa term,

L=...+ yf (f̄LφfR + f̄Rφ
†fL), (1.36)

where yf is a coupling constant. For the first generation of the lepton (l), the term
after SSB is

L=...−
1√
2
yev(l̄LlR + l̄RlL)− 1√

2
yl(l̄LlR + l̄RlL)h, (1.37)

generating the Dirac mass term, with ml = ylv√
2
. Therefore, the most general gauge

invariant Yukawa term for leptons after diagonalisation is

L=...−
3∑

f=1

yfl

(
l̄fLφl

f
R + l̄fRφ

†lfL

)
, (1.38)

where f runs over the three generations and yfl is the Yukawa couplings
determining the mass of the charged leptons f . The three Yukawa couplings
determining the masses of the three charged leptons are free parameters. It is
worth noting that as the diagonalisation redefines the left- and right-handed fields
in the same way the kinematic term is unchanged, which leaves the three
generations of leptons decoupled.
The down quark masses can be generated in the same way as the lepton masses.
However, to generate the up quark masses the vev state is

φ̃ = iσ2φ
∗ =

1√
2

v
0

 , (1.39)

where σ2 is a Pauli matrix. The most general Yukawa term for the quarks is

L=...−
3∑

f,g=1

(
yfgd q̄

f
Lφd

g
R + (yfgd )∗d̄gRφ

†qfL + yfgu q̄
f
Lφ̃u

g
R + (yfgu )∗ūgRφ̃

†qfL

)
, (1.40)
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where f, g runs over the three generations, yfgd and yfgu are elements of the 3× 3

complex matrix, Yd and Yu respectively. In the above equation, qL is the left-handed
quark field, and uR (dR) is the right-handed up-like (down-like) quark field. Each of
the matrices can be decomposed into a diagonal matrix by redefining the quarks
fields as dfL → V fg

dL d
g
L and ufL → V fg

uLu
g
L. The Yukawa term for the quarks then can then

be simplified as

L = . . .−
3∑

f=1

yfd

(
q̄fLφd

f
R + d̄fRφ

†qfL

) (1.41)

−
3∑

f=1

yfu

(
q̄fLφ̃u

f
R + ūfRφ̃

†qfL

)
, (1.42)

where the nine Yukawa couplings define the quark masses and are as in the lepton
case not fixed by the theory. It is important to note that the up and down parts of
the left-handed field are redefined (”rotated”) differently, leading to the kinematic
term changing as

L= . . .−
g2√

2

(
ūfL(V †uLVdL)fgγµW+

µ d
g
L + h.c.

)
, (1.43)

where V †uLVdL define the Cabibbo-Kobayashi- Maskawa (CKM) matrix. The non-zero
off-diagonal terms of the CKM matrix are manifested as the change of quark
generations in the interaction with W bosons. Again the CKM matrix has 4 free
parameters that need to be determined experimentally.
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1.7 The Standard Model Lagrangian
Piecing it all together the most general Lagrangian that is renormalisable and
invariant under the SU(3)× SU(2)× U(1) gauge transformation is

L = −1

2
TrGµνGµν −

1

2
TrWµνWµν − 1

4
FµνFµν︸ ︷︷ ︸

The dynamics terms of the gauge groups.
(1.44)

+(Dµφ)†Dµφ+ µ2φ†φ− 1

2
λ(φ†φ)2︸ ︷︷ ︸

The dynamics and mass terms of the Higgs
(1.45)

+
3∑

f=1

(
l̄fLi /Dl

f
L + l̄fRi /Dl

f
R + q̄fLi /Dq

f
L + d̄fRi /Dd

f
R + ūfRi /Du

f
R

)
︸ ︷︷ ︸

The dynamics terms of leptons and quarks

(1.46)

−
3∑

f=1

yfl

(
l̄fLφl

f
R + l̄fRφ

†lfL

)
︸ ︷︷ ︸

Yukawa term for the leptons

(1.47)

−
3∑

f,g=1

(
yfgd q̄

f
Lφd

g
R + (yfgd )∗d̄gRφ

†qfL + yfgu q̄
f
Lφ̃u

g
R + (yfgd )∗ūgRφ̃

†qfL

)
︸ ︷︷ ︸

Yukawa term for the quarks

. (1.48)

The theory is fully determined by fixing the 19 free parameters; 3 Yukawa couplings
yfl in the lepton sector, 10 parameters of Yd and Yu in the quark sector, Higgs
self-coupling λ and Higgs mass term µ2 from the Higgs sector, 3 gauge couplings
g1, g2, g3 of the vector fields and θQCD (not discussed in the thesis), which all need to
be determined experimentally.
The tremendous success of the SM can be seen in Figure 1.3 which shows the total
and fiducial production cross-section measurements of various SM processes at
different center-of-mass energies, which all are in good agreement with its
theoretical predictions. It is only fair to state that the SM holds up to a high degree of
accuracy when it comes to predicting the outcomes of particle collisions about the
electroweak scale. Yet, from failing to describe the force of gravity to not including
dark matter, the SM is an incomplete description of the observed Universe.
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Figure 1.3: The total and fiducial production cross-section measurements of various
SM processes at different center-of-mass energies are summarised. The measure-
ments are based on the data collected by the ATLAS experiment and compared to
the theoretical predictions of the SM, which are shown in grey. The figure is taken
from [21].
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1.8 The Standard Model - An Incomplete Picture
The SM is a rather incomplete picture of the observed Universe. On the
experimental side, the SM fails to predict or explain the following phenomena;

1. Neutrino masses
The experimental discovery of neutrino oscillations by Super-Kamiokande and
SNO+ established that neutrinos have mass, which is not predicted by the SM
[22, 23]. Currently, only the differences between the neutrino masses can be
established from the neutrino oscillation experiment, while cosmological data
implies that the masses are tiny, ∼ 0.05 eV [24]. It might seem trivial to extend
the SM and include the neutrino masses through the mechanism used for the
up-like quarks to generate a Dirac mass term. However, this is not done as the
Yukawa coupling would need to be orders of magnitudes smaller than the
fermionic counterparts and it is not the only possible extension of the SM.
Alternatively, provided the right-handed neutrino exists the Majorana mass
term, which couples the right-handed neutrino and left-handed antineutrino, is
gauge invariant and can be added to the Lagrangian. If neutrino mass is
generated through the Dirac and Majorana term, the seesaw mechanism
produces a heavy and light neutrino [17, 25].

2. Matter-antimatter symmetry
The Big Bang predicts an equal amount of matter and anti-matter to be
created at the beginning of the Universe and given that in the SM matter and
anti-matter behave nearly identically, there are small sources of CP violation,
the prevalence of matter cannot be explained by the SM. According to
Sakharov [26] the three conditions that need to be satisfied to explain the
observed matter-antimatter symmetry in the Universe are

• baryon number violation,
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• sufficient C- and CP-violation,
• an interaction that takes place out of thermal equilibrium.

While there are sources of baryon number as well as C- and CP-violation in the
SM, though they might not be sufficient to generate matter-antimatter
asymmetry, there is no mechanism to bring the Universe out of equilibrium,
and a beyond SM explanation is needed.

3. Gravity
While the electroweak and strong force can be described by means of
quantum field theory and are therefore part of the SM, the quantisation of
gravity is non-trivial. As of now, there is no quantum description of gravity but
only a classical explanation, General Relativity. Loop quantum gravity [27] and
string theory, where the latter predicts supersymmetry (SUSY) [28], are some
theoretical attempts at quantizing gravity, yet neither has been experimentally
confirmed.

4. Dark matter
Several astronomical and cosmological observations indicate that there is
”missing” matter, called dark matter (DM), in the Universe, not accounted for
by the SM. To name a few, observed rotation curves of a typical spiral galaxy
require the mass distributions of the galaxy to be approximately M(r) ∼ r,
which is not the case if only luminous matter is taken into account [29, 30]. The
observed gravitational lensing and the dynamics of the Bullet Cluster, also
cannot be explained by general relativity without the inclusion of DM [31]. To
explain the above phenomena while taking into account the constraints from
the electroweak measurements, DM has to be massive and only weakly or not
at all interact through the weak force. No such particle is predicted within the
SM.

The SM, as the name itself indicated, is just a model that can be fine-tuned to match
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the observations at the electroweak scale through the 19 free parameters and is
expected to break if not sooner at the Planck scale. This hints that it might be merely
a low-energy manifestation of a more general theory. Additionally, the need for new
physics, specifically quantum gravity, at the Planck scale brings about the problem
of naturalness, known as the hierarchy problem. Given quantum gravity corrections
to the Higgs propagator, the Higgs mass becomes enormous and huge cancellations
are needed to get the Higgs mass down to its experimentally observed value [28]. In
other words, given some new heavy particles and the cutoff scale about the Planck
scale the Higgs mass would be expected of the order of the Planck scale and not the
electroweak scale as observed. The source of the cancellations of the quantum
gravity corrections is a mystery. SUSY again is a good candidate to solve this
problem, as the contribution perfectly cancels out. Another possible resolution is
that the Higgs is in fact composed and not a singular scalar field. Possible BSM
theories that modify the Higgs sector are discussed in the next chapter.



Chapter 2
Higgs self-coupling
The scalar boson discovered in 2012 at the LHC by the ATLAS and CMS experiments
[19, 20] is a good candidate for the predicted Higgs boson needed in electroweak
symmetry breaking (EWSB). Since then one of the main goals of current and future
colliders is to pin down all properties of the discovered scalar and conclusively
answer the question of whether it is indeed the SM Higgs boson.
The trilinear and quartic Higgs self-couplings are such yet to be measured
quantities. At the centre-of-mass energies reached by current hadron colliders, only
the measurement of the trilinear self-coupling (λHHH ) is possible. Any observed
deviations from the SM prediction would shrink the set of allowed BSM theories and
have important implications for the evolution of the Universe.
This chapter outlines how diHiggs and single Higgs productions can be used to
probe the Higgs trilinear coupling. Examples of BSM theories that modify the
self-coupling are given and their role in cosmology is discussed. Two approaches to
quantify anomalies in λHHH are outlined, the κ− framework and effective field
theory.

22
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2.1 DiHiggs Production
The leading diHiggs production channel is the gluon-gluon fusion (ggF), for which
the SM cross-section at √s = 13 TeV in proton-proton collisions is σ = 31.05 fb. The
calculation is done at next-to-next-to-leading order (NNLO) assuming mH = 125 GeV

and using the large top mass approximation to compute the QCD NNLO corrections
including effects of finite top mass [32]. At LO the box and triangle diagrams, which
interfere destructively, produce the HH pair through a top loop1 as shown in Figure
2.1. The matrix element of the box diagrams depends on c2

t , the coupling of Higgs to
the top quark, while the contribution of the triangle diagram is proportional to
λHHH . As seen in Figure 2.2, these contributions produce HH pairs with different
kinematics. The triangle diagram dominates at low invariant mass of the diHiggs
system (mHH ), while the box diagram peaks around mHH ∼ 400 GeV. Therefore, any
anomaly in λHHH is reflected in the cross-section and kinematics of the final state as
can be seen in Figure 2.3.
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ct

ct

(a)
g

g H

H

H

ct
λHHH

(b)
Figure 2.1: The two tree-level Feynman diagrams that contribute to the DiHiggs pro-
duction via gluon-gluon fusion.

The κ− framework is a simple way to quantify deviations from the SM, through the
coupling modifiers κm = cm

cSMm
, where cm is the measured coupling between the Higgs

and particle m and cSMm its SM prediction. The main point of research in this thesis is
the anomalous trilinear Higgs self-coupling (κλ). Unless stated otherwise the other
coupling modifiers are fixed at their SM values ( κm = 1). The maximum destructive

1The bottom loop has a small contribution as well but is not taken into account in the calculation.
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Figure 2.2: The expected mHH spectrum in the ggF SM diHiggs production channel at
√
s = 14 TeV in a proton-proton collider is shown as the solid black line. The dashed

lines show the different contributing terms, in blue is the box diagram, in green is the
interference, and in red is the triangle term. The figure is taken from [33].

interference between the triangle and box diagrams is at κλ = 2.4 characterized by a
dip around 350 GeV and is shown in Figure 2.3. For κλ < −1 and κλ > 5 the triangle
diagram contributes more and more, which is reflected in the mHH distribution
peaking at lower masses and an increased cross-section. The simulated mHH

distribution for various κλ variations in the ggF production channel after applying an
approximate event selection resembling the HH → bb̄bb̄ analysis and no detector
effects are shown in Figure 2.3.
The VBF channel is the second leading diHiggs production mode and about an order
of magnitude smaller than the ggF channel. Its cross-section of σ = 1.73 fb is
calculated at √s = 13 TeV in proton-proton collisions to N3LO [34] for mH = 125 GeV

and the QCD corrections are computed by neglecting any interactions between the
two external quarks. At LO the three contributing diagrams are shown in Figure 2.4
and the trilinear Higgs self-coupling is accessible directly through the diagram in
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Figure 2.3: The reconstructed mHH distribution for different κλ values is shown. Se-
lection and reconstruction criteria resembling the one used in theHH → bb̄bb̄ analysis
presented in this thesis are applied to the SM sample. The sample is showered with
Pythia 8 and no detector simulation is used. To obtain the various κλ variations the
SM sample is reweighted according to the strategy described in Chapter 6. The char-
acteristic dip at κλ = 2.4 seen on the plot is wiped out by detector resolution effects.
The κλ = 0.0 signal is scaled by 0.5, while the κλ = −4.0 signal is scaled by 0.1.

Figure 2.4a. The VBF production also has a direct dependency on the HVV (cv
coupling) and barely explored HHVV (c2v coupling) vertex, where V stands for either
the W or Z boson.
The small cross-section of the VBF production is the result of the destructive
interference between the diagrams in Figure 2.4b and 2.4c. As a result of
perturbative unitarity the two contributions cancel each other out exactly [35].
However, in some BSM scenarios, c2v and cv are allowed to deviate from their SM
values, and their contribution grows with the centre-of-mass energy roughly as
A ' s

v2
(c2v − c2

v)[35]. Thus, any deviation of c2v and cv away from the c2v − c2
v = 0

parabola results in an enhancement in the mHH tails, making boosted HH pair
production very likely.
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Figure 2.4: The three tree-level Feynman diagrams that contribute to the diHiggs pro-
duction via Vector Boson Fusion.

2.2 Effective Field Theory

New physics might appear at an energy scale Λ well above the EW scale
(vev ∼ 246 GeV) making the direct detection of its dynamics impossible with current
collider experiments. However, an indirect model-independent way to quantise
deviation from the SM due to these effects is the construction of an Effective Field
Theory (EFT). The EFT framework gives a rigorous mechanism to predict finite
amplitudes while integrating out the details of new physics above Λ making
assumptions only about locality, gauge invariance, and power counting
techniques[36]. The requirement of renormalizability is relaxed through the
appropriate choice of the power counting scheme and scale, as the Lagrangian is
required to be renormalizable only order by order. The Standard Model Effective
Field Theory (SMEFT) and Higgs Effective Field Theory (HEFT) are used for
reinterpreting the ggF diHiggs production channel of the non-resonant HH → bb̄bb̄

results and presented in this section.
Analogous to Fermi theory, decoupling the two energy scales is possible by
introducing Wilson coefficients (ci) that act as coupling constants between SM fields.
It follows that the EFT Lagrangian can be written as an order-by-order expansion of
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the SM Lagragian,

L = LSM +
∑
i

c
(5)
i

Λ
Q

(5)
i +

∑
i

c
(6)
i

Λ2
Q6
i +O(

1

Λ3
) + ..., (2.1)

where cni are the Wilson coefficients and Q
(n)
i are operators of dimensionality n

greater than four2 [37]. The two scales considered are connected as the physics at Λ

determines ci, while fundamental or composed SM fields make up Qi [38, 39].
SMEFT can be built from Equation 2.1 by imposing SU(3)× SUL(2)× UY (1) gauge
symmetry, assuming that the Higgs field (H) is a complex doublet in the
SUL(2)× U(1) representation as in the SM and setting Λ >> mZ . Higher-dimensional
operators are suppressed by Λ4−n but it turns out that dimension 5 and 7 operators
introduce lepton or baryon number violation, and therefore are not included in the
SMEFT Lagrangian [33]. Only dimension 6 operators are relevant for current
measurements, as operators of dimensionality ≥ 8 impact the HH production by
< 10−4 %. Their modification of the SM Lagrangian in the Warsaw basis3 [39] is

∆L6 ∼cH(H†H)3 (2.2)
+ cH�(H†H)∂mu∂mu(H

†H) (2.3)
+ ctH(H†H)q̄LHtR + h.c. (2.4)
+ cHGH

†HGAµνGAµν (2.5)
+ ctGQ̄Lσ

µνTAH̃tRG
A
µν + h.c.+ ..., (2.6)

where H is the Higgs field, G is the gluon field strength tensor and Q is the (b, t)

doublet. The Wilson coefficients involved in the SM-like diHiggs production are cH
and ctH , which change the λHHH and ct vertex shown in Figure 2.1 respectively. The

2Only n > 4 operators of SM fields are considered as the SM is already the most general possibleeffective field theory up to and including dimension four operators after imposing the SM gauge andLorentz invariance.3The Warsaw basis gives all allowed independent dimension 6 operators assuming the SM gaugesymmetry and that the operators can be made only out of composed or fundamental SM fields. Thesignificance of the Warsaw basis is the reduction of operators, which is a result of eliminating linearcombinations that make the SM equations of motion vanish [39].
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remaining Wilson coefficients introduce BSM diagrams, shown in Figure 2.5,
otherwise forbidden in the SM. The ctG affects both the SM and BSM-like
contributions and is marked by a turquoise dot in Figure 2.1 and 2.5. Deviations of ci
from the SM point at zero can impact HH measurements at a few percent level.
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Figure 2.5: The BSM contributing diagrams from SMEFT dimension 6 and HEFT opera-
tors that can have a significant impact on the diHiggs production, the later are shown
in brackets. The main difference is the Higgs coupling to the gluons, the ggHH and
ggH vertex are moderated by the same operator in SMEFT but not in HEFT.

On the other hand, HEFT assumes a non-linear manifestation of electroweak
symmetry breaking (EWSB) where the global symmetry SU(2)× SU(2) is broken into
SU(2) [33]. The Higgs field is redefined and transformed as a SU(2)×U(1) singlet (h),
which leads to the decoupling of the single Higgs and diHiggs interactions. The
power-counting is done per loop order expanded by f2

Λ2 = 1
16π2 , where f is the energy

scale at which the EFT is valid4 [36, 37]. The five coefficients relevant for ggF diHiggs
production and considered in this thesis are κλ, κt, cttHH , cggH and cggHH , which

4This is analogous to the chiral perturbative theory used for describing pions[36, 40].
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modify the SM Lagrangian as

∆LHEFT = −mt

(
κt
h

v
+ ctthh

h2

v2

)
tt̄− κλ

m2
H

v2
h3 (2.7)

+
αS
8π

(
cggh

h

v
+ cgghh

h2

v2

)
Ga
µνG

a,µν (2.8)

[33]. The so-constructed EFT assumes that modifications of Higgs couplings are the
main sources of new physics in the EW sector and provides a basis for the
κ− framework [33]. The BSM diagrams that come about from non-zero cttHH , cggH
and cggHH contributions are shown in Figure 2.5. Benchmark models shown in Table
2.1 are defined to assess the allowed parameter space taken by HEFT parameters as
they cannot be constrained from single Higgs measurements [33, 41]. As seen in
Figure 2.6 the seven benchmarks cover a range of different final state kinematics
manifested in the mHH spectrum.
The SMEFT and HEFT interpretations include both the linear and quadratic terms,
where the linear contributions are the interference effects between SM and new
physics, while the quadratic terms are pure BSM dynamics interactions.

Benchmark Model κλ κt cggH cggHH cttHHSM 1 1 0 0 0BM1 3.94 0.94 1
2

1
3

−1
3BM2 6.84 0.61 0 −1

3
1
3BM3 2.21 1.05 1

2
1
2

−1
3BM4 2.79 0.61 −1

2
1
6

1
3BM5 3.95 1.17 1

6
−1

2
−1

3BM6 5.68 0.83 −1
2

1
3

1
3BM7 -0.10 0.94 1

6
1
6

1
Table 2.1: The Benchmark models as defined in [41] are defined in terms of the five
most relevant Willson coefficients in the ggF HH production within HEFT. Note that κλand κt are 1 in the SM, while the other coefficients are zero.
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Figure 2.6: The truth mHH distribution for the HEFT BMs considered as compared to
the SM HH production are shown. PowhegBox has been used to produce the HH
events.

2.3 Single Higgs Production
The EW NLO corrections in single Higgs production modes offer an indirect way of
measuring the Higgs self-coupling. Examples of how anomalies in the Higgs
self-coupling can affect single Higgs production are shown in Figure 2.7. On the
one-loop level, the Higgs self-energy has a quadratic dependence on κλ, while the
production mode and decay channel each depend on κλ linearly. The general
reference for this section is [33].
The impact of κλ on the differential cross-section is parametrised in the
κ− framework, taking into account κλ at NLO and κτ , κt, κV and κb at LO. According
to [42, 43, 44], the deviation from the SM can be quantified as the multiplicative
correction

µfi = µi × µf =
σBSMi

σSMi
×
BRBSM

f

BRSM
f

, (2.9)
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where µi modifies the signal strength of the production mode i→ H and µf

modifies the branching fraction of the decay H → f .

H H
κλκλ

(a)

H

q q

q q

V
κλ

κV

κV

(b)

H

e−

e+

µ−

µ+

Z
κλ

κV

κV

(c)
Figure 2.7: The impact of the trilinear Higgs self-coupling on single Higgs measure-
ments via NLO corrections is shown. The quadratic dependence on κλ of the Higgs
self-energy is depicted in (a). The diagram in (b) shows the dependence of the VBF pro-
duction channel on κλ, while in (c) its impact on the Higgs decaying to two Z bosons
can be seen.

The effect of anomalous Higgs couplings on the signal strength is

µi(κλ, ki) = ZBSM
H (κλ)

[
k2
i +

(κλ − 1)Ci
1

Ki
EW

]
, (2.10)

where

• i is the production mode (i→ H ).
• Ci

1 quantifies the linear dependence of i on κλ, which is process and kinematics
specific. Details on its calculation are in [44].

• k2
i =

σBSMLO,i (κλ=1)

σSMLO,i(κλ=1)
, takes into account changes due to the other κ modifiers
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considered, when κλ = 1.

• Ki
EW =

σSMNLO,i
σSMLO,i

is the NLO k-factor.
• ZBSM

H (κλ) = 1
1−(κ2λ−1)δZH

with δZH = −1.536× 10−3, renormalizes the Higgs wave
function [42]. This is needed, due to the modifications in the self-energy of the
Higgs shown in 2.8a.

The branching fraction changes as

µf (κλ, κf ) =
BRBSM

f

BRSM
f

=
κ2
f + (κλ − 1)Cf

1∑
j BR

SM(j)[κ2
j + (κλ − 1)Cj

1 ]
, (2.11)

where f in the decay mode of the Higgs, j in∑j runs over all Higgs decay channels
and BRj is the SM decay rate of j. There is no modification coming from the Higgs
self-energy as it cancels in the Higgs decay [44].
The multiplicative correction factors as a function of κλ are shown in Figure 2.8.
Despite the smaller significance of κλ on the single H measurements as compared to
the diHiggs production, the method still proves to be competitive as precision
measurements of various single H channels and their combination are possible [33].

2.4 The Higgs potential
The determination of the Higgs potential is not only a probe of the electroweak
theory but also plays a crucial role in cosmology. In the SM it is entirely predicted by
the Higgs self-couplings, which are known from the vacuum expectation value (vev)
and Higgs mass (mH ). However, given there exist yet undiscovered particles that
could couple to the Higgs, the self-couplings would be modified with possible
significant implications on the evolution of the early Universe as well as its ultimate
fate.
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Figure 2.8: The modification of the SM production signal strength, µi, is shown in (a),
while the branching fraction correction, µf , is shown in (b). The figure is taken from
[42], which calculates µi and µf according to Equation 2.10 and 2.11 using the values
for Cj

1 , Kj
EW and k2

j as obtained by [43, 44].
In the early Universe, the temperature dependence of the Higgs potential
determined the nature of the electroweak phase transition (EWPT)5. When the
Universe expanded and cooled down, a second minima developed and co-existed at
a critical temperature (TC) with the minima at zero [45, 46]. The EWPT is of
second-order if the transition from the symmetric to the broken EW phase is
smooth and at no point is the Universe in a false minimum. On the other hand, the
EWPT undergoes a first-order phase transition if at T < TC there is a local minimum
at zero and the true minima with a non-zero vev. In this case, the Universe is
out-of-equilibrium, and parts of it tunnel to the true minima initiating bubble
nucleation6. The state inside the bubbles has broken EW symmetry, while outside
the EW symmetry is unbroken. The bubbles expand, collide, and merge until the
whole Universe is in the true EW minima. For electroweak baryogenesis to take
place the first-order transition needs to be strong, as explained in [47]. In the SM the

5The transition of the Universe from the symmetric SUL(2)×U(1) state with a zero vev to the brokensymmetry state with the remnant U(1)EM symmetry and a non-zero vev.6Some additional conditions need to be met for this to happen, see [45, 46] for details.
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EWPT of second order fails to generate the out-of-equilibrium phase required for
EW baryogenesis. However, the effective Higgs potential depends on the trilinear
Higgs self-coupling, and experimental constraints still allow for a first-order phase
transition [47].
The shape of the Higgs potential also determines the stability of the EW vacuum,
which must be stable or metastable. Given the current measurements of the Higgs
and top mass, it is metastable with a 95% confidence level within the SM [48].
Similarly, as in the EW baryogenesis discussion, metastability implies that the
Universe could tunnel to the true minima at any point and the known Universe
would cease to exist. The vacuum (meta)stability requirement sets bounds on the
allowed anomalies in the Higgs self-coupling. However, as the modifications of the
Higgs self-coupling could arise from various BSM sources which themselves can
impact the evolution of the Higgs potential they are model dependent [49, 47].

2.5 New Physics
Triggering EWSB by a single SUL(2) doublet is the simplest but still arbitrary choice
made within the SM to generate gauge boson masses. This simplistic nature of the
Higgs sector might not be the whole story, as suggested by the outstanding
problems of the SM, described in Section 1.8, and the rather complex structure of
the fermion and gauge sectors [50]. Several proposed BSM theories, such as
composite Higgs models [50], SUSY [28] or the two-Higgs-doublet model [18], depart
from the single SU(2) doublet assumption and extend the Higgs sector. Independent
of the exact nature of the BSM Higgs sector, Higgs self-couplings as well as other
properties of the Higgs would deviate from the SM predictions. The Higgs couplings
can also be modified through Higgs portal models [51, 52], which postulate the
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existence of a hidden sector that is coupled to the SM only through the Higgs7.
In composite Higgs models the Higgs boson is a bound state rather than an
elementary particle. For instance, in the Strongly Interacting Light Higgs model [53]
the strongly-coupled sector produces a SM Higgs-like pseudo-Goldstone boson. In
this scenario, the couplings would be close to the SM prediction, but even small
deviations could be observed as enhancements in the boosted diHiggs production.
This is because in VBF production the Higgs couplings to the gauge boson could
deviate from the c2

V − c2V = 0 parabola, leading the longitudinal vector boson
scattering amplitude to grow with centre-of-mass energy [50].
Current LHC measurements, see [54] and [55], however, disfavour a composite
Higgs and suggest that the observed scalar boson is an elementary particle in the
SUL(2) doublet representation. Besides the SM, two-Higgs-doublet models (2HDM)
[18], which assume two scalar SUL(2) doublet fields, are possible theories consistent
with LHC measurement within a parameter space. The particle spectrum of the
Higgs sector in the 2HDM consists of two charged particles, one neutral
pseudo-scalar and two neutral scalars, one of which is the observed SM-like Higgs.
The 2HDM is popular and well-motivated as it can provide a DM candidate and is
required by SUSY. Under certain assumptions, it can be an additional source of CP
violations and modifications of the Higgs potential needed in EW baryogenesis. One
of the main challenges in constructing a plausible 2HDM is the suppression of
tree-level flavour violating neutral currents while taking into account EW precision
measurements [56]. Different strategies can be employed to solve the problem and
as a result, there are several types of the 2HDMs. Hence, it is not possible to place
an upper bound on the size of the Higgs self-coupling as it depends on the 2HDM
type and free parameters within the chosen theory itself [18].
As tweaking the Higgs sector could solve several shortcomings of the SM, from

7Compostie Higgs models, as well as some types of two-Higgs-doublet model, can also be Higgsportal models.
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baryogenesis to DM candidates, it is likely for new physics to manifest through the
Higgs sector. Regardless if nature is manifested as a type of 2HDM or any other
Higgs portal model, given there are new states that couple to the Higgs
modifications of the Higgs self-couplings are expected. Extracting limits on the HHH
vertex strength from observations complements direct searches for new particles of
the extended Higgs sector and is crucial to narrow down the vast space of allowed
BSM extension on the Higgs sector. Expanding the measurements to the HHVV
vertex strength or considering alternative interpretations of the data through EFTs
offer an additional more general insight into what is possible.



Chapter 3
The ATLAS Experiment
This thesis is based on the proton-proton collision data collected by the ATLAS
detector between 2015-2018 at a centre-of-mass energy of 13 TeV during The Large
Hadron Collider (LHC) Run 2. The operation and performance of the LHC are
outlined in Section 3.1. The experimental apparatus, i.e. the ATLAS detector, during
the Run 2 period is described in the 3.2. The general reference for the LHC Section is
[57], while the general reference for the ATLAS Experiment is [58].

3.1 The Large Hadron Collider
The Large Hadron Collider (LHC) is the largest particle accelerator and collider in the
world with a circumference of 26.7 km [57]. Located approximately 100 m

underground on the French-Swiss border close to Geneva in the tunnel that once
hosted the Large Electron-Positron Collider (LEP) it is designed to collide two
oppositely circulating beams of protons, with a per beam energy of 7 TeV as well as
lead ions with a 2.8 TeV of energy per nucleon. Due to the difficulty of training the
superconducting dipole magnets, the centre-of-mass energy of 14 TeV has never
been reached.

37
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Figure 3.1: The LHC complex during Run2 is shown. The acceleration chain of the LHC
consists of the Linac2, Proton Synchrotron Booster (PSB), Proton Synchrotron (PS),
and Super Proton Synchrotron (SPS). The accelerated proton beams at an energy of
450 GeV are injected into the LHC from the SPS (line T18). The proton-proton beams
are crossed to collide at four interaction points marked on the plot as yellow circles.
At each interaction point, one of the four LHC experiments is placed, ATLAS, CMS,
LHCb, or ALICE. The Figure is taken from [59].
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As can be seen in Figure 3.1 the acceleration of the protons is done in four stages
after which the beam is finally injected into the LHC and further accelerated before
the two beams are crossed to collide. The LHC injection chain consists of the Linac2,
Proton Synchrotron Booster (PSB), Proton Synchrotron (PS), and Super Proton
Synchrotron (SPS).
The acceleration chain starts by injecting protons obtained from a hydrogen atom
which electrons are stripped away by an electric field into the Linac21. The protons
are accelerated to 50 MeV before being injected into the PSB, where they are further
pushed to 1.4 GeV. The proton energy is increased to 25 GeV in the PS. Finally, the
SPS gives a final push and the beam energy is raised to 450 GeV before injecting the
beam into the two pipes of the LHC in bunches of approximately 1011 protons
separated by 25 ns. The two proton beams are counter-circulating and accelerate to
their maximum per beam energy of 6.5 TeV in less than half an hour. The beams are
focused, crossed and made to collide at four different interaction points of the LHC,
each hosting an experiment: the two general purpose detectors ATLAS and CMS
[60], LHCb [61], built to precisely measure the charge-parity violation in nature and
ALICE [62] whose primary design focuses on collecting lead-lead collision data.

3.1.1 Synchrotrons
Collisions at centre-of-mass energy on a couple of a TeV scale are possible thanks to
the innovation of synchrotrons. As opposed to their predecessors, the cyclotrons,
synchrotrons can accelerate the particles without changing the radius of curvature
by changing the magnetic field. In the case of the LHC, the energy of the protons is
increased by eight radiofrequency (RF) cavities each operating between 4 MeV and
14 MeV [63]. The changing electromagnetic wave acts like a self-regulator, the
protons that arrive too late (early) will experience a different acceleration according
to their position in the EM wave and therefore arrive earlier (later) at the next RF

1Linac2 has been replaced with Linac4 in the currently ongoing Run 3.
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cavity focusing the bunch. The protons are kept on a circular path by 1232
superconducting dipole magnets made out of niobium-titanium cooled to 1.9 K. In
order to maximise the number of collisions the beam needs to be focused, which is
achieved by 858 quadrupole magnets that, depending on the positioning of the
poles either focus the width or height of the beam.

3.1.2 Run 2 Performance
The physics that can be explored by the LHC is dictated by the centre-of-mass
energy and the integrated luminosity delivered by the machine. The number of
events expected to occur for a given process is:

Nevent = Lσevent =

∫
dtLσevent, (3.1)

where L is the integrated luminosity, in other words, the instantaneous luminosity
(L) integrated over the sensitive time t. The cross-section of the process is σevent and
depends on the centre-of-mass energy. The centre-of-mass energy is limited by the
maximum magnetic field that can be carried by dipole magnets, while the
instantaneous luminosity according to [64, 65] is completely determined by beam
parameters:

L =
N1N2nbfrev

4πσxσy
· F. (3.2)

The fraction in the above formula represents the head-on collision of two Gaussian
beams, where N1 and N2 are the per bunch proton populations, nb is the number of
bunches per beam, σx and σy are the Gaussian widths of the beam and frev is the
frequency of revolution. However, the beams at the LHC are made to collide at a
small crossing angle, reducing the luminosity by the geometric luminosity reduction
factor, F. The crossing angle is needed as before colliding several bunches from the
two beams share a vacuum pipe for more than 120 m and the introduction of a
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crossing angle mitigates beam-beam effects.
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Figure 3.2: The mean number of interactions per crossing as a function of the
recorded luminosity. The means of the number of interactions per year of data taking
and the total integrated luminosity collected are stated on the plot taking into account
all data collected during stable beam conditions in Run 2. The Figure is taken from
[66].

During Run 2 of the LHC operation, the centre-of-mass energy was 13 GeV, while
exceeding expectations during the last two years of operation when the maximum
instantaneous luminosity recorded was 2.07× 1034 cm2 s−1 [67]. Figure 3.2 shows that
the mean number of interactions was 33.7 recorded by the ATLAS experiment
during Run 2. It follows that each collision of interest will have a background made of
tens of other collisions, referred to as pile-up. In-time pile-up refers to background
collisions that occur in the same bunch crossing as the event of interest, while
out-of-time pile-up refers to background collisions from a previous or later bunch
crossing that signature in the detector is still present during the collision of interest.
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3.2 The ATLAS Detector
With a diameter of 25 m and length of 44 m, the ATLAS detector is one of the biggest
detectors ever built for particle physics and is described in detail in [58], which is the
general reference for this section. As it is a general-purpose detector, its design
allows it to target (nearly) everything; from dark matter searches, and SM precision
measurements in proton-proton collisions to the study of the phase transitions in
the quark-gluon plasma of heavy ion collisions. The detector reconstructs the
energy, momentum, and tracks of almost all visible particles emerging from the
proton-proton collisions at the TeV scale. This excludes neutrinos whose signature
in the detector can be missing energy. The physics objects are reconstructed by
combining the measurements of several sub-systems; trackers, calorimeters, and
muon chambers, all immersed in a magnetic field covering nearly the whole solid
angle around the collision points, as shown in Figure 3.3.

Figure 3.3: The ATLAS detector at the LHC as operated during Run 2 is depicted. The
subdetector systems are labeled on the plot that has been taken from [68].
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3.2.1 The Coordinate System
The right-handed coordinate system used by the ATLAS Experiment is depicted in
Figure 3.4a. The origin is set at the proton-proton interaction point and the z-axis is
defined along the beam axis, where the part of the detector on the positive z axis is
labelled as the A-side while the negative z axis is the C-side. The x− y plane is
perpendicular to the beam direction and used to define the transverse momentum
(pT ), transverse energy (ET ), and missing transverse energy (Emiss

T ). The angles
defined to the beam axis are the around-pointing azimuthal angle (φ) and the
away-pointing polar angle (θ). It is the convention to measure the angular separation
of a particle pointing away from the beam axis with pseudorapidity2, η = − ln tan

(
θ
2

),
instead of θ. Figure 3.4b illustrates the relation between θ and η in the x− y plane.
The angular geometrical distance ∆R is commonly used to measure the separation
between physical objects, where ∆R =

√
∆η2 + ∆φ2.
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(b)
Figure 3.4: An illustration of the coordinate system used by ATLAS to describe the
position of particles emerging from a proton-proton collision. The coordinate system
as defined with respect to the LHC ring (black circle) for the ATLAS detector (blue dot)
is depicted in (a). The momentum of a particle emerging from the proton-proton
collision is shown as~p (dark pink vector). The relationship between η and θ in the y−z
plane is shown in (b). The graphics in (a) is adapted from [69] and the graphics in (b)
from [70].

2The rapidity of a massless particle is the same as the pseudorapidity (η).
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3.2.2 The Inner Detector
The inner detector (ID) is positioned closest to the interaction point and is
responsible for tracking in the |η| < 2.5 region. It consists of three sub-detectors, as
shown in Figure 3.5; the pixel and silicon microstrip (SCT) detector in the |η| < 2.5

region and Transition Radiation Tracker (TRT) in the |η| < 2 region all immersed in a
2 T magnetic field produced by a solenoid magnet. The Pixel and SCT provide
high-precision tracking, while the TRT compensates for its lower granularity by
recording a large number of tracking points per particle (generally > 30) [71]. Each
sub-detector has a barrel component and two end-caps to ensure a high resolution
in the φ and z directions. The precise coverage of each ID component is shown in
Figure 3.6, while the intrinsic spatial resolution in the r − φ and z direction is shown
in Table 3.1. The high resolution of the tracker is crucial for jet reconstruction and jet
flavour identification (flavour tagging) as discussed in Chapter 5.
Sub-detector Intrinsic resolution in r − φ [µm] Intrinsic resolution in z [µm]
IBL [72] 10 60Pixel [58] 10 115SCT [58] 17 -TRT [58] 130 -

Table 3.1: The intrinsic resolution of each ID sub-detector in the r−φ and z directions.

Pixel Detector

The sensors that make up the Pixel detector have to tolerate high radiation levels
and maintain a good charge-collection efficiency after possible type inversion due to
radiation effects. Therefore, the semiconductor sensors are based on a double-side
processing technique where p+ and n+ regions are implemented on both sides of
the wafer while the n-type bulk material is enriched with oxygen impurities [75, 58].
The size of approximately 90% of the sensors is 50 µm× 400 µm, while the
dimensions of the remaining are 50 µm× 600 µm.
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Figure 3.5: The cutout of the Inner Detector, each subdetector and its distance from
the beam axis is indicated. The figure is taken from [73].

Figure 3.6: The precise layout of the Inner Detector also shows the inner positioning
tube (IPT), mechanical support structures, and solenoid coils. The graphic is taken
from [74].
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The layering of the pixel detector ensures that a track leaves a signature in at least
three layers. There are four layers in the barrel with the sensors parallel to the
beam pipe, as the Insertable B-Layer (IBL) [76, 74] was installed before the start of
Run 2. The IBL is located between the beam pipe and the previous innermost layer
of the pixel and significantly improves b-tagging through better reconstruction of
the B-hadron decay vertex (secondary vertex). On the other hand, the side-A and
side-C end-caps consist of three disk layers with the sensors positioned
perpendicular to the beam pipe. The layering enables the accuracy of up to 10 µm in
R− φ and 115 µm in z directions in the barrel region.

Semiconductor Tracker

The SCT sensors are based on semiconductor detectors as the pixel sensors but use
p-in-n single-sided sensors instead of the double-sided technology as the latter
would be too costly [77]. The geometrical design is such that each track crosses at
least four double layers of the SCT, so similar to the pixel detector there are four
layers of co-axial sensors in the barrel region and nine disks in each end-caps. The
strip detectors are 80 µm× 64 µm in the barrel region, enabling an accuracy of 17 µm

in R− φ.

Transition Radiation Tracker

The outermost part of the ID covering the |η| < 2.0 range is the TRT made of 120
Polyimide drift (straw) tubes of 4 mm diameter. Its resolution is 130 µm per straw in
the R− φ plane. It provides good particle identification, due to the differences in the
transition radiation produced in the Xenon based gas mixture part. Electrons and
pions are distinguished by the number of hits produced that exceed a high
threshold3, while charged particles, in general, are identified through dE

dx
[78]. Due to

3A lower threshold on the pulse is used to identify hits used for track reconstruction. Electronsproduce significantly more hits high threshold than pions.
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leakage issues part of the detector is filled with an Argon-based gas mixture as it is
much cheaper [79].

3.2.3 The Calorimeter System
Sampling calorimeters are used to measure the energy of all particles while
preserving the directional information through interchanging layers of absorption
and active material. The calorimeter system consists of the Electromagnetic
Calorimeter (ECal) and the Hadron Calorimeter (HCal). The ECal is desinged to
measure the energy of photons and electrons precisley, while the HCal measures
the energy of hadrons. The absorption material causes the incoming particle to
shower as it is made of a material with a large radiation lengths X0 (nuclear
interaction length λ), usually a metal, in the ECal (HCal). On the other hand, the
active layer has a shorter X0(λ) and samples the energy of the particles produced in
the shower. Figure 3.7 shows the loss of energy of a particle through
electromagnetic showering in the ECal, where an electron radiates particles
approximately every X0 with an energy loss of E

e
. Hadrons start showering in the

ECal as well, but the hadron component of the shower dominates only in the HCal,
where the majority of their energy is lost. The energy resolution of the calorimeter
system is characterised by the equation

σ(ET )

ET
=

N

ET
⊕ S√

ET
⊕ C, (3.3)

where N is the noise term, S is the stochastic term, C is the constant term, and ET is
measured in GeV [80]. The constant term captures resolution effects that do not
depend on pT , such as energy deposition outside the active material and the
non-uniform calorimeter response. The terms extracted from charged pion
measurements in the central barrel region (η = 0.3) are N = 1.0%, S = 50%, C = 3.4%,
while the resolution deteriorates in the extended barrel region (η = 1.3) to N = 1.5%,
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S = 68%, C = 3.0% [81].

γ
e−

e+

Absorber

X0

Figure 3.7: A simplified illustration of an electromagnetic shower initiated by a photon
entering an absorption material with a radiation length X0.

Electromagnetic Calorimeter

The Electromagnetic Calorimeter (ECal) consists of lead absorption plates and liquid
argon (LAr) layers folded together with the read-out electronics in an accordion-like
shape. Particles entering the active material ionize LAr, the so-produced ionization is
linearly proportional to the energy of the ionizing particle and can be measured by
the electronics. Similarly, as the ID, the ECal consists of the barrel covering
|η| < 1.475 and the A- and C-side end-caps covering the 1.375 < |η| < 3.2 with a higher
granularity in the region bordering the ID. The depth of the ECal is X0 > 22 in the
barrel and X0 > 24 in the end-cap region, which is enough to contain all
electromagnetic showers. The granularity of the cells changes with the depth of the
ECal. For instance, in the central region of the barrel (η = 0) the (η × φ) cell size is
0.0031× 0.098, 0.025× 0.0245 and 0.05× 0.0245 in layer 1, 2 and 3 respectively.

Hadron Calorimeter

The tile calorimeter is located in the barrel (|η| < 1.0) and extended-barrel
(0.6 < |η| < 1.7) region. Steel is used as the absorption material and the active
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material is made of scintillating tiles. The tiles emit light when hit by charged
particles, which is read out by wavelength-shifting fibres connected to
photomultiplier tubes as the signal. The choice of active material and geometry was
partially driven by the budget. The end-cap of the hadronic calorimeter covers the
1.5 < |η| < 3.2 region with LAr used as the active material and copper as the
absorption material. The forward hadron calorimeter covers the 3.1 < |η| < 4.9 and
as the end-cap partially uses LAr/Copper technology. Further away in the z direction
in the forward hadron calorimeter copper is replaced with tungsten, which is better
for energy measurements of hadrons. The depth of the HCal is between 9.7 λ in the
barrel and 11 λ at η = 0. The HCal is expected to stop all particles from punching
through with the exception of muons and multi-TeV jets.
In the ECal and HCal, the cells are combined into trigger towers with the size
(∆η ×∆φ) = 0.1× 0.1 (slightly larger at higher η), which serve as an input to the L1
hardware trigger.

3.2.4 The Muon Spectrometer

The muon spectrometer (MS) is immersed in a magnetic field and measures the
deflected tracks of muons, at least in the majority of cases, that punch through the
calorimeter. It covers the pseudorapidity range 2.7 < |η| over which four
subdetectors are arranged. The subdetectors responsible for precision
measurements are the monitored drift tubes (MDT) and cathode strip chambers
(CSC), while the triggering is done by the barrel resistive plate chambers (RPC) and
thin gap chambers (TGC). The magnetic field, provided by the barrel and smaller
end-cap air-core toroids, points perpendicular to the direction of the incident muons
and has a bending power from 1 T to 7.5 T. The general reference for this section is
[82].
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Monitored Drift Tubes

Monitored drift tubes cover a large portion of the pseudorapidity region, both in the
barrel and end-cap and provide precision tracking information in the direction of
the bending of the magnetic field. The tubes have a diameter of 30 mm and 400 µm

wall thickness and are of varying length, between 70 cm and 630 cm. The single wire
resolution of an aluminium tube is 80 µm.

Cathode Strip Chambers

Located close to the beam pipe at 2.0 < |η| < 2.7 the cathode strip chambers (CSC)
are of finer granularity and greater radiational hardness to withstand the higher
backgrounds. Essentially, the CSC is a multiwire proportional chamber with a
resolution of about 60 µm, achieved by the segmentation of the readout.

Resistive Plate Chambers

Triggering in the barrel and an additional measurement in the direction parallel to
the magnetic field are provided by the resistive plate chambers (RPC). The gap
between two resistive plates is filled with C2H2F4, which incident particles ionize. A
high electric field between the plates causes the ionized particles to trigger an
avalanche of charged particles that can be detected. The achieved 1 cm × 1 ns

resolution satisfies the triggering requirements needed for bunch crossing
identification and pT resolution.

Thin Gap Chambers

The thin gap chambers are the RPC used for triggering and direction measurements
in the φ plane located in the end cap. The technology is very similar to the CSC with
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the distinction that the distances between the anode-cathode, and anode-wire are
not the same. A gas mixture of 55% CO2 and 45% n− C5H12 is used.

3.3 The Trigger System
It is not possible to record all events, as the rate is about 40 MHz. Therefore, a
triggering system is needed that makes a decision whether or not an event is of
interest for offline analysis. In Run 2 a two-stage system of trigger architecture was
used, the hardware-based Level-1 (L1) Trigger and software-based High-Level
Trigger (HLT) [83]. Details on the performance and operation of the Run 2 trigger
system are documented in [83], which serves as the main reference for the
summary provided in this section.

3.3.1 Level-1 Trigger
Limited information is taken from the calorimeter and muon spectrometer
measurements to form a decision in approximately 2.5 µs if an event should be kept
for further consideration. The L1 Calorimeter (L1Calo) trigger calculates the total
and missing energy while identifying jets and other physics objects of interest, such
as electrons and photons, that surpass the predefined thresholds [84]. The L1 Muon
(L1Muon) trigger compares the hit pattern with that of a muon with infinite energy
while placing additional requirements on coincidental hits between different parts
of the muon spectrometer [85]. The information from L1Calo and L1Muon are
combined to make a decision, if an event is kept for further processing based on
topological requirements or physical objects passing thresholds [83]. Topologies of
interest are identified by the L1 Topological Processor (L1Topo), which combines
physical objects from L1Calo and L1Muon [86]. In this step, the rate is reduced to
100 kHz, and the selected events together with found Regions-of-Interest (ROIs) in
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the η − φ plane are passed to the HLT.

3.3.2 HLT
The HLT is a farm made of approximately 40,000 Central Processing Units, that
make the final decision if an event is kept for offline analysis in less than 230 µs. The
software-based trigger first checks for early rejection by executing fast algorithms.
Next more CPU-intensive algorithms are used that can require the full event
information to make a decision, which is the case for Emiss

T reconstruction. Data is
saved for online analysis at an average rate of about 1.1 kHz.
In summary, the full detector is read out and stored for offline analysis, if an event
contains a signature of interest, such as jets or Emiss

T . Each signature of interest has
its trigger chain, which defines the required thresholds reconstructed physics
objects need to meet to fire the trigger. The trigger chains used can vary from run to
run and depend on the beam conditions and physics requirements. To mitigate the
rate prescaled triggers are used sometimes, where only every n-th event that
satisfied the trigger chain in question is saved for offline analysis.



Chapter 4
Simulation
Particles produced in a proton-proton collision usually cannot be directly detected
by the experiment, as any unstable final states immediately further decay and
partons produce a cascade of collimated particles (jets). More fundamentally, what
is measured in the detector are hits and energy deposits of the stable particles
produced produced. Hence, comparing what an experiment observes to LSM or
LBSM is not as simple as using Equation 3.1 to calculate the expected number of
events. Complex simulation, called Monte Carlo (MC) samples in ATLAS, are needed
to model an event from the bunch crossing to the electrical signals observed by the
detector.
It is not feasible to generate every signal process that might have occurred in a
proton-proton collision. MC samples are generated only for processes of interest
and all non-negligible backgrounds that could have produced the same signature in
the detector. Markov-Chain Monte Carlo sampling techniques are employed to
sample representative ensembles of events from underlying probability
distributions of a process of interest. Key aspects of proton-proton collisions and
their simulation, including the detector simulation, are described in this chapter.
The general references for this section are [87, 88].

53
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4.1 Event Generation
The first step in the simulation is event generation, from the scatterings in a bunch
crossing to the formation of hadrons. A simplified schematic representation of a
pp→ tt̄ event, as generated by Pythia, is shown in Figure 4.1. Everything shown takes
place before interactions with the detector.
The differential cross-section of a process factorises into largely independent
contributions; the hard scatter (HS), parton shower (PS), hadronisation, and multiple
interactions (MPI). This allows for more precise theoretical predictions. For example,
the HS will determine the initial conditions of the parton shower, but its evolution is
universal.

Hard-scatter interaction

The MC is constructed around a particular hard scatter (HS), which is the
parton-parton interaction with the largest momentum transfer in a proton-proton
collision. This is true in the large majority of cases, as the experiments at the LHC
have been primarily designed to study HS events. The inclusive cross-section of an
HS process ab→ X can be written as;

σ =
∑
a,b

∫
dx

∫
PDF (xa, µR)PDF (xb, µR)dσ̂(ab→X)(µF , µR), (4.1)

where

• PDF (x, µ) is the parton distribution function, which models the momentum
carried by partons in the hadron.

• dσ̂ is the differential cross-section of the HS. It depends on the matrix element,
which can be calculated perturbatively and the final state phase space.
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Figure 4.1: A simplified sketch of the structure of a pp → tt̄ event, as simulated by
Pythia. The colliding protons, light pink circles, contribute partons to the hard scatter
(HS), the white circle labelled dσ0, and underlying events (UE), white circles labelled
MPI. Before the HS or UE, the partons entering the interactions can emit initial state
radiation, represented by dark blue lines. Similarly, the partons that emerge from
the HS or UE can radiate, the final state radiation is indicated by purple lines. The tt̄
final state and its subsequent decays are represented by the red circles. The purple
and hatched areas represent hadronisation, the formation of colour singlets. Pri-
mary hadrons are shown as blue-coloured shapes, while green-coloured shapes are
the hadrons from subsequent decays, usually what is observed by the detector. The
simplifications made are; there are fewer final-state hadrons, the recoil is depicted
incorrectly, light-flavour hadrons are shown as stable and the incoming momentum
is not accurately depicted [89]. The illustration is taken from [89].
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• µF , µR are the factorisation and renormalization scale.
• x is the fraction of momentum from the colliding hadron carried by the

interacting parton.

Assumptions need to be made to make the cross-section calculation feasible. The
matrix element calculation is perturbative but is usually terminated at leading or
next-to-leading order, while the µF , µR are unphysical and determined from
experience. The PDFs represent a non-perturbative regime applied at the
perturbative scale1. They can only be determined empirically from deep inelastic
scattering experiments and therefore carry an uncertainty. Lastly, the integral
related to the phase space is rather complex, solved by employing Monte Carlo
sampling techniques by event generators. Examples of generators that evaluate the
matrix element of an HS and sample its phase space generating representative
events are MadGraph5 aMC@NLO [90] or Powheg Box [91, 92, 93].

Parton shower

Incoming and outgoing partons at high momentum radiate gluons and quarks,
which can themselves radiate, in a process called parton showering. The cascade of
mainly soft and collinear gluons and quarks produced before the HS is classified as
initial state radiation (ISR), while the one after the HS is final state radiation (FSR).
The cascade of emissions evolves the momentum scale from the perturbative to the
non-perturbative regime (about 1 GeV) [88]. Thanks to
Dokshitzer–Gribov–Lipatov–Altarelli–Parisi (DGLAP) equations it is possible to model
this pT evolution, as they vary PDFs with changing momentum scale [94].
Simulated parton showers are not perfect representations of the underlying theory,
as several assumptions go into the event generator. Soft and collinear

1This generalisation is called factorisation.
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approximations for estimating the soft gluon emission term are needed. The total
cross-section of the parton shower is calculated only to LO or NLO. A cut-off value is
chosen to determine the point at which the parton showering process terminates
and non-perturbative effects take over and as before PDFs and DGLAP equations
have an uncertainty as they are derived empirically.

Figure 4.2: Illustration of the idea behind the Lund string taken from [89]. The light-
like trajectory is the originally produced qq̄ parent. The breaking of the string and
consequential hadron production is indicated by the trajectories along the hyperbola.

Hadronisation

Once the produced partons lose enough energy through parton showering
hadronisation, the process of forming colourless states (hadrons) begins. The
formation of hadrons is only possible at low momentum transfer, where αS is large
and QCD becomes non-perturbative. Therefore, the formation of hadrons is
described by phenomenological models. The Lund string model [95, 96], used by
Pythia, and the cluster model [97], used by Herwig are employed most widely.
Hadrons are created collectively from colour confinement states, which are
described differently in the two models. For example, the essence of the Lund string
model is that the strong QCD field between partons is a string with a kink, shown in
Figure 4.2. The kink represents the gluon at the interaction vertex, which created the
colour connected qq̄ pair. As the quarks separate the strength of the QCD field
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between them grows until it becomes energetically feasible for qq̄ pairs to tunnel out
of the vacuum. The string starts breaking from the kink outwards until only
colourless states are left. If the so-created hadrons are unstable, they future decay
into lighter particles.
On the other hand, the cluster hadronisation model (used by Herwig) builds on the
colour preconfinement of the parton shower discovered and described in [98]. In
other words, the colour structure of the shower is independent of the energy of the
HS and only determined by the colour composition of the partons involved in the HS
[99]. Once the non-perturbative regime begins, colour singlet clusters are formed
from the present partons, whose mass distribution is universal and depends on the
parton shower energy scale [88]. A cluster undergoes fissions if its mass and
available phase space allows it. Otherwise, colour reconnection with neighbouring
clusters is needed before hadrons can be formed.

Multiple parton interactions (MPI)

The HS is not the only interaction in a proton-proton collision, as other protons in
the bunch can scatter and produce additional final state particles. The majority of
additional activity is soft and has a non-negligible effect on the number of final state
partons. The final state partons can increase the number of the created hadrons
through colour exchange with the soft scatters [88]. Additionally, underlying events,
the cascade of particle interactions and decays initiated by the remnants of the
protons involved in the HS, can be relatively hard and are possible sources of
non-HS jets. MPIs are challenging to simulate as they involve both perturbative and
non-perturbative interactions. In addition, the PDFs of the remnant partons from
the HS are tricky to estimate in underlying events.
In this thesis MadGraph5 aMC@NLO [90] or Powheg Box [91, 92, 93] are used for
matrix element calculation and event sampling. The event generators are combined
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with either Pythia 8.2 [100] or Herwig 7 [101] to simulate the parton shower and
hadronise the produced partons [88]. In this thesis, Pythia and consequently the
Lund model has been used to model the hadronisation process. Alternative
simulations are produced with Herwig to assess the systematic uncertainty on the
parton shower and hadronisation model used by Pythia.

4.2 Detector Simulation
All generated particles that remain after hadronisation are propagated through a
simulation of the ATLAS detector [87]. The geometry of the detector and the
response of the active material with the incoming particles is modelled by the
Geant4 simulation toolkit [102]. Interactions of particles with the active material of
the detector are saved as hits, i.e. the energy deposition at a specific location and
time. Hits are converted into the expected electrical signal produced if a certain
threshold is reached and are digitized to match the output format of the collected
raw collision data. In the digitization step, additional information about the varying
responses of channels, different noise levels, or dead modules is taken into account
and the hardware trigger decision is recorded. These conditions can be
run-dependent. In addition to the raw data, each event’s truth information is saved.
After the simulated raw data is passed through reconstruction, discussed in the next
chapter, the truth information can be used to check the performance of
reconstruction algorithms and for their calibration.



Chapter 5
Physics Object Reconstruction in ATLAS
Reconstruction is the process of turning the electrical signals collected by the
detector into physical objects, such as electrons and missing transverse energy.
Firstly low-level algorithms are run to define tracks and calorimeter clusters
(topo-clusters). These serve as inputs to higher-level algorithms that create physical
objects as four-vectors. The higher-level algorithms use the characteristic patterns
left by different SM particle species in the detector, as shown in Figure 5.1.
Jets originating from b-quarks, and muons are the pinnacle of this thesis. This
chapter discusses their reconstruction from raw data measured by the ATLAS
detector.

5.1 Building Blocks - Tracks, Vertices, Topo-clusters
Trajectories of charged particles, called tracks, are reconstructed mainly from hits in
the ATLAS Inner Detector (ID) (see Section 3.2.2) and used throughout the analysis.
They provide precision momentum measurements and charge information thanks
to the bending from the 2 T axial magnetic field. As all charged particles travel
outwards following a helical trajectory, pattern recognition forms the basis of their
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Figure 5.1: The illustration, taken from [103], shows the signatures left by various SM
particles in the ATLAS detector.
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trajectory reconstruction. Of course, there is an ambiguity in defining a track from
many hits. When multiple tracks are associated with the same cluster of hits, this
ambiguity is resolved with an artificial neural net as described in [104]. The
combinatorics from extra hits from pile-up and eliminating fakes make track finding
the most CPU-intensive step in object reconstruction.
Primary vertices (PV) are points in space where protons collide and are
reconstructed from tracks with pT > 500 MeV. The PV with the highest∑ p2

T of tracks
is identified as the hard scatter vertex [105].
The signal of a single particle left in the calorimeter is gathered into a topo-cluster, a
three-dimensional set of topologically connected calorimeter cells [106]. Cells below
the noise threshold and far enough from cells with sufficiently high energy are
removed and not considered by the clustering algorithm. The calibration of a
topo-cluster is done on a cell per-cell level and corrects for the non-compensating
calorimeter response, the out-of-cluster lost cells, and dead material interactions.
The corrections are derived independently for hadronic (HAD) and electromagnetic
(EM) energy deposition from MC simulations of single pions generated at energies
from 200 MeV to 2 TeV covering various η directions. Charged pions are used to
derive the HAD calibrations, while neutral pions are used for the EM calibrations. In
the first step of the calibration procedure, each topo-cluster is assigned a probability
of having the energy deposited from an EM shower (PEMclus ). Once PEMclus is assigned to
the cluster the difference in the calorimeter response between hadrons and
electrons/photons is evaluated. The calorimeter response is defined as the ratio
between the deposited energy and the detected signal on the EM scale. Hence, no
correction is needed for an EM-induced shower and the correction weight is
wem−calcell = 1. On the other hand, hadrons with the same energy deposition as
electrons generate a smaller signal, and a per cell correction (whad−calcell ) is applied to
obtain an on-average same response between pions and electrons. Secondly, an
algorithm is applied to identify the so-called lost cells, which are cells with energy
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deposition from the true signal that failed to be assigned to a topo-cluster due to
noise suppression. The out-of-cluster correction (wooccell) employs an algorithm that
searches the neighbouring area, which size is defined by η1, for lost cells. Lastly, the
energy lost outside the active material is calculated from the energy deposited and
the direction of flight of the particles that ignited the topo-clusters. Eight regions of
dead material in the φ− η calorimeter plain are defined. The region used to calculate
the dead material correction (wEM/HAD−like

cell ) depends on the direction of flight of the
particle matched to the topo-cluster. The different dead material regions are
mapped to the topo clusters in a similar way as the lost clusters. The size of all the
desired corrections is derived separately for EM and HAD showers and combined in
a weighted fashion according to PEMclus as

wcalibcell =
∏

m∈{calib,ooc,dm}

PEMclus · wEM−calibcell + (1− PEMclus ) · wHAD−calibcell , (5.1)

where wcalibcell is the full calibration of a topo-cluster’s cell. The described procedure is
summarised from [106].

5.2 Muons
The main identifying criteria for muons is the presence of tracks in the Muon
Spectrometer (MS) that can be matched to those in the ID [107]. A muon is then
defined by fitting the matched MS and ID components. In this step, the energy loss
in the calorimeter is accounted for. Several working points (WPs) are defined to
ensure a high quality of the reconstructed muons tuned to the needs of various
analyses. Their definition varies in the required track fit properties, and the number
of hits in the ID and MS stations as detailed in [107]. The purity and efficiency of
reconstructed muons are used as the figure of merit in defining the WPs.

1Defining the size of the search area by η ensures that the granularity of the calorimeter is reflected.
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Only muons found in jets passing the medium WP are considered in this thesis. In
the HH → bb̄bb̄ they are used for the b-jet calibration, while in the in-situ g → bb̄

calibration they are used to increase the purity of bb̄ jets in the final event selection.

5.3 Jets
Many analyses target final states with quarks, especially b-quarks. As they shower
and hadronise they can be identified only indirectly through a spray of highly
collimated particles forming a jet. The signatures left in the detector by jets are
dense hits in the ID and large energy depositions over several cells in the
calorimeter. The reconstruction aims to identify jets in such a way that their
four-vectors can be approximated with that of the initiating parton. In general, there
are three stages involved in reconstructing a jet; defining its constituent parts,
clustering them into jets, and finally grooming and calibrating the jets.

5.3.1 Jet Constituents
Individual particles that make up a jet are represented by tracks, topo-clusters, or
their combined information through PFlow objects. The PFlow algorithm [108] is
widely employed by ATLAS, due to the energy resolution improvements it brings. It
matches ID tracks and topo-clusters to form PFlow objects as follows:

• ID tracks fulfilling a set of quality requirements are pT ordered.
• The track with the highest pT is considered first and matched to a topo-cluster

forming a topo-track system.
• The probability that the particle initiating the track deposited energy in more

than one topo-cluster is calculated, if exceeding a threshold more top-clusters
are matched to the track-topo system.
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• Once the topo-track system is complete, the track energy is removed from the

topo-cluster resulting in a PFlow object.

Once all the tracks and topo-clusters are considered the list of PFlow objects is
complete.
Combining the tracking and calorimeter information improves the energy and
angular resolution because the ID and calorimeter provide complementary
measurements. ID tracks provide precision measurements for low-energy charged
particles with pT > 500 MeV and can account for particles whose energy does not
exceed the calorimeter cell threshold. The calorimeter has better energy resolution
for high-energy particles. Additionally, only the calorimeter can provide
measurements of the energy coming from neutral particles and the forward region,
where only topo-clusters form PFlow objects. Figure 5.2 shows the improvement in
jet energy resolution when jets are clustered from PFlow objects (PFlow jets) instead
of topo-clusters (Topo jets) only. The jet energy resolution is shown as a function of
pT in Figure 5.2a and as a function of η in Figure 5.2b. In both cases, the jets
reconstructed from PFlow objects have a notably better resolution at low values of
pT and η.

5.3.2 Jet Clustering
The main challenge in constructing jets is to achieve collinear and infrared safety (IR)
while maintaining a well-defined jet boundary. IR safety requires the clustering to be
insensitive to soft radiation, meaning that adding infinitely many soft particles does
not change the number of reconstructed hard jets [109, 110]. Similarly, a clustering
algorithm is collinear safe, if the reconstructed jets are independent of the collinear
splitting of a parton. The anti-kt algortihm [111] is such a jet clustering method. It is
a distance-based sequential algorithm that clusters hard objects first and forms
conical jets, both of which ensure infrared and collier safety.
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(b)
Figure 5.2: The relative jet energy resolution is compared between PFlow (blue line)
and EMTopo (green line) jets. All jets have been clustered with the anti-kT algorithm
setting R = 0.4 and are fully calibrated. The energy resolution is plotted as a function
of pT in (a) and η in (b). The figure is taken from [80].

The anti-kt algorithm takes as the figure of merit dij and diB , the distance between
particle (or pseudo-jet2) i and particle (or pseudo-jet) j and the distance between
particle i and the beam (B).
The algorithm works as follows:

• dij is calculated for all possible particle and pseudo-jet combinations.

• The smallest dij is taken and compared to diB , where i is the harder particle.

– Provided dij is smaller, diB i and j are clustered forming a pseudo-jet.
– If diB is smaller, dij i is declared a jet and removed from the list of particles.

This is repeated until no particles or pseudo-jets are left to be recombined.
2A pseudo-jet is the four-vector of already recombined particles by the algorithm.
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The distance parameters are defined as

dij = min(pm2
T i , p

m2
Tj )

R2
ij

R2
, (5.2)

diB = pm2
T i , (5.3)

(5.4)

where Rij =
√

∆η2 + ∆φ2. The momentum, rapidity, and azimuth angle of particle i
are pT i, yi and φi respectively and R is the radius parameter of the jet. The definition
of dij accounts for geometrical and kinematic properties and m determines their
respective impact. The success of the anti-kt algorithm comes from setting m = −1,
which ensures that the hard particles are clustered first.
The kt algorithm [112] and Cambridge-Aachen [113] have the same clustering
procedure and only differ in the m parameter. The kt algorithm sets m = 1, which
results in firstly clustered soft components. This property is often put to use in
pile-up removal procedures. The Cambridge-Aachen algorithm has m = 0, which
recombined the closest particles first.

Matching Objects to Jets

Particles, which can be tracks, truth hadrons, or other jets, are matched to a jet by
either cone or ghost association. Cone association relies on the angular separation
between the jet axis and the four-momentum of the particle in question. A particle
is matched to a jet, given it is within ∆R < 0.3 of the jet axis. Ghost association relies
on defining ghosts, infinitely soft particles with the same η and φ as the particle to be
matched. The so-defined ghosts are added to the list of particles to be clustered into
jets [114]. A match is made, if the ghost is clustered into a jet. The constituents of
the latter would remain unchanged as the anti-kt algorithm is IR-safe. Both matching
techniques are used in this thesis, which one is used is pointed out when needed.
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Figure 5.3: The JES calibration chain that modifies the four-momentum of a jet. The
Figure is taken from [80].
5.3.3 Jet Calibration
The jet energy scale (JES) calibration applies a chain of corrections to the energy, pT ,
mass, and direction of a jet. It aims to adjust the four-vector of the jet to match that
of the truth level particle by removing effects of pile-up, and underlying events
besides other detector-induced differences between data and MC jets [80]. In
addition, the jet energy resolution (JER) correction smears the simulated jets so that
the resolution matches that observed in the data. This section outlines the main
steps taken in calibrating small-R jets (R = 0.4) and is heavily based on [80], which is
the general reference of this section.
The JES calibration can be split into two parts, the simulation-based jet calibration
and the in situ calibration which removes any remaining differences between data
and MC. The first is applied to both data and MC, while the latter only corrects the
jets reconstructed from the collected data. The exact sequence of steps taken by the
JES calibration is shown in Figure 5.3.
In the simulation-based JES calibration first, the contribution to the jet pT from
pile-up is removed as a function of the jet pT -density and jet area, while any residual
dependence of the jet pT on the pile-up activity is removed as a function of the
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number of primary vertices (NPV ) and the mean number of interactions per bunch
(µ). Next, the absolute jet energy scale and direction (η) are calibrated in bins of
truth jet pT and detected η from truth jets which have been cone matched to
reconstructed jets in dijet simulations. Lastly, the global sequential calibration
corrects for the jet flavour-dependent differences in the detector response. The
four-momentum correction is defined in six flavour-dependant observables
independently and applied sequentially. The order of the applied corrections is
found to have no impact on the final improvement of the jet resolution, which is
used as the figure of merit. Similarly, as in the previous step, the corrections are
derived from reconstructed jets matched to truth jets from the dijet simulation and
mainly take care of the difference between gluon and quark initiated jets.
Any remaining discrepancy between data and MC is accounted for by the in-situ

calibration applied to data. The ratio between the jet response in simulations and
data is used to derive the jet response correction factor in three independent
measurements. The jet response correction factor is computed from balancing a jet
against a well-calibrated physics object in the η intercalibration, Z/γ+ jet, and multijet
balance analyses. Each analysis is performed independently and the corrections are
applied sequentially but the sequence itself does not impact the final result. The η
intercalibration takes advantage of the dijet balance and corrects the jet energy
scale of forward jets to match that of central jets. Next, the hadronic response of the
jet is corrected by using the Z or photon as a probe, as the electromagnetic scale is
well-calibrated already. The pT of the probed Z or photon is balanced against the
recoiling jet in the Z/γ+ jet analysis. Lastly, the multijet calibration extracts the
corrections for the calibration of high pT jets. A high-pT jet is balanced against
recoiling low-pT jets, where the Z/γ+ jet correction is applied to the recoiling jets. The
main sources of uncertainties are the mis-modelling from simulations, event
topology, and measurement error of the reference objects, which all are propagated
through the analysis in the same sequence as the applied corrections [80].
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After the full set of JES calibration is applied the jet energy resolution (JER) in
simulations is smeared to match that observed in the data. The resolution depends
on the jet pT and is derived from the expected calorimeter resolution in Equation
3.2.3. It is determined from asymmetries in the dijet balance measurements, as dijet
events are abundant as well as the balance requirement allows for precise pT
measurements. The noise term, which is used to put constraints on the dijet
measurement, is estimated from MC and data collected by unbiased triggers by
randomly forming cones corresponding with the jet area but not overlapping with
the reconstructed jets.
The simulated jets are smeared until on average the data and MC resolutions match
and only if the data resolution is larger. A JER component of the systematic
uncertainty is then derived by sampling from a Gaussian with width σsmear

σ2
smear = (σdata + ∆σi)

2 − σ2
data, (5.5)

where σdata is the resolution in data the nominal MC is corrected to and ∆σi is the
one-standard deviation on the uncertainty component i. If the data resolution is
smaller than the one measured in MC no smearing is applied and only a systematic
uncertainty is defined as

σ = σdata − σMC , (5.6)

where σdata and σMC are the jet energy resolutions of data and simulations
respectively. Each component of the systematic uncertainty is evaluated by
propagating the jets with the alternative JER value throughout the whole analysis.
The relative jet energy resolution of PFlow and Topo jets clustered with the anti-kT
algorithm setting R = 0.4 after the JER and JES calibrations are applied is shown as a
function of pT in Figure 5.2a and as a function of η in Figure 5.2b.
The JES and JER calibrations set the stage for the definition of the detector,
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statistical, and modelling systematics uncertainties associated with jets. As each
calibration step in Figure 5.3 comes with its own set of uncertainties, they are often
evaluated as a set of nuisance parameters (NPs) within the calibration itself and
propagated through to the next stage. The result is more than 100 NPs that cannot
be simply added up into a single JES uncertainty, due to the underlying correlations.
However, the majority of the NPs are from the in-situ calibration step and only have
a pT dependence. Thus, thanks to eigenvalue decomposition a highly reduced set of
orthogonal NPs can be constructed. Depending on the analysis need, the number of
NPs can be reduced to around 30 or 60. Similarly, JER systematics are derived from
each resolution measurement stage and propagated through the whole analysis as
a Gaussian smearing function on the MC [80].

b-jet Calibration

JES and JER calibrations are derived to correct light and gluon jets, which lead to the
energy of b-jets being systematically underestimated. The sources of the
underestimations are the semi-leptonic decays of b-hadrons and differences in the
nature of the parton shower.
The muon-in-jet strategy is employed to correct for the energy missing from the
semi-leptonic decays, W → µνµ, due to the muon punching through the calorimeter.
The missing muon energy is accounted for by adding the four-vector of a muon
found within the jet and subtracting the muon’s calorimeter energy deposition. The
muon is said to be part of the jet, if ∆R(jet, µ) < min(0.4, 0.04 + 10 GeV

pµT
) and in the case

of multiple muons in the jet, only the one closest to the jet axis is considered. The
missing neutrino energy as well as the out-of-cone effects due to the wider parton
shower of b-jets are captured by the pT -reco correction. A separate correction factor
is derived from tt̄ events that have semi-leptonically decaying B hadrons, i.e. contain
a muon, and non-semi-leptonically decaying B hadrons in log(pT ) bins. The
calibration strategy has been first described in the search for H → bb̄ decays using
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partial Run 2 data in [115].

5.3.4 Jet Types
Jet collections are defined by their constituents, the algorithm used and the value of
R. For example, jets clustered from PFlow objects with R = 0.4 are Small-R PFlow
jets. Three different jet collections are used in this thesis, fixed radius PFlow jets
with R = 0.4, large radius calorimeter (large-R) jets with R = 1.0, and variable radius
track (VR) jets.

Fixed Radius Jets, R=0.4

Small R-jets have R = 0.4 and are clustered with the anti-kt algorithm. They are
widely used in ATLAS analyses that search for final states with well-separated jets.
The non-resonant HH → bb̄bb̄ analysis uses PFlow jets, while topo-cluster jets are
used for identifying the trigger jets in the g → bb̄ Calibration. In addition to applying
the JES and JER calibration, jets with pT < 60 GeV and |η| < 2.4 have to pass the tight
Jet Vertex Tagger cut defined in [116] to limit the pile-up contamination. Bad jets are
identified in a process called jet cleaning, which requires all jets in an event to pass a
set of quality cuts [117]. If any jet fails those quality criteria it is labelled as a bad jet
and the whole event is vetoed. This ensures that the jet kinematics are not distorted
by jets coming from non-collision background processes, such as cosmic rays.

Large Radius Calorimeter Jets, R=1.0

The angular separation between decay products is approximately 2m
pT

, which means
that in the boosted regime3 jets containing the decay products are not well resolved.

3When a particle with a large transverse momentum decays (significantly larger than its rest mass),its decay products are highly collimated in the direction of the Lorentz boost.
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It becomes more feasible to reconstruct decay products from a heavy resonance as
a single jet. The usual procedure is to define large radius (large-R) jets with R = 1.0

clustered from topo-clusters. A jet trimming algorithm [118] is then applied to
remove the effects of pile-up, initial state radiation, and underlying events. It uses
the kt algorithm to recombine the constituents of the large-R jet into small-R jets
with R = 0.2. If the small-R jet’s pT is smaller than 5% of the large-R jet pT it is
removed from it. After trimming only the JES calibration is applied, as JER
uncertainties are sufficient to cover the data-MC discrepancy in resolution [119,
120].

Variable Radius Jets

Adjusting the R of highly boosted jets in the clustering step improves the
performance, as jets with higher pT tend to be more collimated. Therefore, variable
radius (VR) jets are constructed by letting R vary as R = ρ

pT
, where ρ is a constant

without dimensions that determines how fast the jet radius alters [121]. A lower and
upper bound on R is set to prevent too large jets or jets smaller than the detector
resolution to be clustered. The optimal parameters for analyses targeting boosted
H → bb̄ have been found to be ρ = 30, Rmax = 0.4 and Rmin = 0.02 [122]. The
optimisation is based on truth double b-tagging efficiency as VR jets are often used
to capture the sub-structure of large-R jets and used in b-tagging. The convention
adapted by analyses that target a boosted heavy resonance decaying as X → bb̄ is to
reconstruct a large-R topo jet to which VR track jets are ghost associated. The
large-R jets captures the kinematics of the whole decay, while the VR jets encode the
substructure needed to extract flavour information.
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5.4 Identification of b-quark Jets (b-tagging)
The identification of jets initiated by b-quarks (b-jets) is done with b-tagging
algorithms, simply referred to as b-taggers from now on. The taggers exploit the
distinct properties of the B hadrons; large mass, high decay multiplicity, long
lifetime, and subsequently a secondary vertex displaced from the hard scatter. The
algorithms were optimised to distinguish between three classes of jets, b-jets from
c-jets and l-jets, which in MC are defined as follows:

• ∆R is defined as the angular separation between the four-momentum of a
hadron and the jet-axis of the jet considered.

• The jet is a b-jet if a B-hadron that satisfies ∆R < 0.3 is found.
• If no B-hadron is found, next all C-hadrons are considered.
• The jet is a c-jet if there is a C-hadron within ∆R < 0.3.
• The jet is tau jet if there is a tau within ∆R < 0.3.
• The jet is an l-jet4, if neither B- nor C- hadrons are found within ∆R < 0.3 of the

jet.

The presence of more than one B- or C- hadrons within ∆R < 0.3 can be saved as
additional information. For example, if two B-hadrons are found within ∆R < 0.3 the
jet is initially classified as a b-jet and the number of B-hadrons is checked only if
required.
To evaluate the performance of the b-tagging algorithm it is useful to define the
b-tagging efficiency (εb) as the fraction of tagged b-jets, and the mis-tag rate is the
fraction of the tagged jets that are not true b-jets (background). The latter is
commonly defined for c- jets (εc) and l-jets separately (εl). It is conventional to plot

4The l-jets, where l stands for light jets are initiated by a u-, d-, s-quark or a gluon.
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the background rejection ( 1

εc/l
) as a function of εb when assessing the performance of

the tagger.
During Run 2 ATLAS adopted a two-stage approach to b-tagging; low-level and
high-level algorithms with several optimisations as compared to Run 1 [123].
Low-level algorithms associate tracks to jets of interest by requiring the tracks to be
within ∆R of the jet axis, where ∆R is pT -dependent5.
The transverse impact parameter (d0) of tracks is exploited by the IP2D tagger, while
the IP3D tagger uses the transverse and longitudinal impact parameter (z0), where
d0 (z0) is the distance between the PV and the point of closest approach of the track
in the r − φ (longitudinal) plane [123]. Both taggers construct flavour-dependent
probability density functions from impact parameter-based discrimination variables
that are combined into log-likelihood ratios used for tagging [124]. The recurrent
neural network called RNNIP [125] is also based on the measurement of the impact
parameter. The main difference between the baseline IP taggers and the RNNIP is
that the latter learns the dependence between tracks and can exploit correlations
inherent in the decays of a b-hadron [125]. For tagging purposes, it combines the
probabilities of a jet being a b-, c- or l-jet according to Equation 5.7.
Vertices originating from b-hadron and c-hadron decays, called Secondary Vertices
(SVs), are crucial for the flavour identification of jets. The Single Secondary Vertex
Finder (SVF) [126] is applied on tracks associated with reconstructed jets to find an
SV. High purity of SVs originating from b-hadron and c-hadron decays is achieved by
applying a cleaning that removes track pairs from light long-lived particles, photon
conversion and material interactions6. Additionally, only SVs with an invariant mass
below 6 GeV are kept, as higher masses are not expected given the B hadron
invariant mass range. The properties from the SV are exploited by the

5∆R gets narrower with higher track pT , i.e. ∆R = 0.45 for 20 GeV and ∆R = 0.26 for 150 GeV [123].6Light long-lived particles are vetted based on the reconstructed invariant mass of track pairs. Fakevertices originating from material interactions are removed by comparing the radial position of thetrack pairs in comparison to the location of the pixel detector and beam pipe.
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secondary-vertex-tagging algorithm, SV1. Discriminating variables, such as SV
invariant mass and SV track multiplicity, are constructed and used as inputs to
higher-level algorithms. The algorithm is optimised for low pT environments and a
higher number of fake vertices is expected in dense track environments, as is the
case in the g → bb̄ calibration [124]. More details on the SV1 algorithm and
performance can be found in [126]. .
JetFitter [127] reconstructs the full decay chain of the b-hadron through the
topology of b- and c-hadron decays. Similarly to SV1 it reconstructs discriminating
variables that serve as inputs to higher-level algorithms and its performance is
checked by constructing a simple neural net tagger.
The outputs from the low-level taggers in addition to the jet pT and η serve as inputs
to high-level tagging algorithms used in analyses. A deep feed-forward neural
network called DL1r is an example of a high-level tagger and has been the default
tagger for Run 2 analyses, including the HH → bb̄bb̄ analysis [124, 128]. It outputs the
probabilities of a jet to be a b-, c- or l-jet (pb, pc, and pl). The probabilities are
combined into a discriminant based on the log-likelihood as

DDL1r = ln
pb

fcpc − (1− fc)plight
, (5.7)

where fc is the expected c-jet fraction. A jet is said to be b-tagged, if its DDL1r score
exceeds a pre-defined threshold. Several thresholds, called working points (WPs),
are defined as benchmarks for the b-tagging efficiency (εb) measured in tt̄ samples
[129, 123].
The performance of low-level taggers is compared to the high-level DL1r tagger in
Figure 5.4 by showing the dependence of the background rejection on the b-tagging
efficiency. From the Figure, it is clear that for the same number of b-tagged jets,
DL1r has a significantly higher c-jet and l-jet rejection than any of the low-level
algorithms it is compared to.
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A calibration is needed to correct for differences in b-tagging efficiency between MC
and data. A flavour dependent scale factor (SF), SF =

εDatab

εMC
b

, is applied to MC.
Separate calibrations for the b-, c- and l-jets are presented in [129, 130, 131]. The
b-jet calibration uses semi-leptonically decaying tt̄ events, where one of the top
quarks decays as t→ Wb. The c-jet mis-tag calibration uses semi-leptonically
decaying tt̄ events as well only that it targets the W → cs decays that have a large
enough and known branching fraction. The l-jet mis-tag calibration targets Z bosons
produced in association with jets and uses a modified b-tagging algorithm to
estimate the mis-tag rate due to track resolution affects, whilst minimising the
impact from b and c-jets.
As boosted regimes become accessible with the increase in statistics there is a
demand for double-b taggers. As the name suggests they are used for identifying
heavy resonance decaying into a bb̄ pair. The first double-b tagger used in ATLAS and
its calibration is described in Chapter 8.
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Figure 5.4: The background rejection is defined as the inverse of the mis-tag rate,
evaluated independently for c- and l-jets. The upper panel shows the c-jet (solid line)
and l-jet (dashed line) rejection as a function of εb. The lower two panels show the
ratio of the c- and l-jet rejection as compared to the RNNIP tagger. JVFKine is the
tagger constructed from JetFitter variables and SVKine is the tagger constructed from
the SV variable. The figure is taken from [124].



Chapter 6
Non-resonant HH → bb̄bb̄ Analysis

6.1 Overview

The diHiggs production at √s = 13 TeV in proton-proton collisions has a relatively
low cross-section of σHH ∼ 32.7 fb in the SM and is not expected to be observed in
Run 2 searches at the LHC [32, 34]. Nevertheless, in the collected dataset BSM
scenarios are in reach and the trilinear Higgs self-couplings can be constrained. The
ATLAS and CMS experiments have performed resonant and non-resonant searches
for diHiggs in several decay channels. The three most sensitive decay channels
considered by the ATLAS experiment are bb̄bb̄ [2], bb̄τ+τ− [132, 133], and bb̄γγ [134,
135]. In addition, analyses also have tackled the following final states, bb̄WW ∗ [136],
WW ∗WW ∗ [137], WW ∗γγ [138] and bb̄lνlν [139]. In the last one the Higgs boson
decays into H → bb̄ while the other as H → WW ∗/ZZ∗/τ+τ−.
This chapter focuses on the bb̄bb̄ decay channel, which has a branching fraction (BR)
of 34% as can be read in Figure 6.1. However, it is not the most sensitive channel as
the large QCD background has to be modelled with a data-driven technique, which
has a large uncertainty, and the inefficiencies in triggering and b-tagging lead to a
reduced signal acceptance, to name a few of the challenges. First, the dataset and
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Monte Carlo simulations used are described in Section 6.2. The number of signal
sample simulations is significantly reduced by applying a reweighting technique, as
outlined in Section 6.3. The event selection and data-driven background estimation
are described in Section 6.4 and 6.5. Section 6.6 discusses the systematic
uncertainties applied to the background estimation and the signal samples. The
statistical analysis used to interpret the results is outlined in Section 6.7, while the
results, including the κ-framweork and EFT interpretations, are presented in Section
6.8. The conclusions that can be drawn from the search are presented in Section
6.9. The work presented is based on the non-resonant HH → bb̄bb̄ paper [2].
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bb0.3%3.1%3.4%7.3%9.5%24.9%33.9%

< 0.1%1.1%1.2%2.7%3.5%4.6%

< 0.1%0.4%0.5%1.0%0.7%

< 0.1%0.3%0.4%0.4%

< 0.1%0.2%< 0.1%

< 0.1%< 0.1%

< 0.1%

Figure 6.1: The expected diHiggs branching fractions as reported by [140]. The bb̄bb̄

channel has by far the largest branching fraction of 33.9%.
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The non-resonant HH → bb̄bb̄ analysis has been possible thanks to the collaboration
of scientists from fourteen institutes from all over the world. To ensure a complete
overview of the non-resonant HH → bb̄bb̄ analysis the thesis includes contributions
from other analysers as well. Their contributions are documented in the internal
documentation [141], which is the general reference for this chapter in addition to
the published paper [2].
The author of this thesis made significant contributions to the software framework
of the non-resonant HH → bb̄bb̄ analysis. Their work involved implementing scale
factors for the Monte Carlo (MC) signals, specifically focusing on the total b-tagging
scale factors. Two different treatments of these scale factors were explored,
allowing for the use of two different b-tagging requirements in the final signal
regions of the analysis. However, the latter treatment was ultimately discarded and
is not discussed in the thesis. Additionally, the author played a major role in
implementing and validating the statistical analysis, especially in Section 6.7. They
were particularly involved in establishing the −2 ln ∆L test outlined in Sections 6.7.3
and 6.7.4. The author’s contributions also extended to establishing and validating
the correlation scheme of systematics, as outlined in Section 6.6. A significant
contribution of the author was to define the uncertainty related to the acceptance of
the effective field theory signal and the associated reweighting uncertainty,
described in Section 6.6.5. The author was instrumental in studying the unblinded
results presented in Section 6.8 and contributed significantly to verifying the fit
result on the unblinded data which is critical for this type of analysis. The likelihood
scans depicted in Figures 6.22 and 6.23, which were later published in [2], are the
author’s work. The author advocated for and developed a broadened interpretation
able to demonstrate the full power of the analysis, by introducing the 2D κλ − κ2V

scans shown in Figure 6.23, which extends naturally to EFT models. Furthermore,
the author played a vital role in optimising the statistical analysis of the effective
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field theory, significantly reducing the result turnaround time. This improvement
facilitated the exploration of wider parameter space in both the HEFT and SMEFT
interpretations, as evidenced by Figures 6.24, 6.25, 6.26, and 6.27. In addition to
their major contributions, the author conducted a study to assess the impact of the
VBF channel when modifying the cut definition to reduce tt̄, which is mentioned in
Section 6.4.4. Lastly, the author investigated an alternative background estimation
procedure not presented in the thesis.

6.2 Data and Simulations
The non-resonant HH → bb̄bb̄ analysis uses data from proton-proton collisions
collected by the ATLAS Experiment at √s = 13 TeV in the years 2016, 2017, and 2018
during Run 2 of the LHC operation. The data collected during 2015 has an issue
associated with the jet triggers, which is fixable but because the b-jet triggers used
are inefficient and the dataset represents only 2.5% of the total integrated
luminosity collected during Run 2 it is discarded. The integrated luminosity collected
per year of data taking is 24.6 fb−1 in 20161, 43.7 fb−1 in 2017, and 57.7 fb−1 in 2018,
which results in the total integrated luminosity of 126 fb−1. The dataset described is
used to derive the background estimation of the predominantly QCD multi-jet
background.
Monte Carlo simulations are used only to model the various signal processes
considered, from κ variations of the HH signal to EFT modifications. The software
used to compute the matrix element and sample events from it varies between the
processes considered. However, the event generator is always combined with Pythia
8.244 [100], which uses the NNPDF2.3lo PDF set [142] and the A14 set for the tuned
parameters [143], to obtain the nominal samples. The uncertainty on the parton
shower and hadronisation is evaluated by using Herwig 7.1.6 instead of Pythia 8.244

18.3 fb−1 of data is not used as there was an inefficiency in the PV reconstruction.
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[144]. It uses a different hadronisation model, PDF set (MMHT2014lo PDF set [145])
and tune (default set of tuned parameters from Herwig [146]). The Higgs mass is
assumed to be 125 GeV for all produced simulations. Lastly, the interactions with the
ATLAS detector are simulated with Geant4. A sample is said to be fully simulated if,
after the event generation, each event is parton showered, hadronised, and
propagated through the simulation of the ATLAS detector, as detailed in Section 4.2.
MadGraph 2.7.3 [90] at LO with the NNPDF3.0nlo PDF set [147] interfaced with
Pythia 8.244 is used to generate the VBF signals, all κ variations that are fully
simulated and used in the analysis are shown in Table 6.1. A reweighting technique,
described in detail in the next section, is used to produce a finer grid of κ variations.
The SM sample is normalised to σV BF ×BR(4b) = 1.73 fb× 0.3392 = 0.59 fb, where
σV BF is the N3LO cross-section [34], see Section 2.1 for details, and BR(4b) is the
branching fraction of diHiggs to two pairs of b-quarks.

Process κλ κ2V κVggF 1 N/A N/AggF 10 N/A N/AVBF 1 1 1VBF 1 1.5 1VBF 2 1 1VBF 10 1 1VBF 1 1 0.5VBF -5 1 0.5VBF 0 1 1VBF 1 0 1VBF 1 3 1
Table 6.1: The fully simulated signal samples used on the reconstruction level. The
generated samples have been parton showered, hadronised, and passed through the
ATLAS detector simulation. The ggF signal is not sensitive to κV and κ2V .

The ggF events for various κλ values are simulated with the Powheg Box v2
generator [148, 149, 150] at NLO including the full NLO correction assuming finite
top mass, and using the PDF4LHC15 PDF set [151]. At the event generator level the
samples for κλ = 0.0, κλ = 1.0, κλ = 10.0 and κλ = 20.0 HH signals are produced. Only
the κλ = 1.0 and κλ = 10.0 samples are fully simulated. All other κλ variations are
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derived at the reconstruction level from reweighting the SM sample. The coefficients
needed for the reweighting are derived from the truth mHH distributions, as
described in Section 6.3. As discussed in Section 2.1, the SM cross-section is
σggF = 31.05 fb, while the branching ratio is BR(4b) = 0.3392 resulting in a
normalisation σggF ×BR(4B) = 10.53 fb to be applied to the SM sample.
SMEFT and HEFT variations are not fully simulated, as information from the truth
mHH is sufficient to reweight the SM sample to any EFT signal, see next section for
details. MadGraph5 aMC@NLO [152, 153, 154] with the SMEFT@NLO model [155] is
used for the SMEFT event generator level variations produced, while HEFT variations
are simulated with Powheg Box v2.

6.3 Sample Reweighting

It is not feasible to generate a signal sample for all possible κ values nor for all EFT
Wilson coefficients. Only considering κλ, the true value is expected to be in the
range κλ ∈ [−6.0, 10.0] at a 95% confidence level according to the white paper
considering early Run-2 searches [33]. It is possible to perform a weighted linear
combination, provided a few carefully selected Monte Carlo samples are available to
obtain a signal for any coupling considered. The reweighting technique is outlined
and validated in [156] and is summarised in the following section.
Starting with the ggF production it is clear from Figure 2.1 that the amplitude of the
process is

A(κλ, κt) = κλκtA1 + κ2
tA2, (6.1)

where A1 and A2 are the amplitudes of the box and triangle diagrams in Figure 2.1,
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respectively. Therefore, the approximate differential cross-section at LO is

dσ(κλ, κt)

dmHH

≈ |A(κλ, κt)|2 =

κ4
t [
κ2
λ

κ2
t

|A1|2 +
κλ
κt
|A1A2 + A2A1|+ |A2|2],

(6.2)

which is a 2nd order polynomial in κλ
κt

scaled by k4
t . Ignoring the normalisation factor

the differential cross-section can be treated as a system of linear equations with
three unknowns, |A1|2, |A2|2 and |A1A2 + A2A1|. To solve it dσ(κλ,κt)

dmHH
is simulated for

the (κλ = 1, κt = 1), (κλ = 0, κt = 1) and (κλ = 20, κt = 1) variations, which form the
orthogonal ggF production basis samples. It follows that the solution is

dσ(κλ, κt)

dmHH

≈
(
κ2
t +

1

20
κ2
λ −

399

380
κλκt

) ∣∣∣∣ dσ

dmHH

(0, 1)

∣∣∣∣2
+

(
40

38
κλκt −

2

38
κ2
λ

) ∣∣∣∣ dσ

dmHH

(1, 1)

∣∣∣∣2
+

(
κ2
λ − κλκt

380

) ∣∣∣∣ dσ

dmHH

(20, 1)

∣∣∣∣2 .
(6.3)

The equation dictates how to reweight dσ
dmHH

(0, 1), dσ
dmHH

(1, 1) and dσ
dmHH

(20, 1) to get
dσ

dmHH
(κλ, κt), where (κλ, κt) can be any variation. The reweighting can be done at the

truth or reconstruction level.
At the truth level, the ggF production basis samples are binned in truth mHH . The
histograms are then combined to produce the truth mHH distributions for κλ
variations between -30 and 30 in steps of 0.2 according to Equation 6.3. Each
distribution is additionally divided bin per bin by the SM distribution and the yields
are saved as event-by-event weights to be applied to the fully simulated SM sample
after reconstruction. This approach saves computation power, as only the SM
sample has to be fully simulated. The reweighting is done at LO but the
cross-section is known at NNLO, therefore only the shape of the mHH is obtained
from the reweighting, while the cross-section is corrected to
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σ(κλ) = 70.3874− 50.4111× κλ + 11.0595× κ2

λ [157]. Similarly, the amplitude of the VBF
productions at LO can be read from Figure 2.4 as

A(κ2V , κλ, κV ) = κ2VA1 + κ2
VA2 + κV κλA3, (6.4)

where A1, A2, and A3 are the amplitudes of the diagrams in Figure 2.4b, 2.4c, 2.4a,
respectively.
It follows that the differential cross-section is

dσ(κ2V , κλ, κV )

dmHH

≈ |A(κ2V , κλ, κ2V )|2 =

κ2
2V |A1|2 + κ4

V |A2|2 + κ2
V κ

2
λ |A3|2

+κ2V κ
2
V |A1A2 + A2A1|+ κ2V κλκV |A1A3 + A3A1|+ κλκ

3
V |A2A3 + A3A3| ,

(6.5)

which again is a linear equation with six unknowns and can be solved given
dσ(κ2V ,κλ,κV )

dmHH
is known for six variations of (κ2V , κλ, κV ) that form orthogonal vectors.

Choosing (κ2V = 1, κλ = 1, κV = 1), (κ2V = 3
2
, κλ = 1, κV = 1),

(κ2V = 1, κλ = −5, κV =, 1
2
), (κ2V = 1, κλ = 2, κV = 1), (κ2V = 1, κλ = 10, κV = 1) and

(κ2V = 1, κλ = 1, κV = 1
2
) as the VBF basis sample set results in

dσ(κ2V , κλ, κV )
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(6.6)
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which only depends on κ2V , κλ, κV . The six VBF basis samples are fully simulated and
the weighted combination is performed after reconstruction and event selection. In
summary, the mHH spectrum for any κ variation2 is constructed by performing the
weighted combination of the differential cross-sections with Equations 6.3 for the
ggF signal or 6.6 for the VBF signal.
The EFT interpretations require several different values of the Wilson coefficients to
be considered, which modify the kinematics and cross-section of the HH ggF signal3.
To avoid the computationally intensive and time-consuming full simulation of all
possible signals a similar reweighting method is taken as for the κλ variations in the
ggF production. The weights to be applied to the SM sample at the reconstruction
level are calculated from the parameterised differential cross-section in bins of truth
mHH . Events that have truth mHH > 1040 GeV are weighted with the highest mass
bin weight.
The differential cross-section for HEFT at NLO as derived by [158] is

dσ(chhh, ctth, ctthh, cggh, cgghh)

dmHH

=

A1c
4
tth + A2c

2
tthh + (A3c

2
tth + A4c

2
ggh) · c2

hhh + A5c
2
gghh + (A6ctthh + A7ctthchhh) · c2

hhh

+(A8ctthchhh + A9cghhchhh) · ctthh + A10ctthhcgghh + (A11cgghchhh + A12cgghh) · c2
tth

+(A13chhhcggh + A14cgghh) · ctthchhh + A15cgghcgghhchhh + A16c
3
tthcggh

+A17ctthctthhcggh + A18ctthc
2
gghchhh + A19ctthcgghcgghh + A20c

2
tthc

2
ggh

+A21ctthhc
2
ggh + A22c

3
gghchhh + A13c

2
gghcgghh,

(6.7)

where Ai are given in truth mHH bins in the range 240 GeV < mHH < 1040 GeV with a
20 GeV width.
On the other hand, SMEFT weights are obtained using LO truth parton level samples
generated with MadGraph aMC@NLO, SMEFT@NLO model [155] from the

2κ = (κλ, κt) for ggF and κ = (κ2V , κλ, κV ) for VBF production.3The EFT interpretation is not done for the VBF production.
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differential cross-section

dσ(cH , cH�, ctH , ctG, cHG)

dmHH

=

1 + A1cH + A2cH� + A3ctH + A4ctG + A5cHG

+A6c
2
H + A7c

2
tH + A8c

2
H� + A9c

2
tG + A10c

2
HG

+A11cHcH� + A12cHctH + A13cHctG + A14cHcHG

+A15cH�ctH + A16ctGcH� + A17cH�cHG + A18ctHctG

+A19ctHcHG + A20ctGcHG.

(6.8)

In some cases, it is possible to relate HEFT coefficients to SMEFT coefficients, the
translations can be found in [41]. Therefore, a k-factor defined as the ratio of the
HEFT NLO cross-section to the HEFT LO cross-section, the latter is derived in [32], for
the corresponding signal is used to normalise the SMEFT signal to a proxy NLO
cross-section. In the set of coefficients considered only ctG cannot be related to any
HEFT variation and therefore higher-order effects are not accounted for and the LO
cross-section is taken.

6.4 Event Selection
6.4.1 Object Specifications
In the event selection PFlow jets with R = 0.4, as defined and described in Section
5.3, are split into central and forward jets. Central jets are required to have |η| < 2.5

and pT ≥ 40 GeV. Provided b-tagging requirements are met they make up the Higgs
candidates and are used to compute the trigger SFs. A jet is b-tagged, if it passes the
77% WP of the DL1r tagger. Forward jets must have |η| ≥ 2.5 and pT ≥ 30 GeV and
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help capture the topology of VBF events. Muons are only needed to correct the
energy of b-tagged jets with the procedure described in Section 5.3, i.e. for the event
to be a signal candidate a muon is not required.

6.4.2 Triggers
A combination of b-jet triggers is used to select events that are most likely to record
the HH → bb̄bb̄ signal and cover the whole mHH spectrum4. The triggers used are the
2b1j and 2b2j, which are fired if the event contains two b-tagged jets and 1 (2) extra
jet(s). The b-tagging WP and additional pT requirements on the jets are summed up
in Table 6.2 for each trigger. The 2b2j trigger targets the low mHH spectrum, while
the 2b1j trigger covers higher mHH masses.
The challenge of collecting events with multiple trigger chains is to determine the
event-level trigger scale factor (SF), as the difference between data and simulation
due to trigger inefficiencies is evaluated per object that fired the trigger. Hence, to
obtain the total event-level SF all possible jet combinations and correlations
between the triggers would need to be accounted for. To simplify the calculation
events are put into “buckets” that consider only a single trigger decision. Inevitably
some events are lost and to minimise the loss, the bucket categorisation is done by
matching the kinematic cuts applied on offline fully reconstructed objects close to
the trigger thresholds. The first bucket contains events in which the leading jet5 and
third jet have p1st

T > 170 Gev and p3rd
T > 70 Gev and pass the 2b+1j trigger. The second

bucket contains events that do not meet the kinematic requirement and pass the
2b+2j trigger.
The online b-tagging requirements and online jet kinematic cuts are the two sources
of the trigger decision efficiency difference between data and simulation. These
need to be corrected through the online per jet-derived SFs. As the online and

4A general overview of triggers in ATLAS can be found in Section 3.3.5The jets are sorted in pT .
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offline b-tagging efficiencies are correlated the event level SF has to be calculated
jointly. First, the online jets need to be matched to offline jets by requiring their
separation to be ∆R < 0.4. The whole event is disregarded if the online jet does not
have a match. On the other hand, if the offline jet has no trigger object matched to
it, only the offline SF (SFi(offDL1r77)) is considered. For matched jets, the conditional
online b-tagging SF, (SFi(on|offDL1r77)), is derived with respect to the chosen offline
b-tagging WP, which is the 77% WP of the DL1r tagger in the analysis. The total event
level b-tagging SF is computed according to

SFb−tag =
∏
i

SFi(on|offDL1r77)SFi(offDL1r77), (6.9)

where i runs over all offline jets in the event. Similarly, the per-jet trigger kinematics
SF is derived with respect to its matched jets. The two event-level SFs are then
simply multiplied together.
Year Trigger Name Trigger Type Conditions

2016 HLT j100 2j55 bmv2c2060 split 2b+1j 2 b-tagged jets at the 60% WP with pT > 55 Gevin addition to 1 jet with pT > 100 Gev

HLT 2j35 bmv2c2060 split 2j35 L14J15.0ETA25 2b+2j 2 b-tagged jets at the 60% WP with pT > 25 Gevin addition to 2 jets with pT > 35 Gev

2017 HLT j110 gsc150 boffperf split 2j35 gsc55 bmv2c1070 split L1J85 3J30 2b+1j 2 b-tagged jets at the 70% WP with pT > 55 Gevin addition to 1 jet with pT > 110 Gev

HLT 2j15 gsc35 bmv2c1040 split 2j15 gsc35 boffperf split L14J15.0ETA25 2b+2j 2 b-tagged jets at the 60% WP with pT > 35 Gev in addition to 2 jet with
pT > 35 Gev

2018 HLT j110 gsc150 boffperf split 2j45 gsc55 bmv2c1070 split L1J85 3J30 2b+1j 2 b-tagged jets at the 70% WP with pT > 55 Gevin addition to 1 jet with pT > 110 Gev

HLT 2j35 bmv2c1060 split 2j35 L14J15.0ETA25 2b+2j 2 b-tagged jets at the 60 % WP with pT > 35 Gevin addition to 2 jet with pT > 35 Gev

Table 6.2: The trigger used in the HH → bb̄bb̄ as defined per year of data taking.
The Trigger Type is the shortened name, while the Trigger Name contains the exact
conditions that need to be met to trigger an event.

6.4.3 Reconstructing the diHiggs System
Events are required to have at least four central jets, which are b-tagged by the DL1r
tagger at the 77% WP. The four b-tagged central jets leading in pT are paired to form
the two Higgs candidates (HC). The pairing strategy chosen, called min∆R, considers
all three possible pairings. The b-jet pair with the highest pT four-vector sum is the
leading HC, and the second pair is the subleading HC. The angular separation (∆R)
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between jets in the bb̄ pair of the leading HC is computed for each pairing. The
chosen pairing is the one with the smallest ∆R out of the three, as shown in Figure
6.2. The motivation behind the strategy is that the HC has some initial momentum
and its decay products are collimated to some extent. The min∆R pairing strategy is
rather simplistic compared to alternative machine learning methods, which can
account for several event properties and are more efficient at low diHiggs masses.
The rapid fall in the efficiency of the min∆R pairing strategy below mHH < 400 GeV

when pairing ggF SM signal events is shown in Figure 6.3. The main advantage of the
chosen pairing strategy is the smooth background with little sculpting, which is
beneficial for the data-driven background estimation technique.

Leading HC
Sub-leading HC

Figure 6.2: The sketched min∆R pairing strategy. The correct pairing is circled and
indicated by a tick. The leading HC jets are shown in yellow and the sub-leading HC
jets are shown in pink. Only the ∆R between the jets in the leading HC is considered
in the pairing strategy.

Only events with four or more central jets that pass the b-tagging, referred to as 4b
events, are considered signal candidates. However, events with exactly two b-tagged
central jets, 2b events, come into play in the background estimation strategy.
Besides the number of required b-jets, the selection of 2b and 4b events is the
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same. In the HC pairing of 2b events the two b-tagged jets and two more jets leading
in pT but failing the b-tag requirement are considered.
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Figure 6.3: The efficiency of min∆R as the mass of the diHiggs system for the ggF SM
signal. The efficiency is evaluated on events that have two truth Higgs bosons and at
least four central jets, no other event selection is applied.

Once the Higgs candidates are reconstructed, the VBF-specific selection is applied. It
is based on the characteristic VBF topology, the presence of two well-separated
energetic VBF jets. Forward, and central jets not used to construct the HCs, are used
for the VBF jets, which are defined as two extra jets with a combined mass greater
than 1 TeV and separated by ∆ηjj ≥ 3. In addition to the VBF jets, the total vector
sum of the pT of HC and VBF jets is required to be less than 65 GeV for the event to
pass the VBF-specific selection. To keep the ggF and VBF selections completely
orthogonal only events that do not pass the VBF selection are further considered in
the ggF selection, as shown in the event selection flow chart in Figure 6.4. The VBF
selection ensures that only a small amount of the ggF signal leaks into the VBF
channel. In the case of the ggF SM signal, only about 1.3% of the events pass the VBF
selection, as can be seen from the cut flow shown in Table 6.3.
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Figure 6.4: The summary of the event selection. The final categorisation in the ggF
and VBF channels that increases the sensitivity to the SM signal is shown in the two
dotted boxes.
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6.4.4 Reducing the Background
The tt̄ background makes up approximately 18% (12%) of the total background in
the ggF (VBF) channel, which is reduced by applying a top veto that picks up events
that are kinematically consistent with a hadronically decaying top quark. These
events are identified by first constructing all possible W candidates from all possible
pairings of central jets. Each W candidate is used to capture a top decay by again
considering all possible combinations with a b-tag jet out of the remaining central
and forward jets not used to form the W. The discriminant XWt, defined as

XWt =

√(mW − 80.4 GeV

0.1mW

)2

+
(mt − 172.5 GeV

0.1mt

)2

, (6.10)

is calculated for all possible combinations that could form the W and top. Only the
minimum XWt in an event is considered and the event is discarded, if it is smaller
than 1.5. The cut reduces the tt̄ background component in the ggF (VBF) channel to
approximately 10% (4%) of the total background, depending on the year of data
taking and channel, based on tt̄ simulations. The b-tagged requirement of the jet
paired with the W candidate increases the accuracy of the cut as more than 95% of
all top decays are t→ Wb [24]. An improvement in the VBF cross-section limits on
the SM, κ2V = 0 and κλ = 10 between 9%-18% is observed as compared to applying
no such requirement. It can be seen from Figure 6.5 that the XWt distributions for
fully hadronically and semi-hadronically decaying tt̄ events peaks at low values
(XWt < 1.5), while the majority of the non-resonant SM, as well as an example BSM
signal, is located at XWt > 1.5 in both the ggF and VBF channels.
The total background is further reduced in the ggF channel by requiring the two
Higgs candidates not to be separated by a pseudo-rapidity larger than 1.5. Figure
6.6 shows that the bulk of the ggF SM signal events indeed have ∆η < 1.5, while the
blinded6 4b data has a larger spread.

6The observed data in the signal region is not considered in order to avoid introducing any biaswhen optimising the analysis.
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Figure 6.5: TheXWt distribution for the fully hadronically (dotted green line) and semi-
leptonically (dotted grey line) decaying tt̄ background in the ggF and VBF channels are
shown along the SM (solid turquoise line) and a BSM (solid yellow line) non-resonant
signal. The normalisation of the tt̄ sample is taken from the simulation, while the
HH cross-section is the theoretically calcualted value. All the histograms shown are
scaled to the integrated luminosity collected during 2017. The SM ggF and VBF signals
are scaled by a factor of 100, while the BSM ggF κλ = 10 (VBF κ2V = 0 ) signal is scaled
by a factor of 50 (10) for clarity.
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Figure 6.6: The distribution of the blinded 4b data (dotted line) and the ggF SM 4b
signal (solid line) is shown. It can be seen that placing a cut ∆η < 1.5 reduces the
background, while the majority of the signal is still kept. The data shown was collected
during the year 2017 of data taking. The SM HH signal is normalised to the SM cross-
section obtained from theory, and scaled to the integrated luminosity collected during
2017. In addition, the SM HH signal is scaled by a factor of 5000 for easier visualisation.
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Data ggF SM Signal ggF κλ = 10 VBF SM Signal VBF κ2V = 0

4 jets with pT >
40 GeV, of which
≥ 2 b-tagged

5.70× 108 526.6 7337.7 22.3 626.1

Trigger Buckets 2.49× 108 381.8 5279.1 16.1 405.2

ggF Channel
Fail VBF Selection 2.46× 108 376.6 5198.0 13.9 334.4
≥ 4 b-tagged cen-tral jets 1.89× 106 86.0 1001.7 1.9 65.2

|∆ηHH | < 1.5 1.03× 106 71.9 850.6 0.9 46.4
XWt > 1.5 7.51× 105 60.4 569.0 0.7 43.1
XHH > 1.6 1.62× 104 29.1 182.7 0.2 23.0

VBF Channel
Pass VBF Selec-tion 3.30× 106 5.2 81.1 2.2 70.7

≥ 4 b-tagged cen-tral jets 2.71× 104 1.1 15.3 0.7 27.6

XWt > 1.5 2.18× 104 1.0 11.2 0.7 26.5
XHH > 1.6 5.02× 102 0.5 3.1 0.3 17.3
mHH > 400 GeV 3.57× 102 0.4 1.8 0.3 16.4

Table 6.3: The cut flow for the non-resonant HH → bb̄bb̄ analysis as presented in [2] is
shown. The yield after each selection step is shown for data, the ggF SM signal, the ggF
κλ = 10 signal, the VBF SM signal and the VBF κ2V = 0 signal. To obtain the HH signal
yields the corresponding simulations are normalised to the theoretically calculated
cross-section and luminosity of 126 fb−1. After and including the trigger bucket step,
which includes the whole trigger selection, SFs are applied to the MC samples.

6.4.5 Kinematic Regions
The kinematic regions are defined in the (mH1,mH2) mass plane shown in Figure 6.7,
where mH1 is the mass of the leading Higgs candidate and mH2 is the mass of the
sub-leading Higgs candidate. The signal region (SR) is defined as XHH < 1.6, where

XHH =

√(mH1 − 124 GeV

0.1mH1

)2

+
(mH2 − 117 GeV

0.1mH2

)2

. (6.11)

The resultant shape of a deformed ellipse is well-motivated. In a diHiggs signal
event, each of the bb̄ pairs is expected to have an invariant mass close to 125 GeV,
whereas the background has no such resonant structure. Therefore, the centre of
the SR is at mH1 = 124 GeV and mH2 = 117 GeV, slightly moved from 125 GeV to
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account for energy losses in the ATLAS detector. The elliptical shape is distorted by
the HC-dependent radius, to ensure that the resolution effects are taken into
account. Figure 6.8 shows that such an SR definition indeed captures the resonance
produced by the ggF and VBF SM signals with only little leakage into the CRs. The

80 100 120 140 160 180
mH1 [GeV]

80

100

120

140

160

180

m H
2 [

Ge
V]

CR1
CR2

SR center (124, 117) GeV
Signal Region

Figure 6.7: The mass plane shows the kinematic regions used in the analysis, signal
region (yellow area), control region CR1 (bound by the turquoise counter), and con-
trol region CR2 (bound by the pink counter). ThemH1 is the mass of the reconstructed
Higgs candidate leading in pT , while mH2 is the mass of the reconstructed Higgs can-
didate sub-leading in pT .
control region (CR) surrounds the SR, the inner boundary is defined as XHH = 1.6,
while the outside boundary is defined as the counter CRHH = 45 GeV, where

CRHH =
√

(mH1 − 1.05 · 124 GeV)2 + (mH2 − 1.05 · 117 GeV)2. (6.12)

As shown in Figure 6.7 the CR is further split into CR1, the north and south quadrant,
and CR2, the east and west quadrants. The nominal background estimation is
derived in CR1, while CR2 is used to evaluate its uncertainty. The choice of defining
the quadrants by a line going through the SR centre of the mass plane at a 45◦ and
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135◦ is arbitrary, varying it does not make a significant difference. The distribution of
4b data events passing the ggF and VBF event selection up to the XHH cut in the
(mH1,mH2) mass plane is shown in Figure 6.8c and 6.8d respectively.
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Figure 6.8: The upper subfigures show the non-resonant ggF (left) and VBF (right) SM
signal with a clear peak in the SR and only a small leakage into the CR. The lower
subfigures show the 4b data in the ggF (left) and VBF (right) channels. The effect of
the XWt cut can be seen on the ggF 4b data, as stripes around mH1/H2 ∼ 80 GeV. The
plots have been published in the non-resonant HH → bb̄bb̄ paper [2].
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6.4.6 Categorisation
The full event selection chain including the final categorisation used in the ggF and
VBF channel is shown in Figure 6.4. The figure of merit used in choosing the final
categorisation is the upper limit on the SM signal strength. There are six categories
in the ggF SR, where events are split into the inner SR, XHH < 0.95, and outer SR,
XHH > 0.95, which are additionally categorised by |∆η| between the Higgs
candidates. The |∆η| cuts are, |∆η| < 0.5, 0.5 < |∆η| < 1.0, |∆η| > 1.0. The VBF SR is
only split into two categories, |∆η| > 1.5 and |∆η| < 1.5, due to limited statistics. The
distribution of 4b data events passing the ggF and VBF event selection up to the
XHH cut in the (mH1,mH2) mass plane is shown in Figure 6.8c and 6.8d respectively.
The yields in data and some simulated HH signals, including the ggF and VBF
non-resonant SM signals, after each event selection step but excluding the final
categorisation are shown in Table 6.3.

6.5 Background Estimation
After applying the event selection the background is still significant. It is largely
composed of QCD multi-jet processes (about 90%), while the remaining 10% are
misidentified tt̄ decays. The single H and ZZ decay contribution is negligible and not
accounted for explicitly by the analysis.
The QCD and tt̄ backgrounds are estimated simultaneously using a data-driven
approach inspired by the ABCD method of which a classic example is presented in
[159]. The primary motivation for a data-driven technique is that simulated multi-jet
events carry large uncertainties making their modelling of physical quantities
unreliable. In addition, generating a reliable high-statistics background model is very
CPU intensive. The tt̄ decays can be well-modelled with available simulations, which
are used for checks in analysis (see Figure 6.5). However, they are not used in the
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background estimation as the data-driven method models the tt̄ contribution well
and the process is sub-dominant.
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Figure 6.9: The background estimation technique inspired by the ABCD method is
depicted. It shows that two independent sets of weights (w(~x)) are derived from CR1
and CR2. The NN is trained on a set of kinematics properties of 2b and 4b events
in each control region (CR1 or CR2) to learn the mapping. The analysis is blinded,
meaning that the 4b kinematics in the SR are unknown. To estimate its background
components the 2b data probability density function (p2b(~x)) in the SR is mapped with
the learned w(~x) to the corresponding 4b data probability density function (p4b(~x))

in the SR. To obtain the nominal background estimation only weights derived from
CR1 are applied. The learned mapping in CR1 is evaluated by comparing the nominal
background estimation to alternative background estimations obtained by applying
a combination of w(~x)CR1 and w(~x)CR2 to the 2b events in the SR as described in detail
in the next section.

The data-driven method is based on the assumption that there exists a mapping
between 2b and 4b events. The mapping is not as trivial as normalising 2b to 4b
events, as different physics processes contribute to the 2b and 4b events that lead
to notable differences in kinematics. A reweighting function that corrects the
kinematics of a 2b event to match those of a 4b event can be obtained by training an
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artificial neural net (NN). The learning step is done in CR1 and CR2 independently on
2b and 4b events, while the learned mapping is applied to 2b events in the signal
region (SR) to estimate the 4b background as depicted in Figure 6.9. The kinematic
regions used for training are described in Section 6.4.5 and depicted in Figure 6.7.
The mapping extracted from CR1 is used to predict the background in the SR, while
the reweighting function derived in CR2 is used to define an uncertainty on the
nominal background estimation, as described in Section 6.6. The kinematic
reweighting has already been introduced in the resolved resonant HH → bb̄bb̄

analysis [160] but with differently defined kinematic regions.

6.5.1 Kinematic Reweighting
The task at hand is to learn w(~x), which maps the 2b data probability density
function p2b(~x) into the 4b data probability density function p4b(~x) according to

p2b(~x) · w(~x) = p4b(~x), (6.13)

where ~x are carefully chosen inputs that capture the kinematic difference between
2b and 4b events. Table 6.4 shows the ~x inputs, which differ between the ggF and
VBF channels. The technique to solve for w(~x) is adapted from [161, 162] and

L(w(~x)) =

∫
d~x
[√

w(~x)p2b(~x) +
1

w(~x)
p4b

] (6.14)

is the loss function to be minimised by the NN. The NN used to learn the reweighting
of data passing the ggF selection consists of three connected hidden layers, each
with 50 nodes, while only 20 nodes per layer are used for the VBF selection.
The training is done for each year separately in the ggF channel due to expected
kinematic differences coming from the trigger conditions. All years are trained
inclusively in the VBF channel as the accuracy of the NN training would suffer
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ggF VBF
Average |η| of the Higgs boson candidate jets

Trigger bucket index as one-hot encoder
log(XWt)

log(pT ) of the 2nd leading HC jet Of all possible four HC pairing,the maximum dijet mass
log(pT ) of the 4th leading HC jet Of all possible four HC pairing,the minimum dijet mass
log(pT ) of the diHiggs system Energy of leading HC
log(∆R) of the diHiggs systembetween the closest two HC jets Energy of sub-leading HC
log(∆R) of the diHiggs systembetween the remaining two HCjets

Of all possible four HC pairing,the 2nd-smallest ∆R between theleading HC
∆R between the two HCs Year index as one-hot encoder

∆Φ of the jets in the leading HC
∆Φ of the jets in the sub-leadingHC

Number of jets in the event
Table 6.4: The inputs (x) used by the NN to learn the kinematic mapping between 2b
and 4b events in the ggF and VBF channels. One-hot encoding assigns each bucket
(category) a unique binary array of length k, where k is the number of classes, with
exactly one element set to 1 and all the others to 0 [163].
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significantly due to low per-year statistics. The XWt cut is applied to the training
dataset in the ggF channel but not in the VBF channel. The background in the final
SR categorisation is not expected to have large enough kinematic differences to
require the NN training to be performed per category.
It follows that the reweighting function needs to be extracted in each of the eight
orthogonal ensembles of data; the per year ggF selection and the VBF selection per
control region. The bootstrap resampling technique [164] with replacement is used
to generate hundred training datasets per ensemble. Each dataset is used for
training independently. The mean w(~x) calculated from the hundred datasets
trained is taken to reweight 2b events in the SR per training region, where w(~x) is the
per-event weight.

6.5.2 Validation
The performance of reweighting the 2b data is checked for the kinematic variables
used and not used in the NN training. All checked distributions are found to have
the same or improved modelling of the 4b data as compared to the simple
normalisation correction of the 2b data. The initial checks are performed in CR1,
and the 4b data and reweighted 2b data are found to agree within 10%. Figure 6.10
shows the improvement in modelling the 4b data with reweighted 2b data as
compared to simply correcting the normalisation in the ∆RHH distribution (upper
row) used for training and pT h1 (middle row) and the number of jets (bottom row)
which are not used in training. The modelling of the mHH distribution in CR1 (CR2) is
shown in Figure 6.11, wherein wCR1(x) (wCR2(x)) reweight the 2b data. It can be seen
that the reweighting derived in CR1 and CR2 have good closure. However, when
comparing the reweighted 2b data in the SR using wCR1(x) or wCR2(x) the
differences are not covered by the statistical error. Hence, a non-closure systematic
is assigned to the background estimation. The systematic is defined in Section 6.6.1.
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Additionally, the NN reweighting is validated in several regions orthogonal to the 4b
SR data, where the HH → 4b signal contamination is negligible. Good closure is seen
when;

• The shape of the kinematic region is shifted in the mass plane and the
background procedure is evaluated in the shifted regions. Four alternative
kinematic regions, which do not overlap with the SR at any point, are used to
validate the background estimation.

• The events in the ggF channel that do not pass the |η| < 1.5 cut (reverse η
region) are used to test the mapping of 2b to 4b events.

Lastly, the reweighting is checked by learning to map the 2b events to the
distribution of 3b1f events in the SR. The 3b1f events have exactly 3 b-tagged events,
while the jets that fail the 77% WP must fail the 85% WP as well to ensure that the
signal contamination is negligible. There is good agreement within statistical
uncertainties observed in the VBF channel, while non-closure is seen in the ggF
channel. Therefore, an additional systematic uncertainty is defined from the
discrepancy between the reweighted and observed 3b1f events in the SR in the ggF
regions with the procedure described in 6.6.1.

6.6 Systematic Uncertainties
This section outlines the dominant sources of uncertainty, the samples they affect,
and the correlation scheme applied. The dominant source of uncertainty is on the
background estimation, see Section 6.6.1 for details. As the background estimation
is entirely data-driven, only the statistical uncertainty and non-closure systematics,
are considered. The experimental and theoretical uncertainties, outlined in Section
6.6.2 and 6.6.3, only affect the signal samples. Finally, Section 6.6.5 describes the
extraction of the uncertainty on the EFT signal reweighting.



6.6 Systematic Uncertainties 105

(a) (b)

(c) (d)

(e) (f)
Figure 6.10: The comparison of the 2b normalised (left) and reweighted (right) events
to the 4b distribution of ∆RHH (upper row), pT h1 (middle row) and number of jets
(bottom row) in the CR1 is shown. Only the ∆RHH variable is used in the training. The
reweighted 4b distribution is obtained by applying per-event weights derived in CR1
from the NNs trained. The statistical uncertainty on the reweighted 2b distributions
includes the Possion error from 2b data and the bootstrapping uncertainty defined
in Section 6.6.1.
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(a) (b)

(c) (d)
Figure 6.11: The 2b data normalised (left) and reweighted (right) plot compared to
the 4b data. Clearly the reweighting outperforms the normalisation, despite mHH not
being used in the training. The upper two plots show CR1, while the lower two plots
show CR2. The 2b distributions in (b) and (d) have weights derived from CR1 and CR2
respectively. The Poisson error from 2b data and the bootstrapping uncertainty are
included in the statistical error on reweighted 2b data.
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6.6.1 Background Estimation Uncertainties
The statistical uncertainty has two components, the Poisson error on the reweighted
2b SR data and the uncertainty on the NN-derived weights, due to the finite training
dataset. The uncertainties are combined in quadrature, and treated as a single
statistical uncertainty on the background estimation and are uncorrelated across
bins. The per bin uncertainty from the statistical fluctuations of the reweighted 2b
SR data is δNi =

√∑
k∈iw

2
k, where Ni is the number of events in bin i and wk is the

weight of event k which falls into bin i. The bootstrap component of the statistical
uncertainty is derived by generating 100 background estimations from each NN
trained for the 4b SR mHH distribution. The per bin mean is taken as the nominal
background estimation, while the standard deviation provides the statistical
uncertainty on the training. The dominant source of the bootstrap uncertainty is the
4b data used for training.
The background estimation method assumes that the same physics processes
contribute to the QCD and tt̄ backgrounds in the CR and SR. However, this is only
approximately true, some differences in the kinematics are expected, which are
covered by the non-closure systematic estimated from the alternative background
estimation derived in CR2. A four-point systematic is constructed by comparing the
nominal background estimation to the alternative background estimations obtained
from applying wCR2 to a part of the SR, while wCR1 to the remaining 2b events in the
SR. To be precise the SR is split into quadrants, labelled by the cardinal directions as
QN ,QS ,QW ,QE as shown Figure 6.12. The nuisance parameter (NP) associated with
QW , labelled as CR12 shape W or CR12 shape W {year of data taking} in the ggF
channel, for example, is defined as follows;

• Apply weight derived from CR2 to 2b data in QW

• Apply weight derived from CR1 to 2b data in the renaming three quadrants,
QN , QS , QE
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Figure 6.12: The SR split into quadrants is used to define the systematics of the CR12
non-closure from deriving an alternative background using weights derived in CR2.
The example shown is how the CR12 shape W NP is derived, the wCR2(x) are applied
only on 2b events in the SR quadrant QW (purple zigzag region), while in all other
quadrants, the 2b events are reweighted with wCR1(x) (turquoise hatched region).

• Symmetrise the alternative mHH distribution over the nominal background
estimation in each category

• Define the NP as the up and down variation as compared to the nominal mHH

background estimation.

The above procedure is repeated in each quadrant and the given example is
illustrated in Figure 6.12. The four nuisance parameters are derived per analysis
category. An example of the four-point non-closure CR12 systematic is shown in
Figure 6.13 for the ggF categories in the data taking year 2017. The strategy taken
differs from the one used in the resonant analysis, which pioneered the background
estimation technique. The motivation for the four-point rather than the simpler
two-point systematic uncertainty is to give the fit more freedom and not wash out
possible kinematic differences arising in the quadrants.
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In the ggF channel, each NP is correlated across the categories but not years, while
in the VBF channel, they are correlated across the two categories. The motivation to
correlate the individual NPs across categories comes from a closer examination of
Figure 6.13. For instance, the CR12 shape W NP shown in Figure 6.13b exhibit the
same shape across the ggF categories in the 2017 dataset. This hints that the
CR12 shape W NP captures the same systematic effect and the NP should be
correlated accordingly. The plots of the CR12 shape {N/W/S/E} NPs for the 2016
and 2018 data taking years in the ggF categories are shown in Appendix A and found
to exhibit similar behaviour per NP.
An additional systematic is assigned to the ggF channel, which comes from the
non-closure in the 3b1f validation region described in Section 6.5.2. An uncertainty
is assigned only to bins that have > 1σ difference between the nominal and
alternative background estimation taking into account all other uncertainties on the
nominal background. To mitigate statistical fluctuations the systematics is defined
by averaging over the aσ − 1σ, where aσ is the variation in the bin with > 1σ and its
adjacent bins. The VBF regions are not assigned a non-closure 3b1f systematic as
the agreement in the 3b1f validation VBF categories is observed to be good.

6.6.2 Experimental Uncertainties
Detector and reconstruction uncertainties are taken into account by shifting
parameters used in the jet reconstruction by their ±σ uncertainty obtained from
auxiliary measurements. The whole analysis chain is then repeated with the physical
objects defined by the shifted value. The up/down systematic uncertainty is taken as
the envelope of the difference between the distribution obtained by the ±σ shift and
the nominal. Jet energy scale and resolution as well as the uncertanties associated
with the jet vertex tagger cut are varied as detailed in [80, 165], and briefly
summarised in Chapter 5 as well. The uncertainty associated with the b-tagging
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(c)

(d)
Figure 6.13: Non-closure systematics are derived from the alternative background
estimation in each SR quadrant. The data taken in the year 2017 in the ggF channel
is shown.
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efficiency is calculated from event weight variations, covering the high pT as well as
the b-, c- and l-jet calibration uncertainties as several separate NPs, see [129] for the
methodology. Similarly, trigger efficiency uncertainties are computed from event
weight variations and accounted for as the uncertainty in the trigger SF calculation.
The uncertainty on the simulated pile-up is accounted for as prescribed in [166].
Lastly, the preliminary uncertainty on the luminosity has a size of 1.7% for the three
data taking years considered, where the primary luminosity determination for this
dataset is done with the LUCID-2 detector [167, 168]. The experimental uncertainties
are only applied to the signal samples as the background estimation is completely
data-driven. They are correlated across categories as well as production modes and
are subdominant, as compared to statistical error and background systematics.

6.6.3 Theoretical Uncertainties in diHiggs Signal
The uncertainties on the HH cross-section and H → bb̄ branching fraction are taken
from theoretical calculations presented in [32, 140, 169] and are summarised in
[170]. Notably, the uncertainty on the ggF production cross-section is quite large,
the scale choice and finite top mass scheme alone result in an uncertainty of +6%

−23%.
Theoretical Uncertainty Size [ggF Signal] Size [VBF Signal]

HH production cross-section +6%
−23%(scale+top mass) +±3%(PDF+αS) ±2.1% & +0.03%

−0.04% (scale) ±2.1% (PDF+αS)
Parton Shower 10%− 40%

PDF and αS ∼ 1%− 2%

Initial state & final state radiation scale 2%− 6%

H → bb̄ branching fraction 3.5%

Table 6.5: The relative sizes of theoretical uncertainties on the ggF and VBF signals.
The parton shower uncertainty is around 40% only in certain categories, where the
contribution of the signal from the considered production mode is very small and
therefore it only has a minor impact upon the final result.

The generators used to simulate the HH signal make a series of assumptions, from
the hadronisation model to the PDF set, each with its systematic uncertainty. The
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uncertainty on the parton shower and hadronisation model is estimated by
repeating the full analysis chain for signal samples generated with Herwig instead of
Pythia. The choice of the PDF set and αS scale affects the matrix element calculation
and its uncertainty is evaluated by varying each independently. The alternative PDF
set is PDF4LHC NLO MC [143], while different αS values are evaluated using the
nominal PDF set. The two variations are combined to define the PDF and αS

uncertainty. Lastly, the renormalisation and factorisation scales used to evaluate
PDFs are not unique. The uncertainty on the initial and final state radiation scale is
evaluated by considering a 7-point variation, where the two scales are changed
jointly or independently. The size of each theoretical uncertainty is stated in Table
6.5.

6.6.4 Summary of Standard Model HH uncertainties
Source of Uncertainty Impact Correlation

Background Uncertainties Applied the Background Estimation

Bootstrapping Dominant Treated as a statistical uncertainty
Non-closure CR12 Dominant Across all categories but not between the ggF& VBF channel.Non-closure 3b1f Significant

Theoretical Uncertainties Applied to the ggF & VBF HH Signals

HH production cross-section Dominant
Across all categories and channels butnot between the two production modes.

Parton Shower Significant
PDF and αS Significant

Initial state & final state radiation (scale) Significant
H → bb̄ branching fraction Significant Across all categories, channels and the two production modes.

Experimental Uncertainties Applied to the ggF & VBF HH Signals

Luminosity

Subdominant Across categories, channels, and productionmodes.
Jet energy scale and resolution

Flavour tagging efficiency
Trigger efficiency

Pile-up
Table 6.6: The sources of uncertainty applied when setting upper limits on the SM HH
signal strength and constraining κ couplings. For each, its importance and correla-
tion scheme are listed. Dominant impact implies the change in the observed signal
strength of about 7-10%, significant of a few % and subdominant ≤ 1%.
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All sources of uncertainty, their importance and correlation scheme that are
accounted for when deriving the upper limits on the SM HH signal strength and
constraining κ couplings are summarised in Table 6.6.

6.6.5 The Acceptance Reweighting EFT Uncertainty
The signal reweighting method performs well in the κ− framework, good closure is
observed across ggF and VBF signals when comparing the reweighted distributions
to the simulated samples. Thus, no systematic uncertainty on the reweighting is
applied. On the other hand, when comparing the simulated EFT signals to the
reweighted signals non-closure is observed in the SR mHH distributions. The source
of the systematic uncertainty is the finite statistics used to derive the weights and
the difference in acceptance between the SM and non-SM signals. In addition, the
SMEFT reweighting is derived only at LO. The acceptance reweighting EFT
uncertainty is derived at the truth level using parton showered signal samples and
the SM sample, where the latter is reweighted to the considered signals. No
detector simulation is run on the samples to spare CPU resources. To account for
the difference in acceptance between the SM and non-SM signals, events must pass
approximate ggF selection, described in Section 6.4, at the truth level. The SR is only
a proxy as the lack of detector simulations means that approximate cuts are needed
to mimic the trigger decision and truth information is used instead of the b-tagging
algorithms.
For the HEFT interpretations, each of the HEFT benchmarks (BM) is simulated. As the
cgghh and ctthh coefficients in HEFT, and the cH , ctG, cH�, ctH and cHG coefficients in
SMEFT are scanned independently at least two possible values of each coefficient
are considered. In SMEFT the two-dimensional parameter space of cH and one
additional Wilson coefficient is explored. Therefore, samples, where cH and another
coefficient take non-SM values are generated as well. To be exact, for the HEFT cgghh
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Figure 6.14: The simulated HEFT signal (red line) is compared to the SM sample
reweighted to the examined variation (blue dots) in bins of mHH . The HEFT varia-
tion shown are BM1 in (a), BM5 in (b), cgghh = 0.5 in (c), and ctthh = 0.5 in (d). Only
the statistical error is shown. The overflow (last bin) and underflow (first bin) bins
are shown for visualisation purposes (in the actual analysis they are merged into the
highest mHH bin) and an explanation for the discrepancy observed is offered in the
text of the thesis.
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Figure 6.15: The simulated SMEFT signal (red line) is compared to the SM sample
reweighted to the examined variation (blue dots) in bins of mHH . The SMEFT vari-
ation shown are cH = 14.93 in (a), ctG = −0.9 in (b), cH = −2, ctH = 1.5 in (c), and
cH = −2.5, ctG = 0.15 in (d). Only the statistical error is shown. As is the case for the
HEFT signals as well the overflow (last bin) and underflow (first bin) exhibit the largest
discrepancy.
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scan the variations cgghh = 0.5, cgghh = −0.5 and cgghh = 1.0 (similarly ctthh = 0.5,
ctthh = −0.5 and ctthh = 1.0 for the ctthh scan) are evaluated. The simulated SMEFT
signals are stated in Table 6.7 and cover both negative and positive values of the
coefficients scanned. Approximately 100 000 events are simulated for each EFT
signal, while 300 000 events are generated for the SM signal. The events that pass
the proxy ggF selection are then used to derive the acceptance reweighting EFT
uncertainty. The final SR categorisation is found to have no impact on the size of the
mis-modelling, as the differences observed are due to statistical fluctuations.
Therefore, the systematic uncertainty is derived in the inclusive SR. The reweighted
SM distribution is compared to the corresponding simulated EFT signal in bins of
mHH , as shown in Figures 6.14 and 6.15.
The uncertainty up to the highest mHH bin is found to be flat within the statistical
uncertainty, while the highest mHH has a significantly larger uncertainty in most EFT
signals checked. Taking a closer look at Figures 6.14 and 6.15, it can be seen that the
large discrepancy in the yield of the highest mHH bin comes largely from the
overflow bin and to a lesser extent from the underflow bin, which is shown. The
reason for this is that the weights are derived only up to 1040 GeV, if truth mHH of a
reweighted event is larger than that, the weight from the 1040 GeV bin is applied.
Hence, a ”two-step” shape normalisation uncertainty is defined for the acceptance
reweighting uncertainty on the EFT reweighting. A flat uncertainty which is the
difference in the yield of all but the last mHH bin is applied on the low mHH

distribution, while the highest mHH bin has a dedicated uncertainty. The final
uncertainties applied are defined in Tables 6.8 for the HEFT variations and 6.9 for
the SMEFT variations. The differences between the simulated and reweighted
distributions come about, due to the difference in acceptance, the range in which
the weights for the SM sample are derived, and in the SMEFT case, the missing
higher orders. The latter is reflected as a slightly higher uncertainty across the mHH

distribution. The acceptance reweighting EFT uncertainty has an impact of a few
percent on the upper cross-section exclusion limit of an EFT signal.
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Applicable SMEFT Scan cH ctG cH� ctH cHG Used for final systematic?
cH -19.2 0 0 0 0 No
cH 14.93 0 0 0 0 Yes
ctG 0 -0.9 0 0 0 Yes
ctG 0 0.9 0 0 0 No
cH� 0 0 -8 0 0 No
cH� 0 0 14 0 0 Yes
ctH 0 0 0 -11 0 Yes
ctH 0 0 0 5 0 No
cHG 0 0 0 0 0.5 Yes
cHG 0 0 0 0 -0.5 No
cH − cH� -1 0 -1 0 0 No
cH − cH� 1 0 -1 0 0 Yes
cH − ctH -2 0 0 -1.5 0 Yes
cH − ctH 2 0 0 -1.5 0 No
cH − ctG -2.5 0.15 0 0 0 No
cH − ctG 2.5 0.15 0 0 0 Yes
cH − cHG 14.93 0 0 0 -0.5 No
cH − cHG 14.93 0 0 0 0.5 Yes

Table 6.7: The SMEFT variations considered to evaluate the reweighting acceptance
uncertainty. Two variations per Wilson coefficient scan performed are considered,
and the systematic is extracted from the variation with the larger difference.
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HEFT variation low mHH bins highest mHH bin

BM1 0.99 0.72
BM2 0.99 0.62
BM3 0.99 0.74
BM4 0.98 0.9
BM5 0.97 0.77
BM6 0.97 0.8
BM7 0.99 0.81
cgghh = 0.5 1.0 0.75
ctthh = 0.5 0.97 0.81

Table 6.8: The differences between the reweighted and simulated HEFT signals, when
compared in bins of mHH . The quoted values are symmetrised to obtain the upper
variation used in the fit. The quoted high mHH difference is applied to the highest
mHH bin in the fitted distribution, which contains the overflow and underflow bins as
well. Only the differences observed in ctthh = 0.5 and ctthh = 0.5 signals are quoted and
used by the analysis, as the other variations checked yield a smaller uncertainty. In
the case of cgghh = 0.5 (ctthh = 0.5), all other coefficients are fixed to their SM expected
values.
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SMEFT variation low mHH bins highest mHH bin

cH = 14.93 0.91 0.90
ctG = −0.9 0.94 0.73
cH� = 14.00 0.90 0.74
ctH = −11 0.91 0.77
cHG = 0.5 0.97 0.72
cH = −1, cH� = −1 0.92 0.97
cH = −2, ctH = 1.5 0.94 0.80
cH = −2.5, ctG = 0.15 0.95 0.84
cH = 14.93, cHG = 0.05 0.91 0.72

Table 6.9: The differences between the reweighted and simulated SMEFT signals,
when compared in bins of mHH . The quoted high mHH difference is applied to the
highest mHH bin in the fitted distribution, which contains the overflow and underflow
bins. Two variations per coefficient scans are used to validate the reweighting strat-
egy, only the difference extracted from the largest variation is quoted. All but the
quoted coefficients are fixed to their SM expected values.
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6.7 Statistical Analysis
The final step of any analysis is to take the (processed) collected data, compare it to
a theory and draw conclusions from the results. Usually, the aim is to either search
for a new phenomenon or measure a physical quantity. The non-resonant
HH → bb̄bb̄ analysis is interested in both; searching for the SM HH production and
constraining couplings involved in the processes.
The likelihood, which quantifies the agreement of data with a theory and provides
the means to estimate unknown parameters of the theory itself is the key element
of the statistical analysis independently of the final goal [171]. The likelihood
function and the estimation of its parameters are outlined in Section 6.7.1. The
building blocks of any hypothesis testing, the test statistic, and p-value, are
introduced in Section 6.7.2. The profile likelihood ratio test statistic and profile
likelihood ratio test used to set confidence intervals on the coupling modifiers (κ)
are outlined in Sections 6.7.3 and 6.7.4. The CLs method, which sets upper limits on
the signal strength, is described in Section 6.7.5. The chapter concludes by outlining
how to perform a combination of orthogonal channels and the description of
Asimov data in Sections 6.7.6 and 6.7.7 respectively.

6.7.1 The Likelihood Function
To define the likelihood (L), it is assumed that the observed data is fixed, the events
are independent and the underlying theory can be described by a probability
density function (PDF) that is parameterised by some unknown parameters. The
unknown parameters are commonly denoted as the vector θ and can be free or
constrained by some auxiliary measurements. Additionally, it is usually the case that
events are split into categories and presented as histograms of a discriminant
variable that provides good background and signal separation. For example, the
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HH → 4b uses the diHiggs invariant mass (mHH ) as the discriminant variable and the
inputs for L are the observed data, background estimation, and signal histograms of
each of the ggF and VBF categories. Hence, L can be written as:

L(Ψ,θ) =
∏

c∈categories
∏
b∈bins

Po〉∫(nc,b|λc,b(Ψ,θ)) ·
∏
χ∈χ

Cχ(aχ|χ), (6.15)

where:
1. Ψ is the parameter of interest (POI). This can be the signal strength (µ) when

the limits on the cross-section are set or the κ coupling modifier that changes
the signal hypothesis in the fit. One or more coupling modifiers can be set as
the POI.

2. Po〉∫ is the joint probability function of the Poisson distribution. The Poisson
distribution is an obvious choice when one wants to model the event rates per
bin in an experiment.

3. θ are the nuisance parameters (NPs), that encode the experimental,
theoretical, and statistical uncertainties and any other unknown in the theory
modelled on the expected rate.

4. nc,b is the total number of events measured in the observed dataset in bin b of
category c.

5. λc,b(Ψ,θ) is the expected total number of events in bin b of category c that
depends on both the POI(s) and NPs. More precisely the rate is
λc,b(Ψ,θ) =

∏
s∈sample λs,c,b(Ψ,θ), where λs,c,b(Ψ,θ) is the rate of sample s in bin b

of category c.
6. χ are a subset of NPs that are constrained, i.e. their impact on the expected

total number of events is limited in some way.
7. a is the auxiliary data, the global observable dataset which comes from

independent measurements from another experiment or analysis. It is needed
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to constrain χ correctly. Together with the observed data it forms the
measurements.

8. Cχ(aχ|χ) is the constraint term for the constrained NP χ and depends on the
auxiliary data aχ. The constraint term takes the form of a probability function
of the Poisson distribution for statistical uncertainties, for all other systematic
variations it is a Gaussian probability distribution.

Method of Maximum Likelihood

The best estimators of θ can be obtained by maximising the likelihood, which in the
large sample limit provides estimators that are efficient, constant, and unbiased
[172]. For convenience, it is easier to take the derivatives of lnL and solve the set of
equations ∂ lnL

∂θi
, which give the same estimators of θ as maximising L. This

procedure is often referred to as fitting, when one or more unknown parameters
are fixed the fit is referred to as the profile likelihood fit. From now on ̂ represents
the best estimators of a parameter in an unconditional maximum likelihood fit,
while ̂̂ denotes the best estimators of a parameter in a conditional (profiled)
maximum likelihood fit.

Nuisance parameters

Unfortunately, it is not possible to have perfect knowledge of either the background
or signal hypothesis. Thus, the predicted sample rate (λs,c,b) might not be the true
rate. To capture the lack of knowledge, λs,c,b in Equation 6.15 is parameterised in
terms of nuisance parameters (NP), Ψ and θ. Note that the only difference between
Ψ and θ is that the post-fit value of Ψ is of special interest. The NPs are essentially
the systematic uncertainties that could modify the expected rate. The NPs consist of
free parameters and constrained parameters, the latter introduces an additional
term to the likelihood, the constraint term for auxiliary measurements. This term
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requires consistency with the auxiliary measurements by penalising variations in
tension with auxiliary measurements and so limits the extent to which a systematic
uncertainty can change the sample rate. Auxiliary measurements refer to some
external measurements that inform us about the systematic uncertainties, for
example, the b-tagging uncertainty has been determined in calibration, completely
independent of the analysis considered [173].
The majority of systematic uncertainties applicable to the analysis are either
normalisation uncertainties or shape uncertainties. A normalisation uncertainty is a
multiplicative modification of the sample rate that takes the same value across all
bins. It can be written as

λc,b(α) = λc,b ×


σ
|α|
+ α > 0,

σ
|α|
− α < 0,

1 α = 0

(6.16)

where α is the NP, nominally set to zero, and σ+/−(b) are the ±1σ normalisation
uncertainties [174]. The constrained term is the probability function of the Gaussian
distribution centred at zero with a mean equal to α and one as the standard
deviation. For instance, the uncertainty on the H → bb̄ branching fraction and the
uncertainty on the HH production cross-section defined in the previous section are
normalisation only uncertainties.
On the other hand, shape uncertainties have an additive effect on λc,b and can be
quantified as

λc,b(α) = λc,b + |α| ×


σ+(b) + λc,b α ≥ 0,

σ−(b)− λc,b α < 0,

(6.17)

where the NP α again takes zero as the nominal value [174]. Here σ+/−(b) are the bin
per bin ±1σ systematic uncertainties implemented as (absolute) up/down
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histograms of the variation. The constrained term is the same as for the
normalisation uncertainty. An example, of a shape uncertainty, is the non-closure
CR12 extrapolation uncertainty described in Section 6.6.1.

6.7.2 Test Statistic and p-value

At this point, it is useful to introduce the p-value and test statistic, which form the
core of hypothesis testing. The test-statistic (Q(x)) is a scalar function of the
observable x, whose distribution, f(Q(x)|H), is fixed by a hypothesis distribution, H,
followed by x [175]. In the non-resonant HH → bb̄bb̄ analysis x is the mHH

distribution observed across all SR categories. From this point on x is omitted from
the equations for clarity.
The incompatibility of data with a given H can be quantified with the p-value,

pH =

∫ ∞
QH ,obs

f(Q|H)dQH , (6.18)

which defines how likely is it to observe a value of Q at least as extreme as the
observed Qobs. It is common to reject a hypothesis at a confidence level ≥ 1− α,
provided pH ≤ α, where α is a value of choice.
The distribution of Q is defined by H, which in the analysis discussed is the signal
hypothesis. To be precise the HH signal parameterised by the signal strength (µ) or
the coupling modifiers (κ) on top of the background estimation is referred to as the
signal hypothesis. For example, the µ = 0 hypothesis is simply the background-only
hypothesis, while the κλ = 0 hypothesis assumes the existence of the κλ = 0 HH
signal on top of the background model. The signal strength (µ) or the coupling
modifiers (κ) are the parameter to be measured by the observed dataset.
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6.7.3 The Profile Likelihood Ratio Test Statistic

The most powerful statistical test according to the Neyman-Pearson lemma [176] is
the profile likelihood ratio

Λ =
L(Ψ,

ˆ̂
θ(Ψ))

L(Ψ̂, θ̂)
, (6.19)

where the numerator is the conditional maximum likelihood and the dominator is
the unconditional maximum likelihood. Hence, ˆ̂

θ are the best-fit values given a fixed
Ψ, while Ψ̂ and θ̂ are the best maximum likelihood estimators.
It is the convention to take the logarithm of 6.19 and multiply it by minus two to form

−2 ln Λ = −2 ln
L(Ψ,

ˆ̂
θ)

L(Ψ̂, θ̂)
, (6.20)

which is the basis of the test statistic for setting upper limits on the HH cross-section
and finding the confidence intervals on κ.

Example with Toy Experiments

An important question to answer when designing an analysis is given the observed
dataset follows H0 is it possible to exclude an alternative hypothesis H1.
Let’s say that H0 is the SM, so κλ = 1.0 HH signal and H1 is the κλ = 6.0 signal
hypothesis. As discussed in Section 6.7.2, the p-value is a good measure to assess
the compatibility between a dataset that follows H0 and H1. In this example,
H(κλ = −6.0) is rejected if pH ≤ 0.05, so a confidence level of at least 95% is required.
The results shown are based on a preliminary version of the ggF channel.
Choosing two times the negative log-likelihood ratio as the test statistic, Equation
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6.20 in this example becomes

Q = −2 ln Λ =
L(κλ = −6.0,

ˆ̂
θ)

L(κ̂λ, θ̂)
, (6.21)

where κ̂λ is the signal hypothesis (H(κλ)) that best fits the observed dataset. As in
the HH → bb̄bb̄ analysis the final observable is the binned mHH distribution, the
likelihood function in Equation 6.15 and therefore −2 ln Λ are functions of the mHH

distribution.
To compute the p-value both, the distribution of −2 ln Λ denoted as f(Q|H1) and the
observed test statistic, need to be determined. This can be always done by running
toy experiments, as follows;

1. The PDF for H1 is constructed, i.e. the assessed model is the mHH distribution
of the κλ = −6.0 signal on top of the background distribution as expected in the
ggF channel. In this simplified example only the statistical uncertainties and
the non-closure CR12 extrapolation uncertainty are accounted for.

2. A toy dataset of the mHH distribution is drawn from the PDF.
3. −2 ln Λ is calculated given the toy mHH distribution.

Figure 6.16a shows f(Q|H1) generated by repeating steps 2-3 about 850 times as the
turquoise histogram. In an analysis usually, thousands of toy datasets are
generated, as the more toy datasets are drawn from the PDF the closer the
produced Q distribution resembles the true f(Q|H1).
The expected observed test statistic (Qobs) is defined as the median of the observed
test statistic distribution (f(Q|H0)) [175]. The later is generated by the same
procedure as described above, except that the toy datasets are sampled from a PDF
that represents H0. The purple histogram in Figure 6.16a shows f(Q|H0) obtained
from about 850 toy datasets, while the Qobs is plotted as the dashed dark pink line.
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It is clear from the small overlap between f(Q|H0) and f(Q|H1) in Figure 6.16a that
the two hypotheses are not compatible. To be exact, the p-value is 0.04, illustrated
as the shaded turquoise area in the plot. Hence, the H1 is expected to be excluded
at a confidence level greater than 95% given that the observed dataset follows H0. In
other words, it is possible to separate between the mHH distribution that contains
the κλ = 1 HH signal and one that contains the κλ = −6 HH signal on the top of the
background in the ggF HH → bb̄bb̄ analysis. On the other hand, the ggF channel
studied is not sensitive to a dataset that contains the κλ = 0 hypothesis, provided
the expected observed dataset follows the SM hypothesis. It can be seen in Figure
6.16b that the distributions of the two test statistics are nearly identical with a
p-value of 0.51.
By repeating the above-described procedure for several κλ hypotheses the 95%
confidence interval on κλ can be deduced. The interval is bounded by the κλ values
at which the p-value is 0.05. The optimisation of the analysis is driven by narrowing
down the 95% confidence interval so that κλ is constrained as tightly as possible.
In the example above only the expected observed test statistic is shown, as at the
time of the study, the HH → bb̄bb̄ analysis was blinded7. Once the analysis is
unblinded the observed test statistic can be calculated simply by computing −2 ln Λ

in Equation 6.21 given the observed mHH distribution. If the expected and observed
95% confidence interval on κλ are found to be notably different, it may indicate that
the observed data does not follow the SM hypothesis or potential issues with the
background modelling, among other possible factors.
The final results presented in this chapter have not been produced with running toy
experiments as the asymptotic approximation (discussed next) was found to be
valid. However, toys were used to identify an issue with the definition of the
uncertainty on the reweighted HH signals in the statistical analysis.

7In collider physics the observed dataset is not used to optimise and validate the analysis strategyto avoid introducing any bias. Instead expected (Asimov) datasets are used.
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(a) Testing the κλ = −6.0 hypothesis.
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(b) Testing the κλ = 0.0 hypothesis.
Figure 6.16: The computation of the p-value, assuming the κλ = −6 hypothesis (H1)
in (a) and the κλ = 0 hypothesis (H2) in (b) given the expected dataset follows the SM
hypothesis. The turquoise histogram is the distribution of the test statistic f(Q|H1)

(f(Q|H2)), while the purple histogram is the distribution of the expected observed test
statistic f(Q|H0). It should be noted that for simplicity the the test statistic is denoted
by Q in both plots but in fact Q = −2 ln(Λ(κλ = −6)) in (a) and Q = −2 ln(Λ(κλ = 0)) in
(b). The expected observed test statistic is defined as the median of the sampled test
statistic and marked as the pink dashed line on the plots. The shaded turquoise area
is the p-value given the expected data generated assuming the SM case and testing
the alternative hypothesis. Each of the plotted distributions is generated by sampling
approximately 850 toy datasets (mHH distributions) from the PDF of the hypothesis
considered. The background estimation and the κλ signal model as defined in the ggF
channel of theHH → bb̄bb̄ analysis are used to define the PDF of a hypothesis. Only the
statistical uncertainties and dominant uncertainties on the background estimation
are accounted for. The same set of toy datasets is used to compute f(Q|H0) in (a) and
(b), while Q in f(Q|H0) is distinct.
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The Asymptotic Approximation

The computation of the test statistic by generating toys, demonstrated in Figure
6.16, is computationally expensive and time-consuming. In this thesis, the
asymptotic approximation can be used, which enables the analytic expression for
the test statistic to be determined. The approximation is based on results from Wilk
[177] and Wald [178], which show that in the limit of large statistics the test statistic
−2 ln Λ follows a non-central χ2 distribution with the number of free parameters
equal to the number of POIs. Another property that follows from the asymptotic
approximation is that given a region can be identified, where the probability to
make a measurement is less or equal to an arbitrary value α it is bound by a surface
of constant −2 ln Λ [172]. The latter is used to extract confidence regions on κ.

6.7.4 The −2 ln Λ Test
The coupling modifiers are measured through the unconditional maximum
likelihood fit, where κ are set as the POIs. Hence, the measured κ̂ given the
observables are the best estimators found to maximise the likelihood. All that is left
to do is determine the uncertainty on κ̂. It is the convention to refer to the
uncertainty as the coverage probability, which is extracted from the profile
likelihood ratio test statistic (−2 ln Λ(κ)) with κ as the POIs.
As the large number limit can be taken, κ are expected to follow a multivariant
Gaussian distribution, and −2 ln Λ(κ) a non-central χ2 distribution [171, 172]. Hence,
the coverage probability can be defined by a constant value of the test statistic

C(1− α) = −2 ln Λ(κ), (6.22)

where α is the probability to measure a value at least as extreme as κ [172, 175]. To
be exact the interval (a region in case of multiple POIs) bound by C(1− α) contains
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the true value of κ in (1− α)% of measurements performed. In the large sample
limit, this holds for non-Gaussian likelihoods and is a good approximation even for
finite samples given the coverage probability only weakly depends on the true
values of the POIs [172].
The confidence region with a 2σ coverage probability is determined by
C(1− α) = −2∆ lnL ≤ 4.0 and C(1− α) = −2∆ lnL ≤ 6.18 for one and two POIs
respectively [172]. The bounds of the confidence interval (region) are usually found
by brute force. Several values of the POI(s) are scanned to determine the shape of
the −2 ln Λ(κ) = C(1− α) by interpolation. This can result in asymmetric confidence
intervals (regions) around the best estimator(s). Figure 6.17 shows the expected
confidence region with a 2σ coverage probability that bounds the κλ−κ2V parameter
space as extracted from the HH → bb̄bb̄ ggF, VBF and combined ggF and VBF
channels. Each contour captures κ = (κλ, κ2V ) values that result in −2∆ lnL = 6.18.

6.7.5 CLs Technique
The CLs technique is widely used in HEP to establish the discovery of a new signal as
well as set an exclusion interval on the cross-sections of a process. For example, this
diHiggs analysis is used to set upper limits on the SM diHiggs signal strength.
Let’s first define the null hypothesis (H0) as the background prediction only case
assuming no SM HH production at all. Given some observables the confidence level
of H0 (CLb) is given as

CLb = Pb(Q ≤ Qobs) =

∫ Qobs

−∞
f(Q|H0)dQ, (6.23)

where Q is the test statistic, Qobs is the observed test statistic and f(Q|H0) is the
probability density function of the test statistic assuming H0.
The alternative hypothesis (H1) can then be defined as the background prediction
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Figure 6.17: The expected 2σ confidence regions deducted from the HH → bb̄bb̄ ggF
(turquoise), VBF (yellow), and combined ggF and VBF (dark pink) channels. The con-
tour represents the κ = (κλ, κ2V ) values of constant −2 ln Λ, where −2∆ lnL = 6.18 as
the bounded region has a 2σ coverage probability to capture the true (κλ, κ2V ) values.
The sensitivity to κ2V in the ggF channel comes from the VBF signal that leaks into
the region, whose contribution can be significant as κ2V varies (the κ2V = 0 signal is
expected to have a contribution of 23 events to the ggF signal region as evident from
Table 6.3). The 2σ confidence regions are derived from the expected Asimov dataset
and only the statistical and background uncertainties are considered.
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and SM HH production. Similarly, as for the H0 the confidence of H1 given the
observables (CLs+b) can be written as

CLs+b = Ps+b(Q ≤ Qobs) =

∫ Qobs

−∞
f(Q|H1)dQ, (6.24)

where f(Q|H1) is the probability density function of Q given H1.
Q is chosen to be a monotonically increasing function so that values of CLb close to
one mean that the observed data is not background-like and the alternative
hypothesis is favoured, while small values of CLs+b disfavour the alternative
hypothesis, indicating the data is more compatible with the null hypothesis [172].
In principle, CLs+b should be enough to either discover or exclude a new signal, yet
when the distributions of the test statistic for H0 and H1 are not well separated this
method can lead to a large false exclusion rate. This is the case in diHiggs searches,
as a small HH signal in comparison to a large background is expected. To avoid this
the CLs technique is introduced, which essentially re-normalises the CLs+b as

CLs =
CLs+b
CLb

=
pµ

1− pb
=
Ps+b(Q ≤ Qobs)

Pb(Q ≤ Qobs)
, (6.25)

where pµ is the p-value of H1 given a signal strength µ and pb is the p-value of the H0.
While this leads to more conservative limits, it mitigates the false exclusion rate and
prevents unphysical results from a downward fluctuation of the background in
those cases where there is only little sensitivity to the signal in the data.
The Q based on the likelihood ratio

qµ =


−2 ln

(
L(µ,

ˆ̂
θ)

L(µ̂,θ̂)

)
µ̂ ≤ µ,

0 µ̂ > µ,

(6.26)

is commonly used for setting upper limits and is utilised in this thesis [175].
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Equipped with the test statistic qµ and CLs as the hypothesis test, the upper limit on
the signal strength at 95% confidence level can be found by calculating the CLs for
several µ and subsequently using interpolation to the value of µ for which
CLs = 0.05[173]. It is the convention to report the upper limit given at 95%

confidence level, but one might as well choose a different value to reject the signal
strength. The CLs can also be obtained using toy experiments, however, as the
analysis is in the large sample limit the asymptotic formula can be used to
approximate the distribution of the qµ, see [175] for details.

6.7.6 Combining Measurements from Different Channels
The statistical combination of different channels is done by multiplying the
likelihood functions by each channel to be included. The combination can be viewed
as adding more bins to Equation 6.15 [172]. The resultant combined likelihood
function captures the observed data, and NPs from each analysis and can be used
to perform a simultaneous fit of all the channels. The only assumptions made for
the described procedure to be valid are that the channels entering the combination
need to be orthogonal or the number of shared events negligible and the POIs have
a common definition [179]. Special care must be taken in the treatment of NPs as
well, for example, correlations of the uncertainties that are common between the
analyses need to be considered [180].
The power of performing a combination is illustrated in Figure 6.17, which compares
the expected κλ − κ2V 2σ confidence regions extracted from fitting the ggF and VBF
channels independently and after their combination in the non-resonant HH → bb̄bb̄

analysis. The ggF-only channel (turquoise line) places stringent constraints on κλ,
while κ2V is only roughly bound compared to the VBF-only channel (yellow line). As
the ggF and VBF channels are orthogonal by design and POIs ( κλ and κ2V ) have the
same definition, the likelihood functions of the two channels are multiplied to
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construct the combined likelihood. Simultaneously fitting ggF and VBF channels
result in a more tightly constrained 2σ confidence regions (dark pink line) across the
κλ − κ2V parameter space as compared to the individual channels.

6.7.7 Asimov Data
Given a hypothesis, it is useful to know what are the confidence intervals of a
measurement. The expected confidence intervals can be calculated using expected
data, also referred to as the Asimov dataset. They are useful for optimising the
analysis by pushing for the highest possible expected significance that can be
reached and also serve as a cross-check for the unblinded measurements.
The Asimov dataset is constructed in such a way that the true parameters can be
correctly estimated by running a profiled likelihood fit [175]. Depending on the task
at hand it can take different definitions, which is the case here. The background-only
model is taken as the Asimov data for when cross-section limits are set within the
SM HH production. However, when finding the confidence intervals on κ, the
Asimov data is taken to be the background estimation with the SM signal on top.

6.8 Results
The analysis strategy is developed with the data in all signal regions (SR) blinded.
The results presented in this section are the final limits derived from the unblinded
dataset and have been published in [2].
A slight excess in the observed data as compared to the pre-fit background model is
found at low mHH in each ggF SR across all categories. However, when the
background-only hypothesis is fitted there is a good post-fit agreement between the
background estimation and the observed data, as seen in Figure 6.18, in the
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absence of any HH signal. It follows that the observed excess is largely covered by
the non-closure CR12 background estimation uncertainties
(CR12 shape {N/W/S/E} {year}) and partially by the 3b1f non-closure (NC 3b1f)
uncertainties, which is evident from the good post-fit agreement seen Figure 6.18
that results from pulling those systematic by about & 1σ. The excess is not
consistent with any of the non-resonant signals considered, as none of the HH
signals considered on top of the pre-fit background estimation alone can explain the
excess observed. Even when allowing the normalisation of the HH signal to freely
float in the fit the pull on the non-closure background systematics lessens only
slightly, which can be seen in the ranking plot, Figure 6.20 showing the forty NPs
with the biggest impact in the fit. In addition, the signal injection test disfavours the
presence of an actual signal in the data as well.
Given that the pull on the background systematics is of similar size independently of
the signal hypothesis considered and there being good post-fit agreement once the
systematics are accounted for, the slight excess is likely caused by a mis-modelling
of the turn-on peak around mHH ∼ 350 GeV in the background estimation. That the
modelling of the turn-on peak in the ggF categories, where the excess is observed,
comes with a large systematic uncertainty is evident from the CR12 non-closure
background estimation uncertainties shown in Figure 6.13. Each NP
(CR12 shape {N/W/S/E} {year}) captures a slightly different uncertainty of the
shape of the peak, which gives the fit enough freedom to correct the mis-modelling
of the background estimation. The VBF channel was evaluated to not have sufficient
statistics to accurately model the turn-on peak before unblinding and therefore only
mHH > 400 GeV is considered in the final fit. In the VBF SR categories, good pre-fit
and post-fit agreement between the observed data and background estimation is
observed. The post-fit mHH distribution in the |η| < 1.5 VBF category is shown in
Figure 6.19a and the |η| > 1.5 VBF category in Figure 6.19b. There is no significant
pull on any of the systematic uncertainties applied in the VBF channels, as is evident
from Figure 6.20. The ranking plot only shows the forty systematics with the highest
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impact, as derived from fitting the ggF and VBF channels with the HH signal strength
as the parameter of interest (POI). Appendix B shows the pulls and impacts of the
subdominant systematics.
The upper limits on the SM signal strength (µ = σmeasured

σSM
) are extracted for the ggF,

VBF, and ggF+VBF HH production with the CLs method using the asymptotic
formula. The VBF (ggF) signal is treated as a background process, when extracting
µggF (µV BF ), and is constrained in the fit only by the systematic uncertainties. The
expected signal strength of the ggF+VBF HH production is extracted by fixing the
relative strength between the ggF and VBF signals to the SM ratio. The observed
(expected) upper limit on the SM HH signals strength is µggF+V BF = 5.4(8.1) when all
systematic uncertainties are accounted for including the uncertainties on the SM
cross-section. The theoretical uncertainty on the cross-section and the systematics
on the background estimation have the largest impact on the final limit, as seen in
the ranking plot in Figure 6.20. The expected limit on µggF+V BF , when only the
statistical error on the 4b data and reweighted 2b data is included, it is 6.0. The
limits deteriorate by about 18% to µggF+V BF = 7.1 when accounting for all systematic
uncertainties on the background estimation. Additionally, including all systematic
uncertainties on the SM signals the sensitivity drops to µggF+V BF = 8.1 due to the
significant size of the theoretical uncertainties. The theoretical uncertainty on the
cross-section from the finite top mass assumption of the ggF production has the
largest impact on the final limit. The observed and expected upper limits on the ggF,
VBF, and ggF+VBF signal strengths are summarised in Figure 6.21, the VBF result is
scaled down by a factor of ten for easier visualisation.

6.8.1 κ− framework Interpretations
The κλ only interpretation is examined, which assumes that new physics in the
electroweak sector has a detectable impact on the Higgs self-coupling but not the
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Figure 6.18: The data and post-fit background estimation, with the background-only
hypothesis fitted, agree in all considered categories. Each year is considered to be a
separate category in the fit, but for visualisation purposes, all the years are combined
in the plots per kinematic category in |ηHH | and |XHH |. The plot is overlaid with the
scaled SM and κλ = 6 HH signals for greater clarity. The plots are published in [2].
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Figure 6.19: Good agreement between data and the post-fit background estimation is
observed in both VBF categories, the |ηHH | < 1.5 category shown in (a) and |ηHH | > 1.5

category in (b). The post-fit background estimation is shown for the profile likelihood
fit assuming the background-only hypothesis. The expected SM, κλ = 6, and κ2V = 0

HH signals are overlaid on the plot and scaled for better visualisation. The two plots
have been published in [2].

other SM couplings. The −2∆ ln(L) test statistic is used to extract the allowed ±2σ

confidence range on κλ, as shown in Figure 6.22a. The expected measurement
assumes the existence of SM HH production. The maximum likelihood fit is
performed on the combined ggF and VBF channels and has all couplings fixed to
their SM expectations except for κλ. The observed (expected) measurement of κλ
constrains it to the interval −3.5 < κλ < 11.3 (−5.4 < κλ < 11.4) with a ±2σ confidence
level. The best-fit value is moved away from unity to κλ = 6.2 (Figures 6.18 and 6.19
show the κλ = 6.0 signal against the post-fit background). The non-SM best-fit is
driven by the observed data in the ggF channels, which has a small excess at low
mHH about where the κλ = 6.2 signal peaks. The excess has been extensively
checked and found to be due to the mis-modelling of the turn-on in the peak in the
background estimation.
Similarly, the κ2V only interpretation is considered, where instead of κλ new physics
is expected to be manifested only through modifications of the HHVV vertex. As
deduced from Figure 6.22b the observed (expected) ±2σ confidence level interval is
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fb-1 fb-1

Figure 6.20: The pulls on the nuisance parameters (NPs) and impacts as extracted
from the fit with µggF+V BF , as the POI. To pre-fit impact (green or blue rectangle)
of a nuisance parameter (θ) is defined as the change in the POI when the system-
atic under question is fixed to θ ± σθ in the likelihood fit. Similarly, the post-fit im-
pact (blue or green shaded area) is computed, only that θ is fixed to θ̂ ± σ̂, where
the hat indicates the values that maximise the likelihood in the unconstrained fit.
The procedure is repeated for each nuisance parameter in the fit. The plot shown
is called a ranking plot as it shows the nuisance parameters ranked by the size of
their relative post-fit impact on the POI. The upper x-axis indicated the size of the
relative impact ∆µ

µ
, where µ = µggF+V BF and ∆µ is the change in µggF+V BF when

the NP examined is fixed in the fit. The lower x-axis shows the size of the pull on
an NP ( θ̂−θ0

∆θ
), θ̂ is the best-fit value taken by the NP, θ0 is the pre-fit value and ∆θ

is the uncertainty on θ0. The red line indicates the unconstraint (1σ) NP. Only the
40 highest-ranked nuisance parameters are shown. The NPs representing the non-
closure systematic estimated from the alternative background estimation are labelled
as alpha CR12 shape {quadrant} {channel} {year}. The alpha NC 3B1f ggF {year}
is the non-closure systematic derived in the 3b1f validation region. The NPs encoding
the systematic uncertainties in the jet reconstruction due to energy resolution, scale,
and pileup modelling to name a few have the prefix alpha JET {NP name}, while the
flavour tagging NPs have the prefix alpha FT {NP name} and alpha SF PRW is the
uncertainty in the pileup reweighting. The theoretical uncertainties have the prefix
alpha THEO {NP name} {signal}, for example, alpha THEO XS SCALEMTop ggf is un-
certainty in the ggF production cross-section, due to the scale choice and finite top
mass scheme.
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Figure 6.21: The upper limit on the signal strength of the SM VBF, ggF, and combined
ggF+VBF HH production is plotted. The limits on the VBF signal are scaled down by
a factor of 10 for better visualisation. The observed limits are shown as a circle. The
expected limits are shown as dashed lines and the 1σ (2σ) error bounds are plotted
as turquoise (yellow) bands.
κ2V −0.0 < κ2V < 2.1 (−0.1 < κ2V < 2.1) and the observed best-fit of κ2V is the SM
point. The confidence intervals are extracted from the combined ggF and VBF
channels, as the contribution from the VBF signal that leaks into the ggF channels
becomes significant at certain non-SM κ2V values and improves the sensitivity of the
measurements. A more general approach to set constraints on κλ and κ2V is to relax
the assumption that only one modifier is allowed to deviate from unity significantly.
Allowing both κλ and κ2V to float in the fit while keeping all other couplings fixed to
their SM values results in the ±1σ and ±2σ observed (expected) confidence contours
in the κλ − κ2V plane shown in Figure 6.23a (6.23b). The SM point is within the ±2σ

confidence contours but the best-fit takes a non-SM value in the fit to observed
data, due to the data excess at low mHH in the ggF channel. The constraints on κλ

and κ2V are slightly looser compared to the extracted values from the 1D −2∆ ln(L)

scans, which is expected due to similar signal yield and the shift in the non-SM
best-fit value of (κλ = 8.8, κ2V = 0.1). The κ HH signal that minimises the
log-likelihood in both, the 1D and 2D scans, is a BSM signal that peaks at low mHH

masses. The observed data prefers the non-SM κ best-fit value, as the increase of
expected events at low mHH mass slightly lessens the pulls on the NPs that
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Figure 6.22: The −2∆ ln(L) with κλ in (a) and κ2V in (b) as a POI are shown. The ex-
pected −2∆ ln(L) scans derived from an Asimov dataset (dashed line) assume the
existence of an SM HH signal. In the fit, the ggF and VBF channels are combined and
all κ but the POI are fixed to unity. The VBF HH signal is included in the ggF channels
and vice versa. The signal strengths are fixed to their theoretical predictions and can
be modified only through their systematic uncertainties. The observed (expected)
±2σ confidence levels are −3.5 < κλ < 11.3 (−5.4 < κλ < 11.4) and −0.0 < κ2V < 2.1

(−0.1 < κ2V < 2.1) as derived from the −2∆ ln(L) scans shown in (a) and (b) respec-
tively. The best-fit value in the κλ −2∆ ln(L) scan is shifted away from the SM to
κλ = 6.2, as the data distribution at low mHH has a slightly more prominent peak
than the pre-fit background estimation. The results have been published in [2].
represent the background uncertainties. Consequently, the penalty from the
constraint terms is reduced, which minimises the log of the likelihood.

6.8.2 Effective Field Theory Interpretations
The Higgs Effective Field Theory (HEFT) and Standard Model Effective Field Theory
(SMEFT) interpretations are considered as an alternative to the κ− framework based
measurements. The limits on the EFT coefficients and benchmarks are set by only
considering the ggF channels, as the theoretical EFT framework for the VBF HH
production has not yet been developed. In addition, the SM VBF HH signal in the ggF
categories has a negligible impact on the extracted limits and is therefore neglected
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Figure 6.23: The observed in (a) and expected in (b) ±1σ (solid line) and ±2σ (dashed
line) confidence contours in the κλ − κ2V parameter space as derived from the
−2∆ ln(L) scans are shown. The star indicates the SM point, while the best-fit (κλ, κ2V )
point in the observed data is shown as the cross. All other κ are fixed to their SM
values. The figure has been published in [2].

in the interpretations. Non-SM values of the EFT coefficients can affect the
branching fraction of H → bb̄. However, the effects are not accounted for as the
analysis has little sensitivity to the expected ∆Br(H → bb̄). All 95% confidence levels
are extracted by using the asymptotic formula and CLs technique described in
Section 6.7.5. The expected limits and corresponding error bands are extracted
from the background-only hypothesis.
Upper limits on the HH production cross-section for seven different HEFT
benchmarks (BM), which are representative of various possible shapes that the mHH

distribution can take, are shown in Figure 6.24. From comparing the theoretically
predicted and the observed upper limit of the HH production cross-section it can be
deduced that the BM3, BM5, and BM7 are excluded at more than 95% confidence
level. The discrepancy of about 1σ between the expected and observed upper limits
in some BMs is the result of the slight excess at low mHH . In addition, limits are set
on the allowed values of ctt̄HH and cggHH , which introduce non-SM like Feynman
diagrams, see Figure 2.5a and 2.5c, that contribute to the HH production. The
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allowed range of ctt̄HH (cggHH ) is determined by setting the upper limit on the
cross-section at 95% confidence level for several ctt̄HH (cggHH ) points. If at a given
ctt̄HH (cggHH ) value the observed upper cross-section limit is below the theoretically
predicted cross-section the point is excluded with more than 95% confidence level.
The results of the ctt̄HH and cggHH scans, where each but the examined coefficients
are set to their SM values, are shown in Figure 6.25. Using the strategy described
above it is observed that ctt̄HH ∈ [−0.36, 0.78] and cggHH ∈ [−0.55, 0.51], the values of
the coefficients outside the stated intervals are excluded at ≥ 95% confidence level.
The observed constraints on ctt̄HH and cggHH have to be taken with reservation as
the assumption that new physics would have an observable impact only on ctt̄HH or
cggHH does not hold for all BSM models.

102 103
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BM7

170 (230)
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360 (250)
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Figure 6.24: The upper limits set at a 95% confidence level on HEFT benchmarks and
the SM point, defined in Table 2.1. The hollow black circle represents the expected
limit and its corresponding 1σ (2σ) error bounds as the turquoise (yellow) band. The
observed upper limits are marked as a filled-in black circle. The pink crosses mark
the theoretically predicted cross-section for each BM. The plot is shown as published
in [2].

Finally, in the SMEFT framework constraints are placed on the five parameters to
which the HH production is sensitive. Figure 6.26 shows the upper exclusion
cross-section limits derived with a 95% confidence level on various cH , cHG, cH�, ctH ,
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Figure 6.25: The observed 95% confidence level upper exclusion limits on the ctt̄HH in
(a) and cggHH in (b) in the range [-1.2,1.2] is shown by the black line. The red line indi-
cates the theoretically predicted cross-section, if the observed limit is below the theo-
retical prediction the point is excluded with a confidence level of more than 95%. The
star indicates the SM point, which is zero for both coefficients considered. Expected
upper exclusion limits are shown as the dashed line with the 1σ (2σ) error bound in
turquoise (yellow). In each of the scans, only the considered coefficient is varied, while
all other HEFT coefficients are fixed at their SM value. From these, the extracted ob-
served (expected) upper exclusion limits are ctt̄HH ∈ [−0.36, 0.78] (ctt̄HH ∈ [−0.42, 0.75])
and cggHH ∈ [−0.55, 0.51] (cggHH ∈ [−0.48, 0.40]). The figures have been published in the
auxiliary material of [2].
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and ctG points. All but the scanned coefficients are fixed to their SM values. For
example, in the cH scan cHG, cH�, ctH , and ctG are fixed to zero while the different
signals are obtained by varying cH . As in the HEFT 1D scans, a cH point is excluded at
more than 95% confidence level if its upper cross-section limit is smaller than the
theoretically predicted value. The 95% confidence level intervals for both observed
and expected values of each scanned SMEFT parameter are extracted from Figure
6.26. The cHG parameter is tightly constrained to cHG ∈ [−0.067, 0.60], deviations
outside the interval are excluded with an above 95% confidence level. The tight
constraints are expected, as non-zero cHG values introduce the two additional BSM
Feynman diagrams shown in Figures 2.5b and 2.5c which significantly amplify the
HH production. However, it is unlikely that new physics at high energy modifies only
one of the SMEFT coefficients considered. Two-dimensional parameter scans are
performed of cH with respect to the remaining four SMEFT parameters. The allowed
contours in the 2D parameters space are shown in Figure 6.27. The cH − cx, where
x ∈ [HG, tG, tH,H�] contours are derived using the same method as for the 1D 95%
confidence intervals described above. All results, which allow the coefficients of size
±4π should be taken with a grain of salt, as the SMEFT interpretation can break
down. If one or more parameters are of the size ±4π, the power-cutting scheme
might not be valid and the missing higher-orders can contribute significantly.
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Figure 6.26: The 95% upper exclusion limits on cH in (a), cHG in (b), cH� in (c), ctH in (d),
and ctG in (e) are shown. The solid black line represents the observed limits, while the
pink line illustrates the theoretical cross-section corresponding to each considered
variation. The dashed black line shows the expected limits and the turquoise (yellow)
bands are the corresponding 1σ (2σ) error bounds. The SM point is located at zero.
The figures have been published in [2].
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Figure 6.27: The observed (expected) contours that bound the allowed two-
dimensional parameter space cH−cHG in (a), cH−ctG in (b), cH−ctH in (c), and cH−cH�in (d) at 95% confidence level are shown as a black solid (dashed) line. The 1σ (2σ)
error bounds on the expected contours are illustrated as turquoise (yellow) bands.
The SM point is within the allowed parameter space in all cases considered. The two-
dimensional contours have in published in [2].
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6.9 Conclusion

The search for non-resonant diHiggs production in the bb̄bb̄ final state is presented.
The upper limits on the ggF, VBF, and combined signal strength are computed. The
improvement as compared to the Run 2 analysis done with 36.1 fb−1 (126 fb−1) of
proton-proton collision data collected published in [181] ([182]) is more than 50%
(70%) on the ggF (VBF) signal strength limit. The gain in sensitivity is a result of the
larger luminosity (only in the ggF channels), and advancements in analysis strategies
including better b-tagging [2]. The observed (expected) upper limit on the HH
production computed by combining the ggF and VBF channels is 5.4 (8.1). As no
statistically significant excess has been found the analysis interprets the results
within the κ and EFT frameworks independently.
The extracted ±2σ confidence levels from the observed data are −3.5 < κλ < 11.3 on
κλ and −0.0 < κ2V < 2.1 on κ2V . In addition, a more general κ model is considered,
which extracts the two-dimensional ±1(2)σ bounds on κλ and κ2V . Three of the
seven HEFT benchmark models are excluded at more than 95% confidence level.
The allowed ranges for cttHH and cggHH is determined. The five parameters
considered within the SMEFT interpretation are cH , cHG, cH�, ctH , and ctG.
One-dimensional scans in addition to two-dimensional scans are performed, in the
later cH is varied in addition to one other coefficient. The results should be
interpreted with caution, as allowing two of the five SMEFT coefficients to deviate
from zero results in a significant loss of sensitivity. Constraints of the size ∼ 4π

might be outside the validity regime assumed in SMEFT.
The ultimate goal is to provide the most powerful and comprehensive set of
constraints on the Higgs self-coupling. To achieve this, the next step has been to
combine the non-resonant HH → bb̄bb̄ analysis with other diHiggs and single Higgs
channels. The combination provides the most stringent constraints on the Higgs
self-coupling up to date and is presented in Chapter 7. Future plans involve the
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combination of all the HH Run 2 analyses in the various final states considered and a
possible EFT combination with single Higgs channels.



Chapter 7
Combining single Higgs and diHiggs
Measurements
Measurements of the Higgs self-coupling are accessible directly through the diHiggs
(HH) and indirectly through single-Higgs (H) production modes, as described in
Sections 2.1 and 2.3. The combination of the diHiggs channels enables the
extraction of the most stringent upper limits on the SM diHiggs signal strength and
measurements of the Higgs self-coupling. However, to constrain the Higgs
self-coupling modifier (κλ) without making too many assumptions on the values of
other Higgs vertices, the combination of single-Higgs and diHiggs (H+HH) channels is
necessary.
This chapter describes the most up-to-date combination of H and HH channels
published by the ATLAS Collaboration in [3], which is the general reference for this
chapter. The input analysis and the datasets used are described in Section 7.1, while
the combination strategy is outlined in Section 7.2. Adjustments needed in the
HH → bb̄bb̄ channel are described in Section 7.3, while additional checks on the
difference in the Higgs mass definitions are in Section 7.4. The results of the H+HH
combination are presented in Section 7.5.
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Acknowledgements and Author’s Contributions
The author of this thesis made significant contributions to the preparation of the
HH → bb̄bb̄ channel, presented in Section 7.3. In addition, the author helped
performed minor checks on the diHiggs combination, one of which is presented in
Section 7.4. The internal documentation [183] states the other ATLAS authors who
contributed significantly to the combination.

7.1 Input Channels
The inputs to the HH combination are the three most sensitive final states,
HH → bb̄γγ [135], HH → bbτ−τ+ [133] and HH → bb̄bb̄ [2]. The analyses account for
the two leading production modes, the ggF and VBF channels, as the others are
negligible. The H combination consists of the H → γγ [184], H → τ−τ+ [185] and
H → ZZ∗ → 4l [186] decay channels, the H → bb̄ channel produced via the VH, VBF
and tt̄H modes [187, 188, 189] and the H → WW ∗ → eνµν [190] channel produced
via ggF and VBF modes. The input analyses use the full Run 2 proton-proton
collision dataset collected between 2015-2018 at √s = 13 TeV by the ATLAS
Experiment. The HH → bb̄bb̄ and H → bb̄ (VBF) channels use 126 fb−1 of integrated
luminosity due to the trigger requirements. All other analyses use 139 fb−1 of
integrated luminosity. The mass of the Higgs (mH ) is assumed to be 125.09 GeV [191]
in single Higgs inputs and the bb̄γγ diHiggs channel, while the diHiggs bb̄bb̄ and bb̄τ−τ+

final states set mH to 125.00 GeV.

7.2 Combination Strategy and Statistical Analysis
The single Higgs channels are sensitive to κλ via next-to-leading-order (NLO)
electroweak (EW) corrections that modify the kinematics and abundance of the final
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states. The impact of the NLO EW corrections is quantified via the model based on
the κ− framework and described in Section 2.3. In the model the differential
cross-section and branching fraction vary independently, provided the Higgs
couplings deviate from their SM expectation. The H and HH signals are
parametrised with respect to the model, where the simplified template
cross-sections (STXS) [192] are used in H channels.
The single Higgs (diHiggs) channels are combined by extracting the total likelihood
function by multiplying together the likelihood functions obtained in each analysis
(Ltotal =

∏
c∈channel Lc(κ,θ), Lc(κ,θ) defined in Equation 6.15). This simple

combination is possible as the event overlap between channels is negligible.
Similarly, the H+HH combination is assembled by joining the H and HH likelihoods.
The tt̄H category in the H → τ−τ+ channel is removed from the H combination as
there is a few percent overlap with the HH → bb̄τ−τ+ analysis. The systematic
uncertainties on the data-taking conditions are correlated between all the channels,
while the systematic uncertainties on physics objects are correlated only if the same
object definitions, working points, and calibration steps have been used [3].
Systematics that come from theoretical uncertainties in the signal or background
simulations are in principle correlated (per production modes in the case of the
signal). The theoretical uncertainty on the branching fraction is correlated across
the channels and production modes. The choice to treat systematics constrained by
the data fit as correlated or uncorrelated is made after testing both schemes and
choosing the more conservative one.
The upper limits on the HH production signal strength are set using the CLs
technique described in Section 6.7.5. The 95% confidence intervals on κλ

measurement are extracted from the log-likelihood ratio test with two times the
negative log-likelihood ratio (−2 ln Λ) as the test statistic as outlined in Section 6.7.3.
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7.3 Tweaking the HH → bb̄bb̄ Analysis
To be consistent with the single H analyses the HH channels have to account for the
NLO EW corrections, which are not taken into account by default due to their small
effect on κλ in HH searches. The NLO EW dependence of the diHiggs production in
the bb̄bb̄ final state is accounted for through modifying the branching fraction of the
Higgs decaying to bb̄ using Equation 2.11. The BR(H → bb̄) only depends on κλ

through the denominator in Equation 2.11, as Cb
1 ≈ 0. This leads to a maximum of

5% increase (decrease) in the BR(H → bb̄) in the allowed negative (positive) κλ range
as can be seen in Figure 2.8b, when only κλ is varied. The change in the κλ
log-likelihood scan, shown in Figure 7.1, is as expected. The 2σ confidence interval
has a stronger lower bound, while the upper bound on κλ becomes weaker in both
the expected and observed limits. The change is smaller than the granularity of the
scan (∆κλ < 0.2) and therefore can be neglected in the HH analyses.

(a) (b)
Figure 7.1: The observed (left) and expected (right) −2 ln Λ scans show the scenario
that accounts for the NLO EW corrections (red line) and the one that ignores the ef-
fects (blue line) in HH → bb̄bb̄. The POI is κλ, all other κm are fixed to unity.

Single Higgs precision measurements put tight constraints on several couplings
between the Higgs and SM particles, which enables the relaxation of some
assumptions in the H+HH combined fit. In addition to κλ one or more κm are floated,
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where m is the coupling of Higgs to the SM particle m (m ∈ t, V, τ, b). All HH channels
are directly sensitive to κλ, κt, κV and κ2V and only indirectly through BR(κλ, κm) to
κτ and κb. In the HH ggF production the dependence on κt is clear from Equation 6.3,
which is valid to all orders as no new ttH or HHH vertices are introduced through
additional loops [3]. The HH production depends on κV and κ2V at LO through the
VBF mode according to Equation 6.6. The sensitivity to κt and κV in the HH → bb̄bb̄

channel can be seen in Figure 7.2, which shows the −2 ln Λ scans to Asimov data.
NLO EW corrections have a larger impact on the κt and κV as compared to κλ when
the respective couplings are varied with all other modifiers fixed to unity. The κ2V

coupling is not varied as there is no parametrisation available in the single Higgs
channels and it is tightly constrained by κV .

(a) (b)
Figure 7.2: The change in the −2 ln Λ scan when the NLO EW corrections are (red line)
and are not (blue line) taken into account as a function of κt (left) and κV (right). All
other κm are fixed to unity.

It can be concluded that, while NLO EW corrections can be neglected in individual
HH analyses, such as the HH → bb̄bb̄ analysis presented in Chapter 6, they cannot be
ignored in the H+HH combination. This is because the H+HH combination allows
several κ modifiers, including κt and κV , to vary. As evident from Figure 7.2, NLO EW
corrections when κt or κV deviate from unity even slightly have a significant impact
on the HH channels. Therefore, for the sake of consistency in the H+HH
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combination, the HH channels should account for NLO EW corrections associated
with all κ modifiers that impact the HH signal.

7.4 Impact of Higgs Mass Assumptions
The single H and the HH bb̄γγ analyses included in the combination all assume
mH = 125.09 GeV, while the HH bbτ−τ+ and bb̄bb̄ channels assume mH = 125.00 GeV.
The impact of the different Higgs mass assumptions on the expected limits is
checked by scaling the cross-section and branching fraction of the bbτ−τ+ and bb̄bb̄

signals as well as single H background in the bbτ−τ+ channel1 by a scale factor (SF).
For example in the bb̄bb̄ channel the modification is
SF = (BR(mH=125.09)

BR(mH=125.00)
)2 × σggF (V BF )(mH=125.09)

σggF (V BF )(mH=125.00)
= 0.994(0.993), the values are obtained from

[170]. To account for the impact on the mHH shape the signal samples and weights
derived for the κ reweighting would need to be regenerated. As the process is
computationally expensive, time-consuming and the expected difference is small
this is not pursued. The impact of scaling mH to 125.09 GeV in the bb̄bb̄ and bbτ−τ+

HH channels have a maximum change on the lower 2σ constraint in the likelihood
scan of 1.2%, while the changes on the signal strength and the upper 2σ constraint
from the likelihood scan as well as the best-fit value are below 0.5%. The changes
coming from the different values of mH used are found to have a negligible impact
on the HH results and the bb̄bb̄ and bbτ−τ+ HH analyses can be used in the
combination without any further changes. In addition, to there being no sensitivity
to the yield difference also no effects on the reconstruction of physics objects are
expected as the mass resolution is worse than 90 MeV.

1The single Higgs background in the bb̄bb̄ channel is negligible.
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7.5 Results
The results of the single Higgs and diHiggs combination have been published in [3],
the highlights are summarised in this section.
In preparation for the final combination, the upper limits on the SM HH signal
strength are extracted from each channel entering the HH combination and the
combination itself. The HH ggF and HH VBF signals are normalised to their SM
prediction, which results in σHH ∼ 32.7 fb. The other production modes are not
considered, as their contribution is negligible. In the combination the HH signal
strength (µHH ) floated in the fit is common between the ggF and VBF signals and the
combined decay channels. The results are summarised in Figure 7.3, which shows
the upper limit on µHH in the individual channels and their combination. The
observed (expected) upper limit on µHH derived from the HH combination is 2.4
(2.9) times the SM HH signal strength. The H and HH channels are combined with
the goal to extract the allowed κλ range given different assumptions. The
considered models are;

• κλ only model in which κλ is the POI and other coupling modifiers are fixed to
their SM values.

• κλ generic model, where κt, κb, κV and κτ are free NPs in the fit in addition to
κλ.

• κλ − κt model, all coupling modifiers except for κλ and κt are fixed to unity.
The κλ only model is the simplest interpretation, as it assumes that new physics has
a detectable impact only on the trilinear Higgs self-coupling. The −2 ln Λ scans for
the observed and expected data when fitting the H, HH, and H+HH combinations
are shown in Figure 7.4. The observed (expected) 95% confidance interval is
−0.6 < κλ < 6.6 (−2.1 < κλ < 7.8) given the HH only combination, while the
combination of H+HH channels gives −0.4 < κλ < 6.3 (−1.9 < κλ < 7.5). Little is
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Figure 7.3: The diHiggs only combination includes the three diHiggs channels leading
in sensitivity, bb̄γγ, bb̄τ−τ+, and bb̄bb̄. The HH combination provides the latest 95% CL
upper limits on the SM signal strength published by the ATLAS Collaboration, shown in
the plot in addition to the upper limits in each channel. The extracted expected limits
and corresponding error bands assume no HH production and take the NP values
from the profiled fit to data. The results are published in [3].

gained by combing the single Higgs and diHiggs analyses, as κλ is dominantly
constrained by the HH searches. The power of including the single Higgs precision
measurements is that it is possible to measure κλ by loosening up the constraints
on other Higgs couplings. For example, HH measurements alone do not have
enough sensitivity to the ttH coupling for its modification (κt) to be a free parameter
in the fit with POI = κλ (see Figure 7.5). However, when considering both
constraints from single Higgs and diHiggs measurements it is possible to use the κλ
generic model, float several Higgs coupling modifiers at once, and still extract a
competitive confidence interval on κλ as compared to the more restrictive κλ only
model. In the κλ generic model the observed (expected) 95% confidance interval is
−1.3 < κλ < 6.1(−2.1 < κλ < 7.6), which differs from the κλ only model. The
difference in the confidence interval between the two models arises from the
correlations between the floated κ. The observed combined dataset prefers κt, κb,
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and κτ values below unity which shifts the best-fit values for κλ and consequently
the confidence intervals. It should be noted that the post-fit measurements of κt, κb,
and κτ are nevertheless consistent with unity within uncertainties.
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Figure 7.4: The −2 ln Λ test statistic with κλ as a POI is shown for the κλ only model
(black line) and the κλ generic model (green line). Besidies κλ the generic model allows
κt, κb, κV and κτ to float in the fit as well. The intersection of the test statistic with the
68% (95%) dashed lines sets the 68% (95%) confidence levels on κλ. The expected
data assumes the SM HH signal exists. The publication containing the results is [3].

In the κλ − κt model it is possible to put tight constraints on the two-dimensional
parameter space when combing H and HH measurements. Figure 7.5 shows the
68% and 95% confidence contours for the H (blue), HH (red), and H+HH (black)
combination. It can be seen that the HH combination only cannot constrain both
coupling modifiers. Yet, the H+HH combination shrinks the allowed κλ − κt

parameter space as compared to the H-only combination. Comparing the different
assumptions in the H+HH combined fit, it can be noted that the κλ − κt and κλ only
models set the same 95% confidence interval on κλ, as the best-fit value of kt is
approximately unity.
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Figure 7.5: The solid (dashed) lines show the 68% (95%) CL contours in the κλ−κt plane,
the other Higgs couplings are fixed to their SM value. The observed constraints are
shown in 7.5a, while the expected limits are shown in 7.5b and have been published
in [3]. In expected limits fit it is assumed the SM HH signal exists.
7.6 Conclusion
To tightly constrain the Higgs self-coupling while relaxing assumptions usually
placed on other Higgs couplings the combination of single Higgs and diHiggs
channels has been performed. Modifications of the HH → bb̄bb̄ diHiggs analysis to
take into account the dependence on κλ, κb, κV and κτ through electroweak
next-to-leading order corrections are described and the impact of different values
assumed for the Higgs mass between the channels is checked. The observed
(expected) 95% confidance level is measured to be −1.3 < κλ < 6.1 (−2.1 < κλ < 7.6)

in the generic κλ model. Hence, it can be concluded that without simplifying the
assumption there is enough sensitivity in the combined Higgs measurements to
constrain the nearly full coupling space. Additionally, upper bounds are set on the
diHiggs SM signal strength and extracted to be 2.4 (2.9) times the SM HH signal
strength in the HH combination.



Chapter 8
Calibrating the boosted X → bb̄ tagger
A signature in the detector targeted by several Run 2 BSM searches at the LHC is a
Higgs boson decaying at high pT to a bb̄ pair. An example when the boosted regime
becomes highly relevant is diHiggs production, as even tiny modifications of the
couplings involved in the process or resonantly decaying new particles can lead to a
heavier expected mass spectrum. A notable example is the modification of the
HHVV coupling in the diHiggs production through the VBF channel that can lead to
an enhancement in the number of Higgs bosons decaying at high pT . One of the
main challenges in such analyses is to efficiently identify the boosted bb̄ final state.
The convention in ATLAS is to reconstruct the whole decay within a single large-R jet
to which VR track jets are ghost associated. Initially, only VR subjets have been used
for b-tagging, with single taggers such as the DL1r (described in Section 5.4). A
large-R jet is double-b tagged, provided the two VR subjets leading in pT satisfy a
DL1r score requirement to be b-tagged. However, this proved to have a poor signal
efficiency and background rejection above approximately 500 GeV, as mainly low pT

jets have been used for optimising the low-level taggers and any information in the
large-R jet system is neglected.
To recover some efficiency lost while keeping the background rejection high, a
specialised tagger, The Boosted X → bb̄ Tagger, that aims to identify the boosted

160
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Higgs boson decaying into a pair of b-quarks has been developed by the ATLAS
Experiment [193]. The first section of the chapter briefly outlines the double-b
tagger and its performance. The second half of the chapter is dedicated to the
tagger’s calibration, focusing on deriving scale factors for the mis-tag rate of the
multijet background.

Acknowledgements and Author’s Contributions
The author of this thesis made significant contributions to the In-situ calibration of
the mis-tag rate of the multijet background. Only a fraction of the contributions are
presented in Section 8.2. The author’s contributions include the setup of the flavour
correction fit outlined in Section 8.2.4, introducing the secondary vertex invariant
mass in Section 8.2.3 and studying the impact of the flavour mapping on the
templates. The author’s helped to define the scale and parton shower uncertainties,
implemented the systematics into the fit and study their impact, parts are outlined in
Sections 8.2.6 and 8.2.7. Lastly, the author has studied the switch to the secondary
vertex invariant mass as the discriminant variable to be used to derive the scale
factors, which are shown in Section 8.2.7. The author also performed several other
studies not present in this thesis, which include studying the flavour correction fit in
bins of signed transverse impact parameter significance and validating the
calibration method by deriving the scale factors with the DL1r tagger among others.

8.1 The Tagger
The boosted X → bb̄ tagger is a feed-forward neural network (NN) that combines the
flavour information of up to three VR subjets with the kinematics of the large-R jet to
determine the origin of the latter. The main backgrounds to the H → bb̄ signal are
top and multijet events. Consequently, the NN is trained to classify the large-R jet as
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a signal, tt̄, or QCD jet. To be precise a signal (top) jet is defined as a large-R jet
passing a set of kinematic requirements, see Section 8.1.2, with one
ghost-associated Higgs (top quark), while a QCD jet is the large-R jet leading in pT

and passing the kinematic requirements from the multijet sample. The general
reference for this section is [193].

8.1.1 Data and Simulations
The signal, tt̄, and multijet samples used for training and validation of the NN are all
generated with the ATLAS A14 tune and NNPDF2.3 LO PDF set. For showering and
hadronisation, Pythia 8.186 is used. The signal events are simulated through the
decay of the Randall-Sundrum (RS) graviton [194] to a pair of Higgs bosons, of which
each decays into a bb̄ final state with MadGraph5 at leading order. The parton
shower and hadronisation are generated with Pythia 8.186 [195] with the ATLAS A14
tune [143] and the NNPDF2.3 LO PDF [142]. Graviton masses between 300 GeV and
6 TeV are generated. An event in the signal sample is used in the training only if a
Higgs boson can be matched to the reconstructed large-R jet. The Z ′ → tt̄

production, with Z’ invariant masses between 750 GeV and 5 TeV, is used to simulate
the top background. On the other hand, multijet samples are generated in different
pT regimes at the particle level to ensure sufficient statistics in the high pT range.
Pythia 8.186 with the ATLAS A14 tune and the NNPDF2.3 LO PDF is used to simulate
the background processes.

8.1.2 Object Definition and Event Selection
The large-R jet is reconstructed from topo-clusters and required to have 250 GeV

< pT < 3000 GeV and |η| < 2. The VR subjets are clustered from tracks passing a set
of criteria specified in [193] and need to consist of at least two tracks with
pT > 7 GeV and |η| < 2.5. Up to three VR jets ghost-associated with the large-R jet are
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considered for training the tagger. If more than three subjets are found, the ones
leading in pT are picked. Details on the reconstruction and calibration of the large-R
jet and VR subjets can be found in Section 5.3.
The probabilities for the VR subjet to be a b-, c-, and l-jet are extracted from the DL1r
algorithm. This flavour information in addition to the pT and η of the large-R jet is
used for training the X → bb̄ algorithm. To ensure no bias, the large-R jet pT and η

distributions must have the same shape in all samples, which is achieved through
downsampling. A detailed description of the NN’s architectures can be found in
[193].

8.1.3 Double-b Tagging Performance
The outputs of the NN are probabilities of the large-R jet to be a signal (Higgs) jet
(pHiggs), top jet (ptop), and QCD jet (pQCD). Inspired by the log-likelihood ratio used to
define the DL1r discriminant for single b-tagging, see Equation 5.7, the three
probabilities are combined to form the double-b tagging discriminant

DXbb = ln
pHiggs

ftopptop − (1− ftop)pQCD
, (8.1)

where ftop is the expected fraction of top events. The DXbb distribution for each of
the processes trained on is shown in Figure 8.1 and shows good discrimination. A
loose, medium, and tight working point (WP) are defined, which specify the DXbb

threshold for double-b tagging to achieve a predefined signal tagging efficiency. The
signal efficiency is calculated as the ratio of the number of double-b tagged Higgs
jets divided by all selected Higgs jets, given the above-described selection with an
additional requirement on the invariant Higgs mass to be between 75 GeV and
145 GeV [193]. For use in analyses ftop = 0.25 and working points at 50%, 60%, and
70% tagging efficiencies are defined, see Table 8.1.
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Figure 8.1: The distributions of DXbb with ftop = 0.25 for the Higgs, multijet, and top
jets. The multijet and Higgs jets are well separated by DXbb, while the Higgs and top
jets DXbb distributions overlap more. The graphic is taken from [193].

Working Point 50% 60% 70%
DXbb Threshold 3.13 2.55 1.92

Table 8.1: The working points and corresponding threshold values on the DXbb score
are defined at ftop = 0.25.

A quantitative representation of the relationship between the ability of the tagger to
reject the background while maintaining a high double-b tagging efficiency is shown
in Figure 8.2. The performance of the double-b tagging using DXbb compared to the
standard (single) taggers used during Run 2, MV2 and DL1r1 [123]. In the range of
the considered WPs the multijet rejection is similar for the boosted X → bb̄ tagger
and DL1r, while the top rejection improves with the DXbb tagger.

1Only the comparison with DL1r will be discussed in the text, as by the time of writing MV2 is obso-lete.
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Figure 8.2: The multijet rejection in (a) and top rejection in (b) are shown as functions
of the Higgs identification efficiency. All jets are required to have a pT > 500 GeV to
capture the performance in the boosted regime better. The figure is taken from [193].

8.2 Calibrating the mis-tag rate of the multijet
background

A calibration is needed to correct for the difference in the taggers’ performance on
data and MC by deriving scale factors (SF) in bins of large-R jet pT . The response of
the boosted X → bb̄ tagger on data is unknown, as the algorithm is trained solely on
MC simulations. The SFs for the signal efficiency are derived using Z(→ bb̄) + jets and
Z(→ bb̄)γ samples, while the SFs for the mis-tag rate of the two background
processes are derived from tt̄ and multijet samples independently. The preliminary
calibrations of the signal and tt̄ background are described in [4], while the rest of the
chapter focuses on the rather complicated calibration of the multijet background
(the event selection closely follows the one already presented in [4]).
The mis-tag rate of the QCD background is extracted from dijet MC samples
enriched in g → bb̄ splittings that are primarily misidentified as signal events. The
mis-tag efficiency, in data and MC, is
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εdata =
NBB,tag
data

NBB
data

(8.2) εMC =
NBB,tag
MC

NBB
MC

(8.3)

respectively. The notation N
BB,<tag/””>
<data/mc> is read as the number of true g → bb̄ events in

data/MC that are double b-tagged/before any tagging. The main challenge of the
calibration is to determine the number of true BB events in data. The problem
seems trivial at first, as the number of BB events pre-tag and post-tag is known in
MC. However, it turns out the flavour fractions are not correctly modelled by the
dijet simulation and a per flavour (flav) normalisation correction factor (NFflav) has
to be extracted from a fit to data. It follows that

NBB
data = NMC

BB ×NFBB, (8.4)
NBB,tag
data = Ndata,tag −

∑
flav∈non-BB flav.

N
MC,tag
flav ×NFflav. (8.5)

The SF then becomes

SF =
εdata
εMC

=
Ndata,tag −∑flav∈non-BB flav. NMC,tag

flav ×NFflav
N

MC,tag
BB ×NFBB

. (8.6)

8.2.1 Data and Monte Carlo Simulations
The full Run 2 dataset collected from proton-proton collisions by the ATLAS
Experiment at √s = 13 TeV in the years 2015-2018 is used, which results in the total
integrated luminosity 139 fb−1.
Pythia 8.235 with NNPDF2.3LO PDF set is used to generate dijet events which are
passed through the GEANT4 full ATLAS detector simulation. To enrich the sample in
g → bb̄ an additional sample is generated with a filter that requires a muon with
pT > 3 GeV and |η| < 2.8 at the event generation level. This sample is called the
muon-filtered sample, as it has a substantial number of semi-muonically decaying
B-hadrons from the g → bb̄ splitting. To allow the combination of the two samples
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HLT Trigger Offline Trigger Jet pT [GeV] Threshold
2015 2016 2017 2018

HLT j420 - - 463.5 454.5
HLT j380 - 436.0 - -
HLT j360 416.5 416.5 395.5 388.5
HLT j260 297.5 297.5 282.5 282.5
HLT j175 205.5 205.5 - -

Table 8.2: The triggers used per year and the corresponding offline trigger jet pTthresholds. The HLTj420 is unprescaled and every other trigger is prescaled.
and increase the MC statistics, events that have a truth muon meeting the
requirements placed by the filter in the non-filtered samples are removed on the
calibration level. To derive the systematics on the parton shower and hadronisation
model an alternative sample is produced with Herwig 7.1.6 at NLO.

8.2.2 Event Selection
The object definition and event selection closely follow the one used for training the
tagger, which is briefly outlined in section 8.1.2. The events are initially selected by
applying the logical OR on a set of small-R jet triggers, listed in Table 8.2. The table
also states the offline pT thresholds derived per year of data taking, which needs to
be passed by an offline calo small-R jet matched to the online trigger jet. This
additional requirement is in place to ensure the full efficiency of the fired triggers. All
but HLT j420 are prescaled, meaning that only every pth triggered event, where p is
the prescale, is recorded. Therefore the data needs to be weighted by the combined
effect of the prescaled triggers fired. The calibration-specific cuts are that the
large-R jet with 250 < pT < 1000 GeV, m > 50 GeV, and η > 2.0 have to be separated
from the trigger jet by at least ∆R > 1.5. Mimicking the training dataset, the large-R
jet is required to be ghost-associated to at least two VR track jets with pT > 7 GeV

and η < 2.5. The whole event is vetoed if overlapping VR jets are found. At least two
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tracks need to be associated with the VR jet, which have pT > 0.5 GeV, |d0| < 5.0 mm,
and |z0sinθ| < 3.0 mm. The additional tracking requirements are in place to mitigate
pile-up while keeping large IP tracks originating from B-hadron decays. The VR jets
are synonymous with subjets, and the two terms are used interchangeably.
To increase the fraction of b-jets in the simulated sample without biasing the output
of impact parameter based taggers a non-isolated muon with pT > 10 GeV, η < 2.4,
|d0| < 2.0 mm and |z0sinθ| < 2.0 mm passing the medium muon WP is required to be
matched to one of the subjets. The muon is matched to the VR jet, provided it is
within its radius. The VR jet with the associated muon is referred to as the muon-jet
(jµ), while among the remaining subjets, the one leading in pT is picked as the
non-muon jet (jnon−µ). If more than one VR jet has a muon matched to it, the leading
pT subjet is jµ and the sub-leading subjet is jnon−µ. A truth label based on cone truth
matching is given to the jµ, jnon−µ and if present the third subjet leading in pT (j3) in
MC as described in Section 5.4, which classifies the jet as a b-, c- or l-jet2.
It follows that there are 36 possible flavour compositions of the large-R jet. A flavour
merging scheme is applied to reduce the number of flavour categories to only five
(di-flavour) categories, as several of the flavour compositions have a contribution
smaller than 1%. Each simulated large-R jet is categorized as either a BB, BL, CC, CL,
or LL jet based on the number of b-, c-, and l- subjets in the large-R jet. For instance,
in the BB category, the event has a large-R jet with two or more b-subjets. Table 8.3
breaks down the flavour mapping scheme, and Table 8.4 shows the flavour
composition of the MC after applying the flavour merging. The MC simulation after
the event selection contains a sufficient fraction of the BB component, around 16%
inclusively, to perform the calibration.
The benefit of basing the flavour mapping on the number of b-, c-, and l-jets in the
large-R jet is the similarity of the DXbb distributions between the merged three
flavour compositions. The downside of the method is that as only jµ and jnon−µ are

2If one of the VR jets is a tau jet the event is discarded.
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Flavor Category Flavour Content

BB BBB,BBC,BBL,BBx,BCB,BLB,CBB,LBBBL BCC,BCL,BCx,CBC,CBL,CBx,CCB,BLC,BLL,BLx,LBC,LBL,LBx,CLB,LCB,LLBCC CCC,CCL,CCx,CLC,LCCCL CLL,CLx,LCL,LCx,LLCLL LLL,LLx
Table 8.3: The flavour mapping used for merging the flavour into the five categories
in the right column. The right column lists the flavour content of the large-R jet that
is merged into the same category. The three letters indicate the truth flavour of
(jµ, jnon−µ, j3), where j3 is the third jet, respectively. The absence of the third subjet is
indicated by x.

Flavor Category Flavor Fraction (%)
BB 16
BL 22
CC 11
CL 23
LL 28

Table 8.4: The flavour composition in the MC after applying the flavour merging.

used to correct the flavour composition, and there is degeneration in the flavour
purity of each of the jets considered. It follows that there is less discrimination
power between the flavour categories as compared to alternative flavour merging
schemes. Notably, the jnon−µ of the BL category contains about 15% b- and c- jets
while the remainder are l-jets. Similarly, the jnon−µ in the BB and CC categories is not
purely made of b-jets and c-jets respectively, the l-jet component is about 22%.
Figure 8.3 shows the DXbb distributions of the five flavour categories after the event
selection. The three vertical dotted lines indicate the double-b tagging cuts applied
for three WPs, events on the right of the line fall into the pass region (are double-b
tagged). It can be seen that the pass region is very pure in BB events, with a small
fraction of BL and CC events while barely any LL events pass the double b-tagging
requirement.



8.2 Calibrating the mis-tag rate of the multijet background 170

8 6 4 2 0 2 4 6
DXbb

0.0

0.1

0.2

0.3

0.4

0.5

No
rm

al
ise

d 
to

 U
ni

ty

Simulation
g bb Calibration

50
%

 W
P

60
%

 W
P

70
%

 W
P

LL
CL
CC
BL
BB

Figure 8.3: The DXbb distributions in dijet MC of the five flavour categories. The three
dotted vertical lines indicate the cuts applied when the 70%, 60% and 50% WP are
chosen for double-b tagging. The events on the right of the vertical line are said to be
double-b tagged at the 70%, 60% or 50% WP (depending on the cut considered).

8.2.3 Flavour Discriminating Variables

Signed Transverse Impact Parameter Significance
The signed transverse impact parameter significance of a track is defined as

sd0 = sj
d0

σd0

, (8.7)

where d0 is the transverse impact parameter relative to the primary vertex (PV), σd0

denotes its uncertainty, and sj is its sign. As depicted in Figure 8.4, tracks crossing
the jet axis behind the PV are assigned a value of sj = −1, whereas tracks crossing
the jet axis in front of the PV have sj = 1. B- and C-hadron decays are more likely to
have a positive sj , due to the hadrons carrying a large fraction of the jet’s pT and
their long lifetime [4, 196]. On the other hand, the sj of l-jets depends on the
resolution of the measured tracks, which leads to a more or less symmetric sd0

distribution. To mitigate the impact of long-lived light hadrons, such as Ks, that can



8.2 Calibrating the mis-tag rate of the multijet background 171
skew the l-jet sd0 distribution towards large positive values the calibration uses
mean sd0 (< sd0 >) constructed from three tracks leading in pT . Only tracks
ghost-associated with the jet are assigned sd0 .

Figure 8.4: The method for determining the sign of the transverse impact parameter,
denoted as sj , for tracks that are ghost-associated with a jet. If the angle between the
jet axis and the line connecting the closest approach point to the PV is less than 90◦,
then sj is positive. In the sketch, the blue track has sj > 0, while the yellow track has
sj < 0. The shown plane is perpendicular to the jet axis.

The different masses and consequently lifetimes of the hadrons lead to excellent
flavour discrimination power between b-, c- and l-jets. The < sd0 > templates for
each flavour category in jµ and jnon−µ can be seen in Figure 8.5. The flavour
discrimination power of < sd0 > is evident from the exponentially falling tails, which
can differ by orders of magnitude depending on the flavour category. Taking a
closer look at the muon jet the BB and BL templates are characteristic for b-jets, the
CC and CL templates for c-jets, and the LL template for l-jets. Thus, to distinguish
between the five large-R jet flavours categories the combined information from the
muon and non-muon jet is needed.
As pointed out before, the definition of the flavour categories diminishes the flavour
discrimination power, which is evident from the somewhat surprising behaviour in
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Figure 8.5: The templates of the simulated < sd0 > distributions for each flavour cat-
egory in the inclusive large-R jet pT bin.

the jnon−µ. Compared to the jµ BB template, the peak of the BB template in the jnon−µ
is more pointed, and the BL template has heavier tails than expected. The reason for
this is that the jnon−µ BB and BL templates do not exhibit the typical characteristics
of b- and l-jets purely, respectively, which can be explained by examining the flavour
mapping outlined in Table 8.3 more closely. The flavour categorisation of the large-R
jet is based on the total number of B and C subjets, which means that the subject
templates are not purely one flavour. In particular, the jnon−µ flavour categories
represent different compositions of b-, c-, and l-jets. For example, the muon-jet BB
category is very pure in b-jets as only the BLB composition with the second B in the
third subject has a non-negligible contribution. On the other hand, the BLB
component explains the less prominent peak and less hard positive tail in the jnon−µ.
Similarly, the shape of the BL template in jnon−µ can be understood by the LBx, LBL,
BCx, and BCL contributions. The distinction between CC and CL becomes especially
challenging, the jnon−µ CC templates include a non-negligible fraction of CLC events,
and the CL template includes LCL events, making the templates more similar. In
addition, the two templates are nearly identical in jµ.
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Secondary Vertex Mass
Another way to identify B-hadrons is through the mass of their decay products
coming from their secondary vertex (SV), whose reconstruction is outlined in Section
5.4. A higher track multiplicity and a heavier mass spectrum are expected from
b-jets, while l-jets primarily do not have a reconstructable SV3 or are mistakenly
associated with fake vertices. In case case no SV is found a negative value is
assigned to the jet. The c-jets are an in-between case, as the C-hadrons’ lifetime
varies. Its behaviour can be either l-jet or b-jet like. The SV invariant mass,
reconstructed and exploited by the low-level SV1 tagger, is calculated from all the
tracks associated with the found SV. Its flavour discrimination power has been used
for fit validation. However, more recently, it has also been tested as the fitted
variable in the flavour correction fit described in the next section. .
Figure 8.6 shows the SV mass flavour templates in the muon and non-muon jet after
the flavour merging. The BB, CC, and LL templates in both subjets agree well with
the expected properties for b-,c-, and l-jets respectively. Similarly, the CL template
agrees with the standard c-jet template in jµ, while being very alike to the l-jet
template in jnon−µ. On the other hand, the BL template has features not observed in
the standard b-, c- or l-jet templates. In jµ, the number of BL events peaks around
3 GeV and 6 GeV, contrary to the single peak observed in the characteristic b-jet
template. The increasing number of events at masses above 4.5 GeV is the result of
highly collimated g → bb̄ decays. The two b-jets fail to be reconstructed as resolved
VR subjets, so tracks from both B-hadron decays are matched to the same SV
resulting in a higher than expected SV mass. In jnon−µ, similarly, as in the
corresponding < sd0 > distribution, a heavier tail is observed than expected. The
significant enhancement in the tails might seem surprising, as the composition of

3The Single Secondary Vertex Finder (SVF) [126] applies a cleaning that removes track pairs orig-inating from light long-lived particles, photon conversion, and material interactions. Light long-livedparticles are vetted based on the reconstructed invariant mass of track pairs. Fake vertices originatingfrom material interactions are removed by comparing the radial position of the track pairs in compar-ison to the location of the pixel detector and beam pipe.
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Figure 8.6: The simulated templates of the SV mass distribution for each flavour cat-
egory in the inclusive large-R jet pT bin. The enhanced tail at masses above 3.5 GeV

in the muon jet, see the plot in (a), is observed only in the BL category. The source of
the enhancement is the reconstruction of g → bb̄ splittings as a single subject.
the BL template in jnon−µ is about 85% l-jets, 8% b-jets, and 7% c-jets. Although the
number of b-jets is small, their signature is prominent, as they make a significant
contribution to the high-mass region. It is clear from Figure 8.7 that the l-jets barely
contribute events above 3 GeV, while the b-jets have an enriched tail from the large
fraction of double-B VR jets. As is the case for the < sd0 > discriminant, combining
the information from the muon and non-muon jet breaks the degeneracy between
the flavour templates, and all five flavour categories can be distinguished.

8.2.4 Flavour Fraction Correction
The simulated flavour composition is corrected by extracting the flavour
normalisation factors (NF) for each flavour category from a binned profiled
likelihood fit, described in Section 6.7. The flavour templates are fitted to data in
four regions; the pass muon jet, the fail muon jet, the pass non-muon jet, and the
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Figure 8.7: A selection of templates that are merged into the non-muon jet BL tem-
plate. The second letter on each label indicates the truth flavour of the non-muon jet.
Only a few large-R jet flavour compositions that are merged into the BL category are
plotted for clarity.

fail non-muon jet region independently in a number of large-R jet pT bins. The pass
regions contain only events that are double-b tagged, while the fail regions contain
the events that fail the double-b tagging. This additional categorisation of events
enhances the flavour discrimination power of the templates, as the pass region is
very pure in BB events, and enables the direct extraction of the SF. The distributions
in the pass (fail) jµ and jnon−µ regions share the same events but as they are found to
be uncorrelated this is not an issue for the fit setup. Thus, the total likelihood is
obtained by multiplying the likelihood function of each region, see Equation 6.15.
The correlation of the pass and fail regions is taken care by applying the SF,

SF =
εdata
εMC

, (8.8)

in the pass regions and anti-SF,

anti− SF =
1− εdata
1− εMC

=
1− εMCSF

1− εMC

, (8.9)
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in the fail regions to the BB MC templates, where εdata (εMC) is defined in Equation
8.2 (8.3). It follows that the expected rate of events in bin k belonging to either the jµ
or jnon−µ pass region is

λpassk = SF ×NFBB × λBB
k +

∑
flav∈{BL,CC,CL,LL}

NF flav × λflavk , (8.10)

and in bin i in the fail region is

λfail
i = anti− SF ×NFBB × λBB

i +
∑

flav∈BL,CC,CL,LL
NF flav × λflav

i (8.11)
=

1− SF × εMC

1− εMC

×NFBB × λBB
i +

∑
flav∈BL,CC,CL,LL

NF flav × λflav
i . (8.12)

The rate per flavour category in a bin is λflavbin , where flav ∈ {BB,BL,CC,CL, LL}.
The index for the region and dependence on other nuisance parameters are omitted
for clarity, i.e. λfaili = λ

fail region R
i (θ) and λpassk = λ

pass region R
k (θ) where R ∈ {jnon−µ, jµ}.

It follows that the total likelihood function to be maximized is

L(Ψ,θ) =
∏

p∈{jpassµ ,jpassnon−µ}

∏
k∈bins

Po〉∫(np,k|λpassp,k (SF,θ)) (8.13)

×
∏

f∈{jfailµ ,jfailnon−µ}

∏
i∈bins

Po〉∫(nf,i|λfailf,i (SF,θ)) (8.14)

where the θ are the nuisance parameter (NPs) that can modify the expected rate
and include the NFflav. The constrained term is omitted for clarity. The NPs consist
of the systematic uncertainties (described in the next Section) and the per di-flavour
category NFs whose impact on the rate is shown in Equations 8.10 and 8.11. Varying
the NFs leads to changes in the shape of the total MC distribution, as changing the
contributions of the flavour templates can modify the shape of the total MC
distribution. The NF values that maximise the likelihood function in a profiled
likelihood fit give the MC shape that best agrees with the data. Assuming that there
is enough discrimination in the fitted region between the five di-flavour templates
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the post-fit flavour composition is unique and corresponds to the data. If the post-fit
NF is unity, the contribution of the simulated di-flavour category is correct and kept
to its pre-fit value.
The observed data used to correct the flavour fractions in the MC is weighted, due to
the use of prescaled triggers. Therefore, it is not guaranteed that the data is Poisson
distributed as assumed in the profiled likelihood fit. For Equation 8.13 to hold the
bin of each contribution is scaled by n

σ2
n

, where n is the number of data events in a
bin and σn the uncertainty on n [197]. Given that there are at least ten data events
per bin this scaling ensures that the uncertainty on the data per bin is √n.
MINUIT is used to minimise the negative log-likelihood of 8.13 in a profiled
maximum likelihood fit and the errors on the NPs are estimated by the MINOS
technique [198]. The NPs are correlated across regions and in general across flavour
categories. Each large-R jet bin is fitted independently with TRExFitter, which is built
on HistFactory [173].
SFs are extracted in independent large-R jet regions defined by the large-R jet pT
with the bin ages: 280 GeV, 310 GeV, 340 GeV, 380 GeV, 420 GeV, 460 GeV, 500 GeV,
550 GeV, 600 GeV, 750 GeV, 1000 GeV. Each of the pT bins below pT < 420 GeV are
populated by a single trigger.

8.2.5 Pre-fit Distributions
The agreement between the observed data and MC SV invariant mass distribution is
fairly reasonable in each region used by the calibration, as can be seen in Figures
8.8-8.11. Across the large-R jet pT bins a similar degree of mis-modeling is observed
in all pass jµ, fail jµ, and pass jnon−µ regions. The fail jnon−µ regions display a greater
degree of mis-modelling in large-R jet pT bins with pT below 600 GeV. The source of
the observed discrepancy in the tails of SV mass distributions is likely a pT
dependent mis-modelling of the number of g → bb̄ events reconstructed as a single
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VR jet in jnon−µ. As pT increases, the fraction of b-jets in jnon−µ in the BL category
increases while the number of l-jets decreases, resulting in an overall 5% change.
Upon revisiting Figure 8.7, it becomes evident that even these small changes can
have a significant impact on the number of events above 3 GeV as can be seen in
Figure 8.13. The change of large-R jet flavour composition is reflected as a less
prominent tail at lower pT in the BL non-muon jet template. The mis-modelling
increases as the same pT dependent behaviour is not observed in data, where the
shape of the distribution is similar across all large-R jet bins considered.
The pre-fit data-MC disagreement in < sd0 > is quite large as compared to the SV
mass, especially in the pass jnon−µ region shown in Figure 8.12. After several studies,
it has been determined that the mis-modelling of < sd0 > is predominantly the result
of a lack of calibration for σd0 rather than the incorrect flavour composition of the
MC.
The degree of < sd0 > mis-modelling renders it unsuitable for use in the calibration
process. As a result, SV mass is undergoing testing as an alternative and the
remainder of this chapter details the flavour correction fit utilising SV mass as the
discriminating variable. The data-MC plots in the other < sd0 > regions across the
large-R jet pT bins are shown in Appendix C.

8.2.6 Systematic Uncertainties
The systematic uncertainties that affect the flavour templates are described in this
section. The strategy of defining and applying the majority of the experimental
uncertainty on the luminosity, physics object reconstruction, parton shower, and
renormalisation scale is the same or similar to the one used in the non-resonant
HH → bb̄bb̄ analysis described in Section 6.6. To minimise the noise levels in the
templates the systematic uncertainties are smoothed with the ”353QH, twice”
algorithm described in [199]. Pruning removes the normalisation or shape of a
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(a) 280 GeV < pT (b) 280 < pT < 310 GeV (c) 310 < pT < 340 GeV (d) 340 < pT < 380 GeV

(e) 380 < pT < 420 GeV (f) 420 < pT < 460 GeV (g) 460 < pT < 500 GeV (h) 500 < pT < 550 GeV

(i) 550 < pT < 600 GeV (j) 600 < pT < 750 GeV (k) 750 < pT < 1000 GeV

Figure 8.8: The pre-fit SV mass distribution in the pass region of the muon jet in dif-
ferent large-R jet pT bins for the 50% WP.
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(a) 280 GeV < pT (b) 280 < pT < 310 GeV (c) 310 < pT < 340 GeV (d) 340 < pT < 380 GeV

(e) 380 < pT < 420 GeV (f) 420 < pT < 460 GeV (g) 460 < pT < 500 GeV (h) 500 < pT < 550 GeV

(i) 550 < pT < 600 GeV (j) 600 < pT < 750 GeV (k) 750 < pT < 1000 GeV

Figure 8.9: The pre-fit SV mass distribution in the fail region of the muon jet in different
large-R jet pT bins for the 50% WP.
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(a) 280 GeV < pT (b) 280 < pT < 310 GeV (c) 310 < pT < 340 GeV (d) 340 < pT < 380 GeV

(e) 380 < pT < 420 GeV (f) 420 < pT < 460 GeV (g) 460 < pT < 500 GeV (h) 500 < pT < 550 GeV

(i) 550 < pT < 600 GeV (j) 600 < pT < 750 GeV (k) 750 < pT < 1000 GeV

Figure 8.10: The pre-fit SV mass distribution in the non-muon jet pass region in dif-
ferent large-R jet pT bins for the 50% WP.
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(a) 280 GeV < pT (b) 280 < pT < 310 GeV (c) 310 < pT < 340 GeV (d) 340 < pT < 380 GeV

(e) 380 < pT < 420 GeV (f) 420 < pT < 460 GeV (g) 460 < pT < 500 GeV (h) 500 < pT < 550 GeV

(i) 550 < pT < 600 GeV (j) 600 < pT < 750 GeV (k) 750 < pT < 1000 GeV

Figure 8.11: The pre-fit SV mass distribution in the non-muon jet fail region in different
large-R jet pT bins for the 50% WP. Mis-modelling in the tail of the SV mass distribution
can be observed across the large-R jet pT bins.
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(a) 280 GeV < pT (b) 280 < pT < 310 GeV (c) 310 < pT < 340 GeV (d) 340 < pT < 380 GeV

(e) 380 < pT < 420 GeV (f) 420 < pT < 460 GeV (g) 460 < pT < 500 GeV (h) 500 < pT < 550 GeV

(i) 550 < pT < 600 GeV (j) 600 < pT < 750 GeV (k) 750 < pT < 1000 GeV

Figure 8.12: The < sd0 > distribution in the non-muon jet pass region in different
large-R jet pT bins for the 50% WP.



8.2 Calibrating the mis-tag rate of the multijet background 184

1− 0 1 2 3 4 5 6

Non-Muon jet SV mass [GeV]

4−10

3−10

2−10

1−10

1

N
or

m
al

is
ed

 to
 U

ni
ty

 < 280 GeV 
T

p

 < 420 GeV
T

380 GeV < p

 < 600 GeV
T

550 GeV < p

 < 1000 GeV
T

750 GeV < p

Simulation, BL Template

Figure 8.13: The large-R jet pT dependence of the BL template shape. Only a few pTbins are plotted for clarity.
systematic uncertainty per region if the variation is smaller than 0.5%.

Experimental Uncertainties
The physical objects used in the calibration are large-R jets, VR track jets, and
muons, which come with several NPs to capture the detector and reconstruction
uncertainties, as described in more detail in Chapter 5 and Section 6.6. The
calibrations that have defined the systematics of the object reconstruction used a
fairly inclusive phase space. Yet, it is possible that the boosted regime is not that
well captured by it leading to a underestimation of the systematic variations. The
uncertainties are subdominant and only a few NPs survive the pruning, which
removed the normalisation or shape smaller than 0.5%.
B- and C-hadron decays are not the only source of large sd0 and SV mass
measurements, which can result from photon conversion, long-lived light particles
or hadronic material interactions with the tracker as well. The simulated rate of each
of these processes comes with an uncertainty of ±σrate = 10%, as derived in the
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mis-tag rate calibration presented in the Run 1 paper on Performance of b-Jet

Identification in the ATLAS Experiment [200]. A systematic uncertainty on the template
shape is assigned per process, by increasing the weight of the event by ±σrate if the
event has a photon conversion, long-lived light particle, or hadronic interactions on
the truth level. After smoothing there is only little shape dependence and the
systematic variation is about 2-4%.

Theoretical Uncertainties
The two-point systematic uncertainty on the parton shower and hadronisation
model choice is defined as the shape difference between the distributions in the
flavour discrimination variable between Herwig and Pythia. The systematic is
de-correlated across flavour categories, as both the parton shower and
hadronisation have a direct impact on the formation of hadrons and the jet
kinematics. It is the largest source of uncertainty in the calibration. Figures 8.14 and
8.15 show an example of the variation that affects only the BB and BL template in
the fitted regions. The parton shower and hadronisation uncertainty is pruned in
the pass region of the non-B templates, while the uncertainty is significant in the
tails of the fail region distributions shown in Figure 8.16. After dropping the
normalisation and smoothing the templates the difference between the nominal
template and the template generated with Herwig is as large as 20%.
The uncertainty on the renormalisation scale and fragmentation scale (µ) used to
evaluate PDFs is evaluated by varying the final-state radiation (FSR) and initial-state
radiation (ISR) scales independently. For FSR the variations considered are
{µR = 0.625, µR = 2.} and for ISR {µR = 0.5, µR = 2.}, where factor µR is a
multiplicative correction to µ. For FSR µR = 0.625 is picked, as for µR = 0.5 the phase
space may be ill-defined. The variations can change both the shape and
normalisation of an observable and the up (down) systematic is defined by taking
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the difference between the nominal and varied flavour discrimination variable
distribution in each region fitted. However, only the shape difference is taken into
account as differences in the normalisation are captured by the NFs.
The lifetime and branching fractions of a B-hadron are dependent on its species.
Therefore, it is not surprising that the SV mass and sd0 distribution may vary for each
type of B-hadron. The fractions of the B-hadron species in the simulation differ from
those derived by the Heavy Flavour Averaging Group from Z decay measurements in
e+e− collisions [201]. The differences between the two are utilised as the ±σ
uncertainties to re-weight the simulation to match the B-hadron fractions with
theoretical predictions. The systematic error is expected to be small, with the most
significant difference of approximately 5%, as it is only applied to the BB and BL
category.

8.2.7 Results
The SV mass distributions in the pass muon-jet, the fail muon-jet, the pass
non-muon jet, and the fail non-muon jet regions are fitted to derive preliminary SFs
for the 50%, 60%, and 70% WPs in independent bins of large-R jet pT . However, the
fit fails to converge in large-R jet bins with pT < 380 GeV, so only the regions where
the fit converges are shown. Figure 8.17 shows the SFs for the 50%, 60%, and 70%
WP, while the side-to-side comparison of the SFs and NFs between the three WPs in
Figure 8.18 illustrates consistent behaviour between the WPs. A similar smooth
transition of SFs as a function of the large-R jet pT is observed for all three
considered WPs, which adds confidence in the results.
To understand the behaviour of the flavour correction fit the large-R jet bin with
600 < pT < 750 GeV is examined closely. The pre-fit and post-fit distributions in the
pass regions are shown in Figure 8.19, while the fail regions are shown in Figure
8.20. Good agreement between data and MC is found in the post-fit SV mass
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(a)

(b)

(c)

(d)
Figure 8.14: The parton shower and hadronisation uncertainty on the BB template be-
fore (dotted cross) and after smoothing (solid line) in the fitted SV mass distributions
at the 50% WP in the bin with large-R jet pT : 600 < pT < 750 GeV. The +1σ (−1σ) up
(down) variation is shown by the red (blue) solid line, with the normalisation removed.
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(a)

(b)

(c)

(d)
Figure 8.15: The parton shower and hadronisation uncertainty on the BL template be-
fore (dotted cross) and after smoothing (solid line) in the fitted SV mass distributions
at the 50% WP in the bin with large-R jet pT : 600 < pT < 750 GeV. The +1σ (−1σ) up
(down) variation is shown by the red (blue) solid line, with the normalisation removed.



8.2 Calibrating the mis-tag rate of the multijet background 189

(a)

(b)

(c)

(d)

(e)

(f)
Figure 8.16: The parton shower and hadronisation uncertainty on the CC, CL, and LL
templates before (dotted cross) and after smoothing (solid line) in the fitted SV mass
distributions at the 50% WP in the bin with large-R jet pT : 600 < pT < 750 GeV. The +1σ

(−1σ) up (down) variation is shown by the red (blue) solid line, with the normalisation
removed. The systematics in the pass regions are dropped by pruning.
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(a) 50% WP (b) 60% WP

(c) 70% WP

Figure 8.17: The Scale Factors derived in bins of large-R jet pT for the 50%, 60%, and
70% WPs. The flavour fractions are corrected by fitting SV mass flavour templates
in the fails and pass regions of the muon and non-muon jets. The hatched region
represents the total uncertainty on the derived SFs.

distributions. The fit behaviour is found to be mainly driven by the excess in the tail
of the fail jnon−µ distribution, as it is statistically more significant than the
mis-modelling in the pass regions. The tail of the fail jnon−µ SV mass distribution
consists nearly entirely of BB and BL events, the fraction of each is increased by a
factor of 1.05 post-fit in an attempt to improve the modelling. The good agreement
at low SV masses already observed in the pre-fit is maintained as while the
contribution of the heavy flavour increases the fraction of CL and LL components,
which barely contribute to high SV mass, decreases (the normalisation factors are
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(a) SF (b) NFBB

(c) NFBL (d) NFCC

(e) NFCL (f) NFLL
Figure 8.18: The comparison of the derived SFs and NF between the 50%, 60%, and
70% WP in bins of large-R jet pT . The hatched region represents the total uncertainty
on the derived SFs and NFs.
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below unity). The NPs associated with the FSR scale and parton shower systematic
uncertainties that capture the mis-modelling in the fail jnon−µ distribution are pulled
(& 0.5σ) and have a significant impact on the final SF as shown in Figure 8.21. To be
exact, the parton shower uncertainties on the CC, CL, and LL temples, shown in 8.16,
and the FSR scale uncertainty have a similar effect in the fail regions4. The parton
shower uncertainties on the CL template and the FSR scale uncertainty have a
significant pull, nearly 2σ, as it corrects the discrepancy in the tails of the fail regions.
The NPs on the CC and LL templates are pulled less or, in the CC case, not at all as
their contribution to the tails is much smaller. The BB and BL NPs representing the
parton shower uncertainties cover the discrepancy between the data and MC in the
fail regions but to a lesser extent in the pass regions where if pulled they can worsen
the mis-modelling, as evident from Figures 8.14 and 8.15. Therefore, there is a
compromise on how much the BB and BL NPs representing the parton shower
uncertainties are pulled. On the other hand, the large majority of the experimental
uncertainties are dropped or have either the normalisation or shape pruned. The
remaining difference in normalisation is taken care of by the SF, which is derived to
be 0.81± 0.03. This is expected as the MC overshoots the data in the pass regions in
the pre-fit and the difference increases post-fit as the BB and BL fractions are
increased to fix the mis-modelling in the fail jnon−µ SV mass distribution.
After closer inspection, it has been found that the post-fit MC and data discrepancy
in fitted regions does not improve or worsen in bins with large-R jet pT < 600 GeV.
The flavour correction fit is unreliable in the large-R jet pT < 600 GeV and the SFs
should be interpreted with caution. The poor post-fit agreement is likely the result
of the worse mis-modelling in the fail jnon−µ region, as can be seen in Figure 8.11,
which nearly entirely drives the behaviour of the fit. The result is an increase in the
NFBB , with decreasing large-R jet pT , see Figure 8.18b. However, this improves only
the MC-data agreement in the fail regions, while the pass regions have the same or

4No systematic is applied in the pass regions as the variation is found to be smaller than 0.5% forHerwig CC, Herwig CL,Herwig LL.
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worse MC-data agreement compared to the pre-fit distributions. The reason that
the mis-modelling in the fail regions determines the behaviour of the fit is the
significantly larger constraints from statistics compared to the pass regions. No
improvement in the post-fit MC-data agreement in the pass regions and the failure
of the fit to converge in some bins indicated that the flavour correction fit might be
missing some flexibility.
The parton shower and the variation of the FSR scale are the only substantive NPs
that can correct the discrepancy between data and MC and have a notable impact
on the SF, as deduced from the ranking plot in Figure 8.21. However, these NPs fail
to capture the pT dependent migration of double-B subjets between the jµ and
jnon−µ observed in the BL category but not in data. Thus, the mis-modelling of the
double-B subjet migration in the MC cannot be corrected by the fit, as the ratio of
the BL sub-components is constant when incorporated into a single template. An NP
that changes the fraction of double-B jets in BL templates by varying it within some
uncertainty is needed. The NP would introduce a small variation in the tail of the BL
templates. The systematic is well justified as the fraction of double-B hadrons
reconstructed within a single VR jet is known to come with a non-negligible
uncertainty in the MC.
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(a) Pre-fit in jµ pass region

(b) Pre-fit in jnon−µ pass region

(c) Post-fit in jµ pass region

(d) Post-fit in jnon−µ pass region
Figure 8.19: Pre- and post-fit SV mass distributions in the pass region at the 50 %
WP in the bin with large-R jet pT : 600 < pT < 750 GeV. The pre-fit distributions are
on the left-hand side, the muon jet in (a) and the non-muon jet in (b). The post-fit
distributions are on the right-hand side, the muon jet in (c) and the non-muon jet in
(d).
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(a) Pre-fit in jµ fail region

(b) Pre-fit in jnon−µ fail region

(c) Post-fit in jµ fail region

(d) Post-fit in jnon−µ fail region
Figure 8.20: Pre- and post-fit SV mass distributions in the fail region at the 50% WP in
the bin with large-R jet pT : 600 < pT < 750 GeV. The pre-fit distributions are on the left-
hand side, the muon jet in (a) and the non-muon jet in (b). The post-fit distributions
are on the right-hand side, the muon jet in (c) and the non-muon jet in (d).
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Figure 8.21: The ten highest-ranked nuisance parameters (NPs) found in the large-R
jet bin 600 < pT < 750 GeV at 50% WP. The pulls (scale on the bottom x-axis) and
the impacts on the SF (scale on the top x-axis) are shown. The normalisation factors
(NFflav) pre-fit value is one, while the other NPs have a pre-fit value of zero. The
constraints observed on the parton shower and hadronisation uncertainty on the BB
and BL templates (HERWIG BB, HERWIG BL) are expected from the Asimov fit. The
source of the constraints is the pass region data, as the pass region consists of BB and
to a lesser BL, while the non-B flavours contribute a negligible amount. Therefore,
nearly all of the data statistics are used to constrain the BB and BL parton shower
systematic uncertainty. As discussed in the text of this thesis some NPs, especially
the final state factorisation scale (fsr mRfac) and parton shower and hadronisation
uncertainty on the CL template (HERWIG CL), are pulled significantly as they correct
the mis-modelling in the tails of the fail regions.
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8.2.8 Conclusions

In summary, the calibration of the multijet mis-tag efficiency is presented and
preliminary scale factors are derived in bins of large-R jet pT , where pT > 380 GeV.
The scale factors are extracted from a simultaneous fit in four regions in bins of
secondary vertex invariant mass. The use of a flavour-sensitive variable in the fit and
the split of the event into regions that fail and pass the double-b tagging enables the
fit to correct for the mis-modelling of the flavour composition of the large-R jet in
MC and to also compute the scale factor. The flavour correction fit struggles in the
large-R jet pT with pT < 600 GeV and does not converge when pT < 380 GeV as the
mis-modelling in the fail non-muon jet region gets worse and there are no
appropriate NPs to cover the discrepancy. The source of the mis-modelling in the
MC is likely the incorrect fraction of g → bb̄ events reconstructed as a single subject.
The boosted X → bb̄ tagger is currently being retrained to be used as a benchmark
to which to compare new taggers developed for Run 3. Although the tagger will be
obsolete in ATLAS analysis based on Run 3 data thanks to the constant advances in
machine learning techniques, the new state-of-art tagger is likely to be
process-based as well. For instance, the current trend in flavour tagging in the LHC
community is towards the adoption of graph neural networks. These networks
enable the classification of jets by flavour, production process, and vertex origin of
the input tracks. An example of such an algorithm used in ATLAS can be found in
[202]. Therefore, the need for calibration of the mis-tag rate of the multijet
background will remain crucial. The presented in-situ calibration of mis-tagged
multijet background with dijet Monte Carlo samples enriched in g → bb̄ splittings
serves as a proof of concept and with further studies should make an important
contribution to any future calibration of the mis-tag rate of the multijet background.
Areas for further studies include the addition of extra systematic uncertainties (for
instance to cover the modelling of g → bb̄ reconstruction), robustness of the fit
model, correlations between entries in the muon and non-muon jet distributions
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and the impact of scale-factors for other flavour combinations. Advancements in
simulating multijet events and the increase in their rejection by the next-generation
taggers are expected to simplify the calibration task at hand.



Chapter 9
Summary
This thesis presents the search for non-resonant diHiggs in the bb̄bb̄ final state using
126 fb−1 of the Run 2 dataset collected in proton-proton collisions at √s = 13 TeV by
the ATLAS detector during Run 2 of the Large Hadron Collider. In addition, the
combination of the HH → bb̄bb̄ search with several diHiggs and single Higgs channels
that allows for a more general measurement of the Higgs self-coupling and is
discussed. Lastly, the thesis concludes with the process based in-situ calibration of
the mis-tag efficiency of the multijet background of the boosted X → bb̄ tagger.
The first five chapters lay out the theory, experimental apparatus, and
reconstruction techniques needed to carry out each of the analyses presented. The
Standard Model of Particle Physics (SM) and its shortcomings are presented in
Chapter 1, while the Higgs self-coupling and diHiggs production are discussed at
length in Chapter 2. Chapter 3 briefly described the Large Hadron Collider and the
ATLAS detector. The simulations that tie together the theoretical predictions and
experimental observation are outlined in Chapter 4. The reconstruction of physical
objects, such as jets, is outlined in Chapter 5.
The search for the non-resonant diHiggs production in the most abundant final
state, where each Higgs decays into a pair of bb̄ jets, is presented in Chapter 6.

199
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Proton-proton collision data collected at √s = 13 TeV by the ATLAS detector during
Run 2 of the Large Hadron Collider is used in the analysis. The search is split into
two orthogonal channels, each optimised for one of the two leading diHiggs
production modes: gluon-gluon fusion (ggF) and vector boson fusion (VBF). The ggF
and VBF channels are combined to extract the final results on the SM HH signal
strength and constraints on modifications of the trilinear Higgs self-coupling (κλ)
and HHVV coupling (κ2V ).
The CLs method is used to derive the observed (expected) upper limit on the SM HH
signal strength, which is found to be 5.4 (8.1) times the SM signal strength, where
only the ggF and VBF production modes are considered. The −2 ln ∆L test statistic is
used to measure κλ and κ2V . Figure 6.22a (6.22b) shows the observed and expected
−2 ln ∆L scans with κλ (κ2V ) as the parameter of interest and all other couplings
fixed to their expected SM values. The extracted observed (expected) ±2σ

confidence intervals are κλ ∈ [−3.5, 11.3] (κλ ∈ [−5.4, 11.4]) and κ2V ∈ [−0.0, 2.1]

(κ2V ∈ [−0.1, 2.1]). Furthermore, the combination of the independently optimised yet
orthogonal ggF and VBF production channels provides enough sensitivity to allow
both κλ and κ2V to vary in the binned likelihood fit performed to extract the −2 ln ∆L

test statistic. The observed (expected) ±1(2)σ confidence regions in the κλ − κ2V

plane as derived from −2 ln ∆L are presented in Figure 6.23. Compared to the first
round of Run 2 non-resonant analysis presented in [181] and [182], the legacy Run 2
non-resonant HH → bb̄bb̄ not only improves the upper limits on the diHiggs SM
signal strength by more than 50% but also puts more stringent constraints on κλ

and κ2V measurements. The introduction of the dedicated channels that target the
ggF and VBF signals independently unlocks the κλ − κ2V phase space. In other
words, a more generic κλ measurement can be performed where κ2V is constrained
by the observed data.
The Higgs Effective Field Theory (HEFT) and Standard Model Effective Field Theory
(SMEFT) are used to reinterpret the ggF only channel. The upper cross-section limits
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on various HEFT and SMEFT signals considered are derived with the CLs method.
Figure 6.24 shows the upper limits on the cross-section derived at 95% confidence
level of seven different HEFT benchmarks (BM) [41], which capture a range of
possible mHH distribution shapes. It is found that the BM3, BM5, and BM7 are
excluded at more than 95% confidence level. Additionally, upper limits on the
cross-sections are extracted for the ctt̄HH Wilson coefficient, shown in Figure 6.25a,
and the cggHH Wilson coefficient, shown in Figure 6.25b, in the range [-1.2,1.2].
Scanning several ctt̄HH (cggHH ) allows extraction of the 95% confidence intervals on
the Wilson coefficient by comparing the upper limits to the theoretically calculated
cross-section. Values of ctt̄HH outside the interval [−0.36, 0.78] are excluded at ≥ 95%

confidence level, while the corresponding interval for cggHH is [−0.55, 0.51].
Similarly, bounds are set on the SMEFT Wilson coefficients considered, cH , cHG, cH�,
ctH , and ctG, independently. The observed and expected upper limits on the
cross-section of the scanned coefficients are shown in Figure 6.25. The observed
95% confidence intervals are, cH ∈ [−22, 11.], cHG ∈ [−0.067, 0.060], cH� ∈ [−8.9, 14.5],
cHG ∈ [−8.9, 14.5], ctH ∈ [−10.7, 6.2] and ctG ∈ [−1.12, 1.15] extracted per Wilson
coefficients with all other coefficients fixed to their SM expectations (zero). A more
general setup is considered as well, where cH is varied in addition to one other
coefficient to extract the limits in the two-dimensional parameter space. Figure 6.27
shows the extracted confidence regions at 95% confidence level in the
two-dimensional parameter spaces. However, constraints on the Wilson coefficients
of the size ∼ 4π should be interpreted with caution as the validity of the SMEFT
framework is not guaranteed. It can be concluded that ggF HH → bb̄bb̄ search has
very limited sensitivity to Wilson coefficients in the SMEFT framework. The
interpretation is valuable as it sets up the analysis to be included in the global EFT fit
where several of the Wilson coefficients can be constrained by precision single Higgs
measurements.
The bb̄bb̄ final state is not the only diHiggs decay channel that the Run 2 dataset
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collected by the ATLAS Experiment is sensitive to. It is natural to combine all the
decay channels considered to extract the most stringent upper limits on the SM HH
production signal strength. To pin down the Higgs self-coupling a step further can
be taken by accounting for single Higgs electroweak precision measurements, that
are sensitive to anomalies in Higgs self-coupling through electroweak loop
corrections. The latest diHiggs, as well as single Higgs and diHiggs (H+HH)
combinations published by the ATLAS Collaboration, are described in Chapter 7. The
chapter emphasises the steps taken to harmonise the HH → bb̄bb̄ channel with the
other inputs to the combination. The intermediate step of the H+HH combination is
the combination of only the diHiggs channels. The HH → bb̄bb̄, HH → bb̄γγ and
HH → bb̄τ−τ+ decays channels are combined, resulting in an observed (expected)
upper limit on the HH SM signal strength to be 2.4 (2.9) times the SM prediction. The
upper limits on the SM HH signal strength extracted from the individual as well as
the combined diHiggs searches considered are shown in Figure 7.3. The significance
of adding the single Higgs channels to the combination is that, while their sensitivity
to the anomalous Higgs self-coupling is limited, they can place stringent constraints
on several other Higgs couplings. Thus, the −2ln∆L test statistic used to measure κλ
treats the Higgs couplings to the top, bottom, tau and vector bosons as free
parameters left to be constrained by the observed dataset. Figure 7.4 shows that
indeed in the H+HH combination only little sensitivity to κλ is lost when loosening
the assumptions on the other Higgs couplings besides κλ. To be precise, when no
assumptions are placed on the Higgs couplings to the top, bottom, tau and vector
bosons the observed (expected) 95% confidence levels are κλ ∈ [−1.3, 6.1]

(κλ ∈ [−2.1, 7.6]) in the H+HH combination. On the other hand, only varying κλ in
−2ln∆L leads to the observed (expected) 95% confidance interval κλ ∈ [−0.4, 6.3]

(κλ ∈ [−1.9, 7.5]).
All three diHiggs channels that enter the H+HH combination have at least one of the
Higgs bosons decaying to a bb̄ pair. The sensitivity of these searches would benefit
from improvements in b-tagging efficiency at high transverse momentum, as
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anomalous HHVV couplings enhance the number of produced Higgs bosons with a
large boost. Therefore, a specialized tagger, the boosted X → bb̄ tagger, has been
developed to target the Higgs decays to a pair of b quarks at high transverse
momentum. Chapter 8 described the boosted X → bb̄ tagger and the
processed-based in-situ calibration of the mis-tag of the multijet background. Figure
8.17 shows the preliminary scale factors to be applied to the simulation and derived
for the 50%, 60% and 70% working points. The correction of the flavour components
in the dijet simulation as well as the scale factors on the mis-tag rate are derived on
the fly from a binned likelihood fit in four regions of secondary vertex invariant
mass.
The measured constraints on the Higgs self-coupling, while consistent with the SM
scenario, still allow for a BSM Higgs sector. For instance, several values of κλ within
the measured 95% confidence interval allow the Higgs potential to undergo the
first-order phase transition needed for the electroweak baryogenesis to occur in the
early Universe [47]. Therefore, the investigation of the Higgs self-coupling that will
ultimately determine the shape of the Higgs potential must continue, as knowing it
will not only help to understand the origin of electroweak symmetry breaking but
alose the evolution of the Universe.

9.1 Outlook
To measure the Higgs self-coupling remains one of the main goals of current and
future particle colliders. The Run 2 searches for the diHiggs VBF production are
statistically limited, while the ggF production mode, especially the bb̄bb̄ final state,
suffered from a low trigger acceptance rate of the HH → bb̄bb̄ signal and a large
multijet irreducible background that is challenging to model.
In the already ongoing Run 3 of the LHC, the search for the diHiggs VBF production
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mode is expected to benefit from the increase in luminosity, which is likely to enable
searchers for the tt̄H production mode as well. The low acceptance of the
HH → bb̄bb̄ signal has already been tackled by the Run 3 trigger, as outlined in [203].
The use of triggers that identify multi-b-hadron signatures increases the acceptance
of the HH → bb̄bb̄ SM signal by more than 50%, especially at low mHH . Higher
efficiency in b-tagging in hand with a higher background rejection is also expected to
come from the switch to graph neural network based b-tagging algorithms [202].
Furthermore, advancements in process based tagging algorithms are likely to
reduce the now irreducible g → bb̄ background.
The next step will be the high luminosity phase of the LHC (HL-LHC) [204], which is
expected to start in 2029 and in its ten years of running deliver a total of 3000 fb−1

integrated luminosity at √s = 14 TeV. The latest HL-LHC projections, as published in
[205], predict the discovery significance of the SM diHiggs production of 3.4σ (4.9σ)
with (without) systematic uncertainties. Given a BSM Higgs-self coupling of κλ < 1.7

or κλ > 7.8 the discovery significance for the diHiggs signal is greater than 3σ at
HL-LHC. The projections are obtained by extrapolating and combining the three Run
2 diHiggs channels leading in sensitivity, HH → bb̄bb̄, HH → bb̄bγγ and HH → bb̄τ−τ+

searches. The projections are rather pessimistic and the obtainable discovery
significance at HL-LHC is likely much higher. The reason is that while the project
scales down the statistical uncertainties and the majority of the experimental and
theoretical uncertainties the data-driven uncertainties on the background
estimation techniques or spurious signal are fixed to their Run 2 values. For
instance, the uncertainty on the spurious signal in bb̄bγγ decay channel and the
uncertainty on the background estimation in bb̄bb̄ decay channel are assumed not to
or only partially decrease. However, this is highly unlikely as advancements in
analysis strategies are inevitable to come from lessons from the past or to be
diHiggs searches and the systematical uncertainty on the background estimation is
expected to shrink with more data collected. Especially in the bb̄bb̄ final state, it is
crucial to push for a better understanding of the irreducible multijet background
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and develop novel ways not only to reduce it but also model it with a high degree of
certainty. The Higgs self-coupling can be precisely measured at the percent level
only by combining the observations of the (possible) next-generation particle
colliders, the FCC-ee and its successor FCC-hh [206, 207, 208, 209]. The FCC-ee alone
is not enough to discover the SM diHiggs production, as at the planned
centre-of-mass energy the Higgs self-coupling is accessible only though NLO
electroweak corrections in the single Higgs production [208].



Appendix A
CR12 Non-Closure Uncertainty
The appendix shows the CR12 non-closure uncertainty, which definition is discussed
in Section 6.6.1, in the 2016 and 2018 ggF categories.

(a) (b) (c)

(d) (e) (f)

(g) (h)
Figure A.1: Non-closure systematics derived from the alternative background estima-
tion in SR quadrants in the ggF channel in the data taking the year 2016 and 2018.
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Appendix B
Ranking Plots
The pulls on the nuisance parameters (NPs) and impacts as extracted from the fit
with µggF+V BF , as the POI. The top forty pulls ranked by impact are shown in Figure
6.21 in Section 6.8.

(a) (b) (c)
Figure B.1: The pulls on the nuisance parameters and impacts on the fit to extract the
upper limit on µggF+V BF . The nuisance parameters ranked by impact from the 41st to
the 91st place are shown.
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Appendix C
< sd0 > Distribution
The appendix shows the pre-fit < sd0 > distributions in the pass muon jet (Figure
C.1), fail muon jet (Figure C.2) and fail non-muon jet (Figure C.3) regions in bins of
large-R jet pT .

208
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(a) 280 < pT GeV (b) 280 < pT < 310 GeV (c) 310 < pT < 340 GeV (d) 340 < pT < 380 GeV

(e) 380 < pT < 420 GeV (f) 420 < pT < 460 GeV (g) 460 < pT < 500 GeV (h) 500 < pT < 550 GeV

(i) 550 < pT < 600 GeV (j) 600 < pT < 750 GeV (k) 750 < pT < 1000 GeV

Figure C.1: The < sd0 > distribution in the pass region of the muon jet in in different
large-R jet pT bins for the 50% WP.



C < sd0 > Distribution 210

(a) 280 < pT GeV (b) 280 < pT < 310 GeV (c) 310 < pT < 340 GeV (d) 340 < pT < 380 GeV

(e) 380 < pT < 420 GeV (f) 420 < pT < 460 GeV (g) 460 < pT < 500 GeV (h) 500 < pT < 550 GeV

(i) 550 < pT < 600 GeV (j) 600 < pT < 750 GeV (k) 750 < pT < 1000 GeV

Figure C.2: The < sd0 > distribution in the fail region of the muon jet in in different
large-R jet pT bins for the 50% WP.
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(a) 280 < pT GeV (b) 280 < pT < 310 GeV (c) 310 < pT < 340 GeV (d) 340 < pT < 380 GeV

(e) 380 < pT < 420 GeV (f) 420 < pT < 460 GeV (g) 460 < pT < 500 GeV (h) 500 < pT < 550 GeV

(i) 550 < pT < 600 GeV (j) 600 < pT < 750 GeV (k) 750 < pT < 1000 GeV

Figure C.3: The < sd0 > distribution in the fail region of the non-muoj jet in different
large-R jet pT bins for the 50% WP.
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