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Abstract

University The University of Manchester

Candidate Alex Pearce

Degree Title Doctor of Philosophy

Thesis Title Measurements of charm production and CP violation with
the LHCb detector

Date October 2016

This thesis presents two measurements made using data collected by
the LHCb detector, operating at the Large Hadron Collider accelerator at
the CERN particle physics laboratory. The first is a measurement of the
production rates of promptly produced D0, D+, D+

s , and D∗+ open charm
mesons, using data collected in 2015 at a proton-proton centre-of-mass
energy of

√
s = 13 TeV. The second is a search for direct CP violation in

two three-body decays of the Λ+
c charm baryon, pK−K+ and pπ−π+, using

data collected in 2011 at
√
s = 7 TeV and in 2012 at

√
s = 8 TeV. For

each measurement, motivation and context are given from the standpoint
of improving the theoretical understanding of the Standard Model and
searching for signs of physics that cannot be explained by it, and then the
various statistical analysis techniques used to extract physical quantities
from the data are explained. The systematic limitations of the method are
explored and quantified, and then the results are presented.
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1 Overview

The Large Hadron Collider is a circular particle accelerator at CERN in
Geneva, Switzerland. It is 27 km in circumference and designed to accelerate
two oppositely-circulating beams of protons up to energies of 8 TeV. The
beams collide at four points around the ring, at each of which a particle
detector records the resulting showers of particles. Two of these detectors,
ATLAS and CMS, are designed to study a wide range of phenomena, includ-
ing searches for particles not seen before the Large Hadron Collider (LHC),
such as the Higgs boson, while ALICE is designed to study the quark-gluon
plasma, the primary state of matter that is believed to have existed in the
early universe. This thesis focuses on the LHCb detector, which is designed
to measure the properties of hadrons containing charm and beauty quarks,
the two heaviest quarks that can form bound states.

The observed imbalance of matter and antimatter in the universe cannot
be explained by established theoretical models, and the physics of heavy
flavour, interactions involving charm and beauty quarks, can provide some
insight into possible causes. The properties and decays of beauty hadrons
have been observed to be different between matter and antimatter [4–8],
and similar behaviour is expected in charm hadrons, albeit with a smaller
magnitude [9]. The high energy of the LHC beams produces large samples
of charm and beauty hadrons [10, 11], allowing for precise measurements to
be made of their properties.

This thesis will cover two different analyses. The first is a measurement of
the rate of production of mesons containing charm quarks, performed using
data taken at a proton-proton centre-of-mass energy of 13 TeV, presented
in Part II. The second analysis is a measurement of the relative rate of the

23



24 1. Overview

decays of charm and anti-charm baryons, presented in Part III. As both
analyses share similar foundations, a general introduction is given in Part I.
The Standard Model, the mathematical framework which is able to describe
most of what is known about fundamental particles and their interactions,
will be presented in Chapter 2. A description of the Large Hadron Collider
and its operation will be presented in Chapter 3, before a description of the
physics goals and design of the LHCb experiment.



2 The Standard Model

The Standard Model (SM) is a quantum field theory that describes the inter-
actions of three of the four fundamental forces of nature, electromagnetism,
the weak force, and the strong force, with a set of fundamental particles. The
SM makes many predictions, from the spectral lines of the hydrogen atom
to the rate of the B0

s → µ+µ− decay, and so far no experimental results have
provided conclusive proof that such predictions are, fundamentally, incorrect.
The absence of a description of the fourth fundamental force, gravity, the
non-zero masses of neutrinos, and several astronomical observations indicate
that, at the very least, the SM is not a complete description of the universe.
It does not describe the observed matter-antimatter asymmetry, nor can
it account for the apparent presence of dark matter. The purpose of the
LHC is to provide experiments with enough data to be able to find minute
deviations from the predictions of the SM, which could point to particular
extensions of theory. In this chapter, the forces and particles described by
the SM are summarised. Particular emphasis is given to the phenomenology
of the weak force, which the LHCb detector is optimised to study.

The SM is a powerful predictive model partly due to its use of symmetries,
which, through Noether’s theorem, give rise to conserved currents. For
example, the symmetry of physical laws to rotations in space and translations
in time leads to the conservation of total angular momentum and energy,
respectively. In a quantum field theory, each of these currents are quantised
in units of a quantum charge. Interactions with a field only occur if the
particles are charged under that field, such as the familiar electric charge
for the electromagnetic field, and all interactions conserve the total charge
of the system.

25



26 2. The Standard Model

Table 2.1: Properties of the fundamental particles of the Standard
Model [12]. The electric charge is given in units of the electron charge.

Particle Electric charge Spin Mass (GeV/c2)

u, c, t 2⁄3 1⁄2 2.2 × 10−3, 1.3, 173
d, s, b −1/3 1⁄2 4.7 × 10−3, 0.1, 4.2

e−, µ−, τ −1 1⁄2 0.5 × 10−3, 0.1, 1.8
νe, νµ, ντ 0 1⁄2 > 0

γ 0 1 0
g 0 1 0

W+ ±1 1 80.4
Z 0 1 91.2
H 0 0 125

Interactions with fields are mediated via the exchange of bosons, particles
with integer spin, such as the photon, the force carrier of the electromagnetic
field. Fermions are particles with half-integer spins; the quarks, leptons, and
neutrinos constitute the fundamental fermions. The known fundamental
particles of the SM, along with their measured electric charges and spins,
are shown in Table 2.1.

The strong force acts on particles with colour charge, quarks and gluons,
via the exchange of gluons. The fact that gluons are charged under the force
they mediate significantly complicates the theory of strong interactions. At
low energies, the self interaction leads to the phenomenon of confinement,
whereby free colour-charged objects cannot be observed, as the attractive
force between two colour-charged objects is approximately constant at large
separations, and so an infinite amount of energy is required to separate such
objects completely. Conversely, at higher energies, these particles become
asymptotically free, eventually forming a quark-gluon plasma. The energy
scale at which the transition between these two regimes occurs is denoted
ΛQCD.

Theoretical studies of the strong force use the framework of quantum
chromodynamics (QCD), which can either be used perturbatively, when the
energy scale of the process under consideration is much larger than ΛQCD,
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or non-perturbatively, when the opposite is true. It is feasible to make
predictions using perturbative QCD, although the computations become
more challenging as the order in the perturbative expansions increases.
Predictions requiring non-perturbative QCD are generally not possible to
perform analytically with today’s understanding, although lattice QCD can
offer an alternate means of computation for some problems. In most cases,
experimental input is necessary to constrain the theory. One such example
of a non-perturbative problem is the prediction of pp cross-sections at the
LHC, which will be discussed in more detail in Chapter 6.

Through confinement, the six quarks (u, d, c, s, t, and b) cannot be
observed as free states. The five lightest quarks bind together to form
hadrons, colourless states of two or more quarks bound together with a ‘sea’
of gluons. The top quark decays too quickly to form such states. When
quarks and gluons act as outgoing objects in interactions, the observed
final state is a shower of colourless particles, where the initial quark or
gluon ‘fragments’ into additional coloured objects. These eventually form
colourless bound states through the process of hadronisation.

Mesons are hadrons comprising a quark-anti-quark pair, and baryons
contain three quarks or three anti-quarks. More exotic states, such as tetra-
or penta-quarks, also exist [13–15], but have not been observed outside of
particle collider experiments. The behaviour of hadrons can be studied
with a particle detector to infer the behaviour of the quarks and gluons. In
particular, the LHCb detector is optimised to select and reconstruct the
decays of mesons and baryons containing c and b quarks, in order to probe
the nature of the weak force. These include the charm mesons D0 (cu)
and D+ (cd ), beauty mesons B0 (db) and B+ (ub), and the charm and
beauty baryons Λ+

c (udc) and Λ0
b (udb). The decays of these hadrons to

sets of comparatively long-lived particles, such as charged pions (ud ) and
kaons (us), protons (uud), and leptons, allow the properties of the heavy
flavour hadrons to be inferred through the interactions of the decay products
with the detector.1

The weak force interacts with particles with a left-handed chirality
1Throughout this thesis, charge conjugation is implied unless stated otherwise.
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and with a non-zero weak isospin T3. The chirality can be considered as
a Lorentz-invariant version of the helicity (the projection of a particle’s
spin vector along its momentum vector), and as such encodes the intrinsic
‘handedness’ of a particle. The symmetry under the parity transformation
P , which changes the sign of the spatial coordinates, is maximally violated
by the weak force only coupling to particles with a left-handed chirality.
The discovery of P violation [16] was soon followed by the discovery of CP
violation [17], the breaking of the symmetry of the CP transformation which
simultaneously changes the handedness of particles (P ) and transforms
particles into their anti-particles. (C).

The weak force is particularly interesting to study because it is the only
force to have been observed to break the P and CP symmetries. In addition,
at high energies the weak field unifies with the electromagnetic field to form
the electroweak field. Prior to the process of electroweak symmetry breaking,
where the two component fields become physically distinguishable, the
electroweak field has four massless degrees of freedom. After the symmetry
is broken, two degrees of freedom are observed experimentally as the massive
W+ and W− bosons, whereas the other two degrees of freedom, W 0 and
B0, mix to form the observed massive Z boson and the massless photon.
The ‘spontaneous’ breaking of the electroweak unification at low energies is
caused by the so-called Higgs mechanism, wherein an additional field, the
Higgs field, contributes four additional degrees of freedom to the theory.
Three degrees of freedom of the Higgs field mix with three degrees of freedom
of the electroweak field to give masses to the W± and Z bosons, whilst
the fourth degree of freedom can be interpreted a new boson H , the Higgs
particle.

The study of the Higgs particle has only become possible with the LHC,
at which the Higgs boson was discovered by the ATLAS and CMS collabor-
ations [18, 19]. Studies continue to measure the properties of the Higgs [20],
to see whether it behaves in a way predicted by the SM. Deviations in the
behaviour of this particle can indicate the presence of particles not predicted
by the SM, observations of which would be considered a major breakthrough
in high energy physics. Observations of large CP -violating effects would be
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of similar interest, but can relate to different phenomena.

2.1 CP violation

As the measurement of CP violation in charm and beauty hadron decays is
a cornerstone of the LHCb physics programme, and indeed of Part III of
this thesis, its mechanism will be describe here in more detail.

The weak interaction eigenstates (d ′, s′, b′) are different to the quark
mass eigenstates (d, s, b). The weak eigenstates are a superposition of the
mass eigenstates, the linear coefficients of which are given by the Cabibbo-
Kobayashi-Maskawa (CKM) matrix

d ′

s′

b′

 = VCKM


d
s
b

 =


Vud Vus Vub

Vcd Vcs Vcb

Vtd Vts Vtb




d
s
b

 , (2.1)

where Vij is the coupling of the i to j transition, e.g. |Vud |2 is the relative
probability of the transition d → u. The values of the CKM matrix elements
are not predicted by the SM and so must be determined experimentally.
There are several methods for determining the coupling constants, depending
on the quarks involved, but each generally involves the measurement of one
or more decay rates involving a particular quark transition, and require
some theoretical input to disentangle the contributions from the strong and
weak forces. One example measurement is that of β decay, used as input to
compute Vud . Given that the up and down quarks are the most abundant,
Vud is particularly well known, with a fractional uncertainty of the order of
10−5. The element Vub is the least well known, with a fractional uncertainty
around 2 %, measured using the decays of beauty hadrons [21].

By exploiting the predicated unitarity of the CKM matrix, it can be
represented using only three mixing angles and a complex phase δ

VCKM =


c12c13 s12c13 s13e

−iδ

−s12c23 − c12s23s13e
−iδ c12c23 − s12s23s13e

−iδ s23c13

s12c23 − c12c23s13e
−iδ −c12s23 − s12c23s13e

−iδ c23c13

 ,

(2.2)
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where sij = sin θij and cij = cos θij. In alternative formulations [22], the
three angles are parameterised as α, β, and γ and can be visualised as a
triangle on the complex plane, as shown in Figure 2.2. One of the key
measurements of LHCb is that of the angle γ, which is the least well-
measured of the three angles, with the precision on the world average around
9 % [23]. This is to be compared with the ultimate precision that could
be obtained, given the finite uncertainty on some of the theoretical inputs
required to translate the measurements into estimates of the CKM elements,
estimated to be up to 4°, depending on the assumptions [24, 25].

The closure of the (α, β, γ) triangle is equivalent to the prediction of the
unitarity of the CKM matrix, and hence measuring a value of γ which does
not form a triangle would be a sign of physics beyond the SM. The current
world averages of the various measurements are presented in the complex
plane in Figure 2.2, where some of experimental inputs and their associated
uncertainties are shown as bands. The LHCb experiment has performed
measurements of most of the inputs shown, with the exception of εK which
is related to neutral kaon oscillations.

It is the phase in the CKM matrix that permits CP violation. Consider
a decay P → f and the CP conjugate process P̄ → f̄ . The corresponding
decay amplitudes Mf and M̄f̄ can have some phase φ, and the CKM
mechanism can add an additional phase θ which changes sign under CP ,
giving

Mf = |a|ei(φ+θ), M̄f̄ = |a|ei(φ−θ), (2.3)

where |a| is the magnitude of matrix element. The observable rates of these
processes, |Mf |2 and |M̄f̄ |2, are equal, and so the decay is symmetric under
CP . However, for a process that can proceed via two channels, for example,
such as in Figure 2.1, the total matrix elements are Mf = Mf ,1 + Mf ,2

and M̄f̄ = M̄f̄ ,1 + M̄f̄ ,2 with

Mf ,1 = |a1|ei(φ1+θ1), Mf ,2 = |a2|ei(φ2+θ2),

M̄f̄ ,1 = |a1|ei(φ1−θ1), M̄f̄ ,2 = |a2|ei(φ2−θ2).

It then follows that

|Mf |2 − |M̄f̄ |2 = −4|M1||M2| sin(φ1 − φ2) sin(θ1 − θ2).
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Figure 2.1: Two possible Feynman diagrams for the decay B0 → K+π−.

This is non-zero, provided that θ1 6= θ2 and φ1 6= φ2, and hence introduces a
possible CP asymmetry. It is then the interference between channels that
permits CP symmetry breaking in weak interactions.

The breaking of the CP symmetry was first observed in kaon decays in
1964 [17], and in 2001 CP violation was first observed in beauty decays [4,5].
Observing CP violation in charm decays would provide a more complete
picture of what is possible in the SM, but it will not solve the problem
of the observed baryon asymmetry in the universe, which the SM cannot
account for. In the LHC era, it is hoped that signs of physics beyond the
Standard Model will point to specific, new theories, that themselves may
have explanations for this great mystery.
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3 The Large Hadron Collider

As high-energy particle physics has progressed over the last century, the
meaning of ‘high energy’ has continuously evolved. Today, high energy refers
to the Large Hadron Collider [26], a circular collider which began operating
at a proton-proton centre of mass energy of

√
s = 7 TeV in 2010, and in

2015 reached
√
s = 13 TeV. This section will describe the machine, the

experiments which it services, and the changes in operation throughout its
lifetime so far.

In order to produce collisions, bunches of 1.2 × 1011 protons are obtained
through the ionisation of hydrogen gas, and are then accelerated through
a chain of progressively larger, more powerful accelerators before being
injected into the LHC. During nominal operation, a single LHC ‘fill’ consists
of injecting 2808 bunches into the machine, each of which is about 10 cm
long, separated from the surrounding bunches by about 7 m, completing a
full revolution of the ring at a rate of 11.246 kHz.

The beams are steered around the ring by superconducting dipole mag-
nets, cooled to 1.9 K, and are focused by quadrupole and other, higher-order,
magnets. The beams are made to collide at four interaction points (IPs),
before which they are focused further, from the usual circulating bunch
diameter of 0.2 mm to a width on the order of microns, such that they can
collide.

For a collision experiment, the rate N at which a particular process
occurs per second is given by

N = Lσ, (3.1)

where L is the instantaneous luminosity of the accelerator and σ is the
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cross-section of the process. At
√
s = 13 TeV, the visible proton-proton

interaction cross-section is around σvis. = 70 mb [27, 28]. Given that this
number is fixed by the beam energy and colliding particle type, the LHC is
designed to maximise the luminosity L, which can be expressed as

L = N2
pNbνrev.γ

4πεβ∗ F , (3.2)

where Np is the number of particles per bunch; Nb is the number of bunches
per beam; νrev. is the bunch revolution frequency; γ is the Lorentz factor;
ε is the beam emittance during circulation, a measure of the beam size
transverse to the beam direction; β∗ is a measure of the transverse beam size
at a particular IP; and F accounts for non-zero crossing angles between the
two beams at an IP. Depending on the experiment, the β∗ parameter can be
tuned to provide a specific average number ν of collisions per bunch crossing.
The design luminosity at the ATLAS and CMS IPs is 1 × 1034 cm−2 s−1,
which results in a rate of visible proton-proton interactions of 700 MHz.

Running periods

The LHC first began running in 2010 at a proton-proton centre-of-mass
energy of

√
s = 7 TeV, and this continued until the end of 2011. In 2012,

the centre-of-mass energy was increased to
√
s = 8 TeV, before the machine

was shut down at the end of 2012. This marked the end of Run 1 and
the beginning of long shutdown 1 (LS1), during which the accelerator was
upgraded in order to prepare the machine for running at

√
s = 13 TeV.

This new phase of operation, Run 2, began in mid-2015, and is expected to
continue until the end of 2018.



4 The LHCb experiment

The LHCb detector [29, 30] is situated at point 8 of the LHC. The general
goal of the experiment is to explore the area of heavy flavour physics, that is
the interactions of charm and beauty quarks and the hadrons that contain
them. In particular, LHCb aims to make, and already has made some
of, the most precise measurements of heavy flavour properties to date, as
well as to discover decays and particles that were not observed by previous
experiments. Heavy flavour has a rich phenomenology: neutral particles can
oscillate between their matter and antimatter states, such as B0

(s) ↔ B0
(s)

and D0 ↔ D̄0 [31, 32]; bound states of four or five quarks can form [14, 15];
they exhibit distinct matter-antimatter asymmetries [4–8]; and their rare
decays can be precisely predicted by the SM [33, 34], as such being very
sensitive to contributions from new theories. With this, the LHCb detector
must be flexible enough to accommodate a wide physics programme, yet
powerful enough to discriminate against the large backgrounds characteristic
of a pp collision environment. This chapter will link the properties of heavy
flavour decays with the requirements imposed on the detector.

At the LHC, heavy flavour quarks are primarily produced through gluon-
gluon fusion, illustrated in Figure 4.1a. With this mechanism, bb and cc
pairs are predominantly produced in the forward region, at low values of
θ, as shown in Figure 4.1b, where the polar angle θ is defined as the angle
made with the beamline. To exploit this, the LHCb detector is instrumented
in the pseudorapidity region 2 < η < 5, where

η = − ln tan θ2. (4.1)

Particles produced in this region are highly boosted in the laboratory frame,
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and so heavy flavour hadrons can fly several millimetres before decaying,
given that their lifetimes are of the order of 0.1–1 ps [12]. With a sufficiently
sensitive detector, their decay vertices can be spatially distinguished from the
primary proton-proton interaction vertices, providing a powerful discriminant
between signal and background. Good secondary vertex resolution also allows
for good decay time resolution, which is necessary for measuring the fast
oscillations of B0

(s) and D0 mesons, and for measuring any possible decay
time asymmetries. In addition, the large displacement of the decay vertices
with respect to the primary vertex (PV) causes the particles produced
at the secondary vertex to have a high impact parameter (IP), defined
in Figure 4.2 as the smallest distance from the particle trajectory to the
PV. A sufficient experimental resolution on the IP allows for additional
discrimination between random tracks in the event and those from heavy
flavour decays. The precise reconstruction of primary and secondary vertices
requires a precise tracking system, particularly so around the pp interaction
region, and hence the detector design is highly optimised for tracking
performance. The tracking system will be described in Section 4.1.

The properties of heavy flavour hadrons, such as their masses and
lifetimes, can be inferred by reconstructing the four-momenta of their decay
products, and so most analyses at LHCb aim to fully reconstruct the decays
of beauty and charm hadrons, such as B0 → K+K−, B0

s → D±
s K∓ with

D+
s → K−K+π+, Λ0

b → J/ψpK− with J/ψ → µ−µ+, and D0 → K±π∓. It
is important to note that certain final states offer higher sensitivities to
physics observables than others, and so it is crucial for LHCb to be able
to distinguish between different particle species. For example, the decay
D0 → K+π− is of the order of one thousand times less likely than the
decay D0 → K−π+, and so a poor particle identification (PID) performance
would result in a search for the K+π− final state being dominated by K−π+

‘background’. In general, misidentification cannot be excluded completely,
and so in addition good mass resolution is required to be able to distinguish
between different final states in the parent mass spectrum.

An example of the power of, and necessity for, good particle identification
and momentum resolution is shown in Figure 4.3. Here, the signal decay is
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Figure 4.1: Feynman diagram of quark pair production via gluon-gluon
fusion (a), and a simulation of the angular distribution of bb production at
the LHC at

√
s = 13 TeV (b).

B0 → π+π−, and the distributions are the two-body invariant mass before
PID requirements are made on the tracks (4.3a) and after (4.3b). As can
be seen, before the requirements the distribution is dominated by other
two-body B0, B0

s , and Λ0
b decays, whereas after the selection the backgrounds

are almost entirely removed. The presence of such backgrounds significantly
increases the complexity of an analysis and can reduce the precision of the
measurement.

In the following, the construction of the detector will be described, as
motivated by the physics goals of the collaboration.

4.1 The LHCb Detector

Within the LHCb experiment, the Cartesian co-ordinate system is defined
such that the z-axis is aligned along the beam direction, increasing in the
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Figure 4.2: Illustration of vertex reconstruction, showing a D0 meson
decaying in flight to a kaon and a pion. The kaon and pion are reconstructed
as tracks, and then the D0 decay vertex is inferred from the point of closest
approach of the two tracks. The minimum transverse distance the tracks
make when extrapolated back towards the primary proton-proton vertex, the
impact parameter (IP), is shown.
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convolution integral runs over �m0. In order to model the background shape we use

h(�m) = B


1� exp

✓
��m� �m

0

c

◆�
, (3)

where B is a normalization factor, and the free parameters �m
0

and c govern the shape of
the distribution. The fit to the ⇤ ! p⇡� spectrum is made using a sum of three Gaussian
functions for the signal and a second order polynomial for the background.
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pK� and p⇡�, to which we perform a simultaneous fit. Since each signal channel is also
a background for all the other signal decay modes in case of misidentification of the final
state particles (cross-feed background), the simultaneous fits to all the spectra allow a
determination of the yields of the signal components together with those of the cross-

8

(b) After PID requirements

Figure 4.3: Two-body invariant mass spectrum, under the π−π+ hypothesis,
before (a) and after (b) PID requirements [35]. The contribution from the
signal decay is hatched with horizontal lines.
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clockwise direction along the LHC ring; the y-axis points vertically upwards;
and the x-axis, defined as x = y × z, is then pointing away from the centre
of the accelerator. The polar co-ordinate system is defined with the polar
angle θ measured with respect to the z-axis, and the azimuthal angle φ
measured in the xy plane.

A schematic of the detector is given in Figure 4.4. Its forward geometry
is evident, with the detector instrumenting the pseudorapidity region 2 <
η < 5. A dipole magnet with an integrated field strength of 4 T m bends
charged particle trajectories in the xz plane, with its polarity being switched
periodically during data-taking. Charged particle trajectories are recorded
by the tracking system. This is composed of a vertex detector centred around
the proton-proton interaction region, three planes of tracking stations before
the magnet, and three planes after. Immediately downstream of the vertex
detector (increasing in z) is the first of two ring-imaging Cherenkov (RICH)
detectors, each used for particle identification, the second of which is after
the tracking stations downstream of the magnet. After this, a calorimetry
system is in place to identify neutral particles such as the π0 and the photon,
as well as to measure their energy and that of the charged particles. Finally,
a muon identification system is installed after the calorimeters.

The data are selected in real time by a hardware trigger, after which
a two-stage software trigger performs an event reconstruction. There are
not enough computing resources available to the experiment to record and
analyse every proton-proton bunching crossing, and so the trigger is essential
to achieve the physics goals.

Each sub-detector will now be described in turn, followed by a description
of the trigger system. These descriptions will relate to the detector and its
performance during Run 1, and will be followed by Section 4.3 on the offline
processing model and the upgrades performed for Run 2.

Tracking

Charged particle trajectories are reconstructed as tracks using hits depos-
ited in the tracking system. This comprises the vertex locator (VELO)
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Figure 4.4: A schematic of the LHCb detector. In this Figure, the z-axis,
labelled, increases from left to right, the y-axis, also labelled, increases from
bottom to top, and the x-axis increases into the page.

surrounding the pp interaction region, the Tracker Turicensis (TT) before
the magnet, and the T-stations after the magnet. In Run 1, the tracking
system achieved a momentum resolution δp/p from 0.5 % at p = 5 GeV/c to
0.8 % at 100 GeV/c, and a track impact parameter resolution varying from
around 70 ţm for tracks with a low pT to 20 ţm at high pT.

The VELO is an extremely precise silicon strip detector, whose active
elements come as close as 8 mm to the LHC beams. Two sets of 24 silicon
modules are arranged either side of the beam, as shown in Figure 4.5, each
of which measures particle hits in r and φ coordinates. Charged particles
traversing the active silicon can ionise the material, creating electron-hole
pairs that drift towards the electrodes, registering a hit as an electrical
signal. The magnetic field strength inside the VELO is approximated to be
zero, and so track segments are reconstructed as straight lines using the hits
in the sensors. So-called long tracks, the track type used for the majority of
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Figure 4.5: A schematic of the VELO sub-detector [29], showing the
relative positions of the sensors when the detector is open and closed.

physics analyses, are created by combining VELO segments with hits in the
T-stations after the magnet.

The three T-stations, T1–3, each comprise a silicon strip detector close
to the beam pipe (the IT) and a drift-tube detector in the outer regions (the
OT). The IT has a finer spatial resolution than the OT, and covers a small
area around the beam where the particle multiplicities are particularly high.
The OT covers an area of approximately 30 m2, about 8 times greater than
that covered by the IT. Ionising particles liberate electrons from the gas
molecules within the tubes, which are detected by anode wires and registered
as hits. The distance of the line of ionisation from the wire is determined by
measuring the electron drift time, improving the track momentum resolution.
The momentum resolution on long tracks is further improved by adding hits
detected in the TT, upstream of the T-stations. The TT is a silicon strip
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Figure 4.6: Invariant mass distribution of di-muon candidates in the
region of the first three Υ resonances [37]. The left plot (a) shows the data
reconstructed with a preliminary alignment, whilst the right plot (b) shows the
result of a reconstruction performed with a revised alignment. The di-muon
mass resolution improves from 92 MeV/c2 to 49 MeV/c2.

detector of the same technology as the IT, with the three stations covering
a total area of around 8 m2.

The tracking efficiency, defined as the fraction of genuine tracks that are
reconstructed given that enough hits were deposited to do so, is measured
using a tag-and-probe technique with J/ψ → µ+µ− decays, and described
in more detail in Section 10.2. The average tracking efficiency is measured
to be above 95 % [36]. The efficient creation of tracks requires the tracker
system to be well aligned, but the positions of the various stations can
change with time. To compensate for this effect, alignment constants are
computed periodically and used in the reconstruction software. The effect
of an improved alignment is illustrated in Figure 4.6, where the µ+µ− mass
resolution improves from 92 MeV/c2 with an initial alignment to 49 MeV/c2

with an improved one [37].

Particle identification

Through the momentum-velocity relation, the mass of a particle can be
determined by combining the momentum measurement from the tracking
system with a velocity measurement. Velocity measurements are made using
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the RICH detectors.
Tracks created by pions, kaons, and protons are identified using the

response of two RICH detectors: RICH1 located upstream of the magnet
and RICH2 located downstream. The RICHs also provide electron and muon
discrimination, albeit at a weaker level. RICH2 has a larger surface area
than RICH1 but a smaller angular acceptance, being designed to efficiently
identify tracks with momenta in the range 15 to 100 GeV/c, which largely
occupy the low-θ region. RICH1 is effective in the momentum range 3 to
60 GeV/c. During Run 1, RICH1 contained both C4F10 gas and aerogel, of
which the latter was removed before the start of Run 2. RICH2 contains
CF4 gas mixed with a small amount of CO2 to quench scintillation light.

As charged particles travel through one of the radiators, each of refractive
index n, the particles emit Cherenkov radiation if they are travelling faster
than the phase velocity of light of the radiator. This light is emitted at an
angle θc to the particle trajectory, and is related to the velocity v of the
particle as

cos θc = 1
nβ

, (4.2)

where β = v/c. The refractive indices of the radiators are known and are
controlled by monitoring the gas pressure and temperature over time. By
measuring θc the RICH detectors provide velocity measurements of charged
tracks.

The Cherenkov light cones are reflected outside of the LHCb detector
acceptance by spherical and plane mirrors onto planar arrays of photon
detectors. The angle θc is related to the radius of the rings, and, for a given
momentum, particles of different masses will produced smaller or larger rings.
Figure 4.7 illustrates the Cherenkov angles for different particle species as a
function of momentum. Separation between mass hypotheses is given by the
difference between the angles, denoted on the y-axis. Discrimination can
also be provided by the lack of Cherenkov light if a track has a momentum
between two momentum thresholds. The Cherenkov angle resolution in
RICH1 is around 1.6 mrad, and around 0.66 mrad in RICH2.

In order to assign a particle mass hypothesis to a track, a maximum
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likelihood method is used [38]. Initially, all reconstructed tracks are assumed
to be pions, and the predicted Cherenkov rings assuming this hypothesis
set are projected onto the photo-detector planes within both RICH1 and
RICH2. The value of the log-likelihood is computed by comparing the
predicted number of photons within each photo-detector to that observed.
For each track, the mass hypothesis is then changed to each of (e, µ, π, K ,
p), the rings assuming the new global hypothesis set are projected, and the
log-likelihood is re-computed. The hypothesis giving the largest increase in
the log-likelihood is recorded, and the track hypothesis is returned to its
original value. After all individual track hypotheses have been trialled, the
single hypothesis change that gave the largest increase in the log-likelihood
is applied to the respective track. This procedure is repeated until the
log-likelihood no longer increases with any change in the hypothesis set. The
outputs of this method are the delta log-likelihood (DLL) variables, with one
value per track for each of the (e, µ, K , p) hypotheses. Each DLL variable
is defined as the difference in the log-likelihood value when the track mass
hypothesis is changed from the pion hypothesis to the one of the variable,
for example DLLK−π. The pion DLL value is then zero by definition.

Calorimetry

Given the momentum measurements from the tracking system and the
velocity measurements from the RICH detectors, the particle energy is
already determined. For charged hadrons then, precise calorimetry is not
necessary. However, the momentum and mass measurements are complex
and require a significant amount of time to compute, and so cannot be used
in the first stage of the trigger where the proton-proton collision rate must
be reduced from 40 MHz down to around 1 MHz. In addition, the RICH
detectors are much less sensitive to electron PID than (π, K , p), and the
tracking system cannot detect photons or neutral pions.

To provide a fast positive trigger decision for events containing hadronic
decays of heavy flavour, a hadronic calorimeter, the HCAL, is employed.
This is a sampling calorimeter, composed of alternating layers of iron and
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active scintillating material and positioned downstream of RICH2. Hadrons
traversing the HCAL deposit energy in these layers, with the scintillation
light collected by wavelength-shifting optical fibres and recorded by photo-
multiplier tubes. This general construction and detection mechanism is
common to all LHCb calorimeters. The HCAL is segmented transversely
into square cells, 130 mm in width near the beam and 260 mm in width in
the outer regions, decreasing in granularity to account for the lower particle
multiplicities. In the first-level trigger, the total transverse energy ET in all
clusters of 2 × 2 cells is computed, and a positive trigger decision is made
if the maximum ET is above some threshold, typically between 3.5 and
3.7 GeV. The HCAL provides the highest rate of positive trigger decisions
out of those at the first trigger level, giving a signal efficiency of around 40 %
for two-body B decays, and 20 % for four-body D decays, with respect to
the offline selection. The resolution on the energy measured by the HCAL
has been measured to be δE/E = (69 ± 5) %/

√
E plus a constant term of

(9 ± 2) % [39].

An electromagnetic calorimeter, the ECAL, is located in front of the
HCAL, and measures the energies of electrons and photons. It is segmented
in the transverse plane into three regions, increasing in granularity towards
the beam. The ECAL is partitioned more finely than the HCAL due to
the smaller transverse scale at which electromagnetic showers occur in
comparison to hadronic showers. The energy measurements it makes are
used in the first trigger level to accept high-ET electrons and photons, and
in the reconstruction of π0 and η mesons offline. The ability to discriminate
between electrons and photons in the trigger decision is provided by the
scintillating pad/preshower detector (SPD/PS) which consists of two layers
of near-identical scintillator either side of a 15 mm-thick layer of lead (Pb)
converter, transversely segmented in the same manner as the ECAL. A
positive electron trigger decision requires an ET measurement of between
2.5 and 3.0 GeV in a cluster of 2 × 2 cells in the ECAL, along with hits in
both the SPD and the PS pads in front of the corresponding ECAL cluster.
A positive photon trigger decision is near-identical to this, except that no
hits must be present in the corresponding SPD cells. The resolution on
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ECAL energy measurements is δE/E = (9.0 ± 0.5) %/
√
E, plus a constant

term of 0.8 % [39].

Muon reconstruction and identification

A series of five muon stations, M1–5, are used to identify muons. M1 is
positioned before the SPD/PS, and M2–5 are after the HCAL, interleaved
with 80 cm-thick layers of iron. For almost all regions across the stations,
multi-wire proportional chambers are used to collect hits, with the exception
being the very inner 20 × 24 cm2 region of M1 which uses triple-layered gas
electron multiplier (GEM) detectors. Each station is partitioned into four
regions of increasing transverse granularity closer to the beam pipe.

A muon momentum of at least 6 GeV/c is required for a full traversal of
all five stations. Hits recorded in the muon stations are used to provide pT

measurements used in the first trigger stage, where a track segment must
be formed using hits in all stations. The single muon decision requires a
minimum segment pT from 1.48 to 1.76 GeV/c, and the di-muon requires the
product of the pT of the two muons to have a minimum p2

T from 1.69 to
2.56 (GeV/c)2.

4.2 Online event reconstruction and
selection

There are three stages to the LHCb trigger system, run sequentially. Within
each stage there is a set of parallel trigger lines, and each stage runs only if
at least one line in the previous stage gave a positive decision.

The first stage is a hardware trigger, called the level-zero or L0. It
comprises a set of decision units as custom circuitry that evaluate decisions
at the full 40 MHz of pp collisions provided by the accelerator. The L0
output rate is limited to the 1 MHz rate at which the full detector is able to
be read out. The muon stations and the calorimeters can be read at 40 MHz,
and it is the information from these sub-detectors that is used for making
L0 decisions. The single muon decision requires a high pT muon, and the
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di-muon decision requires two. The hadron, electron, and photon triggers
require high ET signatures in the HCAL or ECAL, as appropriate. On a
positive L0 decision, when one or more lines have ‘fired’, the entire detector
is read out and the data are sent to the high-level trigger (HLT) computing
farm for processing in software. Since 2012, around 20 % of events sent to
the farm are deferred to disk, to be processed during the inter-fill periods
when the detector is idle [40]. This technique increases the average CPU
time available for processing each event, allowing for looser momentum
requirements in the reconstruction and hence more efficient triggers.

The first stage of the software trigger, HLT1, performs a simplified
track reconstruction in order to confirm the L0 decisions and improve their
discriminatory power. Segments in the VELO detector are first reconstructed,
and pp vertices are formed. Segments that do not have a significant IP with
respect to all PVs or that cannot be matched to hits in the muon stations
are discarded. The remaining segments are matched to hits in the T-stations
to form long tracks. To save processing time arising due to combinatorics, a
search window is defined by a minimum momentum that varied from 3 to
6 GeV/c and a minimum pT requirement that varied from 0.5 to 1.25 GeV/c.
The transverse momentum window is not required on tracks that can be
matched to hits in the muon stations. With the faster track reconstruction,
the mass resolution on J/ψ → µ+µ− candidates is around 3 % lower than
that achieved in the offline reconstruction.

For final states not containing leptons, the most efficient trigger path
is through the one-track line, which requires the presence of a single, good
quality, high pT track with a large IP. Typical thresholds were 1.6–1.7 GeV/c
in pT and 0.1 mm in IP. This line dominates the HLT1 output rate, contrib-
uting over 70 % of all triggers. Similar lines exist for muon and di-muon
candidates, where the corresponding IP thresholds are not required if the
candidate has a very high pT (or a high µ+µ− invariant mass in the case of
the di-muon line). The muon triggers have efficiencies upwards of 70 % for
B decays containing muons.

Events passing HLT1 are sent to the second software stage, HLT2, at
a rate of 80 kHz, where a full event reconstruction is performed, including
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the tracks, vertices, and PID information. As more processing time is
now available per event, all VELO segments are used in the long-track
reconstruction, with looser search window requirements of p > 3 GeV/c and
pT > 0.3 GeV/c, in comparison with HLT1. A relative loss in efficiency of 1
to 2 % per track is seen compared to the offline reconstruction. In HLT2,
tracks are combined into vertex candidates, and HLT2 lines are grouped as
either exclusive, where decays are fully reconstructed, or inclusive, where
generic signatures are considered.

For beauty decays, the inclusive ‘topological’ lines select two, three, and
four-body vertices of charged tracks that are characteristic of those produced
by b hadrons. Input tracks are required to have a high IP, and then the
resulting vertex is selected based on its distance from the PV, the IP of the
vertex momentum vector, the distance of closest approach (DOCA) and the
sum of the pT of the input tracks, and the vertex mass and corrected mass,
the latter of which accounts for decay products not explicitly included in
the vertex such as long-lived charm hadrons. The DOCA requirements are
loose enough to accommodate b hadron decays that include long-lived charm
hadrons, where a tertiary vertex would be defined in the offline reconstruction.
The vertex quantities are used as input to a boosted decision tree (BDT),
and the single output value is used to make the trigger decision [41, 42]. A
similar set of topological lines exists that are optimised for b hadron decays
that include a high pT muon, and an inclusive D∗+ line exists for selecting
D∗+ → D0π+ with D0 → hhX decays, where hh are two charged hadrons.
The topological B triggers are around 75 % efficient on average at selecting
fully charged B decays, and the inclusive D∗+ trigger is between 25 and 90 %
efficient. The efficiencies generally increase with increasing heavy flavour
pT, and for the charm triggers are strongly dependent on the multiplicity
of the final state, with higher multiplicities having a lower efficiency. The
remaining inclusive lines are the single muon and di-muon lines, which are
similar to those in HLT1.

Exclusive HLT2 lines fully reconstruct signal decays, such as B → π+π−

and Λ+
c → pK−π+. Some of these lines are included to increase the efficiency

of the inclusive lines for specific final states, whilst others are the only trigger
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path which would give a high efficiency.
Events passing HLT2 are saved to disk. The offline processing then

begins with the full event reconstruction, which is more precise than that in
the trigger due to the longer processing times permitted. This is exploited
in, for example, the reconstruction of long tracks, where two methods are
employed offline rather than the one online. The differences between the
online and offline reconstruction were removed during LS1, which will be
discussed in the following section.

4.3 Offline data flow and the upgrades for
Run 2

During Run 1, all data passing HLT2 were saved to disk and were recon-
structed offline by a separate software application. The output of this
reconstruction comprises tracks and the information associated to them such
as the DLL PID responses.

To facilitate easier processing offline for analysts, a central selection
is run called the ‘stripping’, which defines stripping lines that reconstruct
inclusive and exclusive decays in a similar manner to those defined in HLT2.
The lines are grouped into ‘streams’ which group together stripping lines
with similar selections, such as those of semileptonic B decays or di-muon
decays. In general, any one stripping line contains events which could have
been saved due to the decision of any trigger line, and so analysts were able
to choose which triggers to include in their analysis dataset offline. This can
be a complex procedure, as now there are at least two sets of selections to
consider, those in the trigger and those in the stripping, and one must also
consider the difference in resolution between the two reconstructions: using
the same selection online and offline would result in visible resolution effects
around the selection boundaries, which can be hard to model.

To overcome these complications, three parallel efforts were made dur-
ing LS1. The first of these was a major review of the online and offline
reconstruction software, resulting in a large decrease in the execution time
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required per event in the offline reconstruction, such that the online recon-
struction was made to be identical to that offline. The second effort was the
development and deployment of a real-time alignment and calibration of the
full detector for each LHC fill. The full output of HLT1 is buffered to a 10 PB
disk farm, the detector alignment and calibration constants are computed,
and are then applied during the reconstruction performed in HLT2 [37]. The
HLT2 processing is then fully asynchronous to the LHC. The third effort
was the introduction of the Turbo stream processing model [43]. Given
that the additional offline processing was no longer necessary to improve
the resolution of the various physics quantities, and that the best possible
detector alignment and calibration are already applied, physics analyses
could be performed directly on the output of the trigger.

There are several benefits due to the LS1 efforts. The improvement of
the online reconstruction allows for parity between the online and offline
selections, increasing the trigger efficiency and the possible number of signal
candidates available for analysis, and decreasing the total processing time
required. This in turn allowed for the inclusion of a new two-track trigger
in HLT1, which is able to build and select two-prong vertices, and a set
of so-called ‘lifetime unbiased’ HLT1 lines, which create two-body vertices
from tracks reconstructed without an IP requirement, allowing for lifetime
measurements without the need to model a complex acceptance efficiency as
a function of particle lifetime. In addition, these efforts negate the need for
an additional, offline reconstruction, saving computing resources, allowing
analyses and data quality reports to progress more quickly as the data
are made available almost immediately, within hours rather than the days
or weeks with the Run 1 processing model. Analyses have already been
performed that exploited this model [1, 2, 44].

The Turbo stream contains the signal candidates reconstructed in HLT2,
and the data are not centrally processed further offline. The time taken from
data-taking to analysable data being available is then considerably reduced
with respect to the usual data flow, however the Turbo processing model
does have some limitations at present. The most restrictive of these is that
the candidates available to analysts are only those explicitly used in the
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trigger decision. For example, if a trigger line reconstructs D0 → K−π+ and
the candidate passes the selection, analysts can only use the information
pertaining to the kaon and pion tracks, the D0 vertex, and the associated
primary vertex. For many analyses, this information is all that is needed;
however sometimes additional information about the event is required. Effort
is ongoing to resolve these problems, and it is expected that a vast majority
of analyses will be using the Turbo stream in Run 3.

4.4 Simulation

The simulation is used to model effects that cannot be modelled using the real
data, such as acceptance efficiencies, and to perform detector performance
studies during design phases.

Proton-proton collisions are generated by the PYTHIA 8 program [45]
using a tuning specific to LHCb [46]. PYTHIA simulates the parton
interactions, the fragmentation of the outgoing coloured objects (quarks and
gluons), and resulting creation of colourless particles through hadronisation.
The decays of the hadrons are simulated by the EvtGen program, which
models phenomena such as branching fractions, neutral meson mixing, CP
violation, decay amplitude models, and decay times. Simulated samples for
a specific decay chain are generated by running PYTHIA in minimum bias
mode, where proton-proton collisions are generated until the particle at the
top of the chain is created somewhere in the event. This head particle is
then forced to decay by EvtGen [47] through the decay chain under study.
The behaviour of the other particles generated in the event is also controlled
by EvtGen, but is not forced to any particular state.

After EvtGen, the particles are propagated through a simulation of the
entire detector using the Geant 4 program, where interactions with the
active detector elements are recorded as ‘Monte Carlo (MC) hits’. These MC
hits are converted into a format mimicking the electrical response of the real
detector through an LHCb-specific emulation, and the response is processed
through the trigger and reconstruction software in an near-identical manner
to real data. The L0 trigger decisions are emulated in software, and the
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trigger configuration used for a given data-taking year, such as 2011, is
chosen to be the one that was used for the majority of the data-taking.

The simulation is processed in such a way that reconstructed objects
can be associated to the MC objects that created them. For charged, stable
particles reconstructed via tracks, a particle is associated to an MC particle
if at least 70 % of the hits comprising the associated track were deposited
by the MC particle in question. The process of assigning MC objects to
reconstructed objects is referred to as truth matching. Tracks are classified
as ‘ghost’ tracks if there are no MC particles that can be associated to them.
Vertices are assigned categories based on the associations of their input
tracks. A ‘signal vertex’ is defined as one in which all inputs are associated
to MC particles, all inputs have been assigned a particle identity the same as
that of their associated MC particle, all inputs have been associated with MC
particles which come from the same true MC parent, and the identity of the
MC parent matches that assigned to the vertex. Any deviation from these
requirements results in the vertex being assigned a particular background
category, dependent on the nature of the deviations [48]. For example, if
at least one track is a ghost, the vertex is classified as a ghost, and if at
least one track is associated to an MC particle with a different PID, the
vertex is classified as a misidentification. In the case of a vertex that can be
associated to an MC particle, the vertex can be further classified as prompt
or secondary based on the true lifetime of the MC particle. For consistency of
terminology, signal vertices are referred to as having a ‘background category’
of ‘signal’.

In general, separate samples of simulated data are produced on a per-
analysis basis, with independent samples generated for different beam en-
ergies and dipole magnet polarities (usually only ‘up’ and ‘down’). The
generation of MC is done using a globally distributed network of computers,
and the resulting data files are then made available to analysts in the same
way as for real data, with the additional inclusion of the truth-matching
information.
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5 Introduction

This part describes a measurement of charm and cc production, performed
using data taken at

√
s = 13 TeV with the LHCb detector. At the LHC,

a given charm hadron Hc can either be produced in the proton-proton
interaction or in the decays of B hadrons. The latter mechanism is called
secondary production, whilst the former is called prompt production. The
type of charm hadron produced can either be charmonium, such as the
J/ψ meson, or open charm, whose net charm quantum number is non-zero.
This measurement is concerned with the prompt production of open charm
hadrons. Charm hadrons originating from the strong decay of prompt
excited charm states are also considered to be prompt, and here no attempt
is made to distinguish between the two sources.

Measurements of cc and bb cross-sections at the LHC are made to test
the predictions of QCD. The production rate of heavy flavour hadrons is
expected to vary as a function of hadron pT and rapidity y, defined as

y = 1
2 ln E + pz

E − pz

, (5.1)

and so experimental measurements can be compared with both the shape
of theoretical predictions as a function of (pT, y) as well as to the total
integrated rate. Measurements can also be used as inputs to constrain
predictions. Heavy flavour production rates are also used to estimate
sensitivities of experimental searches for rare decays, and also as inputs
to atmospheric neutrino experiments, where charm production enters as a
background process.

Measuring cc and bb cross-sections at LHCb is complementary to such
efforts made using the general purpose detectors (GPDs), due to the unique
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rapidity range of the detector, as well as its ability to cleanly reconstruct
low pT hadrons.

5.1 Analysis overview

The measured cross-section for the inclusive production of an open charm
hadron Hc from proton-proton collisions can be expressed as

σ(Hc) =
N(Hc → f)

ε(Hc → f) · B(Hc → f) · Lint.
, (5.2)

where N(Hc → f) is the number of reconstructed and selected prompt charm
hadrons Hc in some final state f ; ε is the efficiency of fully reconstructing and
selecting the decay Hc → f , given that it was produced; B is the branching
fraction of the decay; and Lint. is the integrated luminosity. To compare
with the shapes of theoretical predictions, double differential cross-sections
can be determined in bins of charm hadron pT and y, using the width ∆pT

of the bin in pT and the width ∆y of the bin in rapidity in which the yield
and efficiency measurements were made

d2σ(Hc)
dpT dy

∣∣∣∣∣
i

= 1
∆pT∆y

Ni(Hc → f)
εi(Hc → f) · B(Hc → f) · Lint.

, (5.3)

where i is the index of the (pT, y) bin.
The analysis presented in this part measures the double differential

cross-sections of D0, D+, D+
s , and D∗+ open charm mesons.1 The final

states chosen are D0 → K−π+, D+ → K−π+π+, D+
s → φπ+with φ →

K−K+, and D∗+ → D0π+ with D0 → K−π+, the branching fractions of
which are listed in Table 5.1. Charge conjugation is implied, in that the
cross-sections are measured as the combined rate of meson and anti-meson
production. The measurements are made in the pT range 0 < pT < 15 GeV/c
and the rapidity range 2 < y < 4.5. In y, the measurements are made in
five bins of width 0.5, and in pT the bins are 1 GeV/c in width in the regions

1The excited D state is, formally, the D∗(2010)+ meson, but will be referred to
throughout as ‘D∗+’.
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Table 5.1: Branching ratios for the different decay modes [12, 49]. The
D+

s → φπ+ branching fraction includes the branching fraction of φ → K−K+.

Decay mode B (%)

D0 → K−π+ 3.88 ± 0.05
D+ → K−π+π+ 9.13 ± 0.19
D+

s → φπ+ 2.24 ± 0.13
D∗+ → D0π+ 67.7 ± 0.5

0 < pT < 1 GeV/c and 4 < pT < 15 GeV/c, and are 0.5 GeV/c in width in the
region 1 < pT < 4 GeV/c.

The kinematic ranges imposed on the charm hadrons impose a fiducial
region on the kinematic phase space, based on the fiducial volume of the
detector, where there is instrumentation and where the detection efficiency
is relatively high. In addition to such requirements on the parent, the child
particles are similarly required to be within the detector’s fiducial volume by
requiring they occupy a narrow pseudorapidity range. The exact definition
of these requirements will be given in Chapter 8.

From the double differential measurements, several derived quantities
are computed, namely the ratio of charm production rates measured at
√
s = 13 TeV to those measured by LHCb at 7 TeV [10], ratios of production

rates between charm mesons, open charm hadron cross-sections integrated
across the (pT, y) space, and integrated cc cross-sections. Each integrated
per-meson cross-section is the sum over all (pT, y) bins of the respective
double differential measurements, and the integration is performed only with
the fiducial kinematic range of the double differential measurements. The
total cc cross-sections are computed using fragmentation fractions, each a
measurement of the transition probability f(c → Hc) that a charm quark
will hadronise to a particular open charm hadron. Given the fragmentation
fraction and the integrated cross-section, the integrated cc cross-section is
computed as

σ(pp → ccX) =
σ(Hc + H̄c)
2f(c → Hc) . (5.4)

The factor 1/2 accounts for the inclusion of the charge conjugate (anti-charm)
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Table 5.2: Charm hadron fragmentation fractions [50].

Hc f(c → Hc)
D0 0.565 ± 0.032
D+ 0.246 ± 0.020
D+

s 0.224 ± 0.028
D∗+ 0.080 ± 0.017

states in the measurement, which have been noted explicitly here to avoid
ambiguity. For this analysis, the fragmentation fractions are taken from
the Particle Data Group (PDG) [50], who compute them as averages of
measurements made at e+e− colliders operating at a centre-of-mass energy
close to the Υ(4S) resonance. These values are given in Table 5.2, where
the transition probability for D0, f(c → D0), includes contributions from
D∗+ → D0π+ decays.

Treatment of uncertainties

Throughout the analysis, the method of Monte Carlo error propagation is
used. With this, each quantity entering Equation (5.3) is assumed to be
drawn from some probability density function (PDF) with a known set of
parameters. Each quantity is then modelled as a vector of ten thousand
‘observations’, with each observation sampled from the corresponding PDF.
Computations on scalar quantities then becoming element-wise operations
on the sample vectors. Statistics on the resulting sample vector, such as
the estimated mean and standard deviation, can then be computed. This
technique is used as an analytical error analysis of the measurement is
complex: what enters into the cross-section is the inverse of the efficiency,
for example, the corresponding probability density function of which may
not be obvious, in particular whether the uncertainties can be treated as
Gaussian. The use of Monte Carlo error propagation simplifies such analyses.

An example cross-section, measured in the region 12 < pT < 13 GeV/c,
2.5 < y < 3, is given in Figure 5.1. The blue curve shows the PDF of the
cross-section, as modelled by the MC error propagation technique, when
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only the statistical uncertainty is considered, whilst the green curve also
includes the contributions from the systematic uncertainties. The green
curve is not symmetric, and the mode is shifted with respect to that of the
blue.

Unless stated otherwise, each quantity that is measured directly is
assumed to follow a normal distribution, whose mean is equal to the measured
value and whose width is equal to the measured uncertainty on that value.
The computation of that measured uncertainty will be described when the
respective quantities are first discussed. When the results of operations
using such inputs are presented, such as cross-sections, the central value
given is the most probable value of the sample vector representing the result,
and the lower and upper uncertainty bounds are given by the 15.9 % and
84.1 % percentiles either side of the central value.

Part structure

The data used for the measurements were collected in July 2016, under a
set of special conditions used for the restart of the LHC after LS1. The
conditions of the LHC and of the LHCb detector during this period will
be described in Chapter 7, along with a description of the correspond-
ing simulation and a summary of the integrated luminosity measurement.
The reconstruction and selection of the collected data will be presented in
Chapter 8. The extraction of the prompt charm yields is made on the fully
reconstructed and selected data using the method of maximum likelihood
fits, as described in Chapter 9. The evaluation of the associated efficiencies is
performed using a mixture of simulation and dedicated calibration samples,
and is discussed in Chapter 10, after which the systematic uncertainties
associated with all procedures used in the measurement are evaluated, for
which the description and results are given in Chapter 11. Finally, the
cross-sections themselves are computed, and are presented in Chapter 12.
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Figure 5.1: Posterior probability densities for a measurement of the D0

cross-section in the region 12 < pT < 13 GeV/c, 2.5 < y < 3. The blue curve
shows the density including contributions only from the statistical uncertainty
on the prompt signal count. The green curve shows the density including
contributions from all uncertainties that enter the measurement.



6 Theory and motivation

For an observable cross-section σ of inclusive production of some object P
involving two initial-state hadrons hA and hB, hAhB → PX, the dominant
contribution to a prediction can be expressed as the convolution of several
terms

σ =
∑
a,b
σa,b ⊗ fa,A ⊗ fb,B, (6.1)

where the sum runs over all parton types a and b in the respective hadrons hA

and hB; σa,b is the cross-section of the hard partonic interaction ab → PX;
and f is the parton density function (PDF) for the interacting parton in
the respective hadron [51, 52]. The parton-parton cross-sections σa,b, for
processes such as heavy quark pair production via gluon-gluon fusion shown
in Figure 4.1a, can be computed using perturbative QCD. The computations
of the PDFs involve low-energy processes below the QCD scale, and so must
be evaluated using non-perturbative QCD instead. As the PDFs cannot be
computed from first principles, they must be derived be alternate means,
and in practice are constrained using measurements of cross-sections by
experiments. Additional measurements of cross-sections can constrain the
PDFs further, improving their precision.

Parton density functions are parameterised in terms of x, the fraction
of the total hadron momentum carried by the interacting parton, and Q2,
a measure of momentum transfer and inversely proportional to the spatial
‘scale’ at which the hadron can be probed, with a larger Q2 corresponding
to a finer resolvable structure. The PDF f(x,Q2) for a particular hadron is
an intrinsic property, and so, for example, experimental measurements that
can constrain the PDF in high-energy proton collisions help not only the
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experiments at that collider, but also experiments at other proton colliders.
This is possible as the evolution of the PDFs over Q2 for a given value of
x is described by the Dokshitzer-Gribov-Lipatov-Altarelli-Parisi (DGLAP)
differential equations [53–55]. Measuring a wide range of x is important
as the individual contributions to the total PDF, such as from the gluons
and the valence quarks, vary strongly as a function of x, as shown in
Figure 6.1. The usage of the DGLAP equations requires an initial PDF
from which to evolve to different scales, however, as the dependence on x

cannot be computed perturbatively. Such inputs were first provided by deep
inelastic scattering (DIS) experiments, which probe the proton structure by
colliding leptons and protons. The subsequent evolution of the PDFs have
been driven by additional experimental measurements, and by an improved
theoretical understanding of the use of the perturbative expansion that must
be employed when solving the DGLAP equations.

The treatment of experimental inputs is a matter of debate, as there
are somewhat arbitrary choices to be made on what experimental inputs
should be used, and on how the various experimental uncertainties should
be treated. As a result, different groups of theorists provide so-called ‘PDF
sets’, which differ not only in the treatment of the inputs, but also in the
treatment of the theoretical uncertainties. These include, for example, the
choice of order to which the perturbation series are evaluated, and whether
the value of the perturbation series scale is a parameter of the fit or if it is
fixed. For heavy flavour production, additional uncertainties arise from the
choice of fragmentation function models [56], which describe how the heavy
quarks transition into the observed hadrons, a factor which is not included in
the factorisation theorem shown in Equation (6.1).1 The different PDF sets
can be used to compute different cross-section predictions, and so further
experimental measurements can help to distinguish between predictions.

1The fragmentation functions are generally assumed to be process independent, e.g.
they are the same for heavy flavour hadron production from qq production at both
e−e+ and pp colliders. They cannot be computed perturbatively, and are extracted from
experimental measurements.
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Figure 6.1: Sets of proton parton density functions for low Q2 (a) and high
Q2 (b), illustrating both x and Q2 dependence [12]. Each band represents
the PDF for a specific parton, as a function of x, shown on the x-axis. The
uv and dv bands show the contributions from the valance quarks, the g band
shows the gluon contribution, and the other bands show the contribution
from flavour-specific sea quarks.

Experimental input

Today, inputs from both DIS and hadron-hadron collider experiments serve
to constrain proton PDFs over a wide range of x and Q2 values. The most
recent and most powerful DIS measurements have been made by the H1
and ZEUS collaborations at the HERA ep collider [57]. However, these
measurements are largely constrained to measure values of x above 10−4,
leading to large uncertainties at very low x. This low-x region is particularly
interesting to study not only because the current PDF uncertainties there
are large, but also because it is where both the gluon and the sea quark
contributions to the total PDF are large, as shown in Figure 6.1, and so
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low-x measurements probe phenomenologically different processes.

In a hard 2 → 2 process, such as gg fusion or qq annihilation producing
a heavy quark pair, the extent in x that can be probed with heavy flavour
hadron production measurements is given by

e−y

√
p2

T +m2
q√

s
< x < ey

√
p2

T +m2
q√

s
, (6.2)

where y and pT parameterise the hadron kinematics, and mq is the mass of
the heavy quark in the hadron under study [58]. There is then a wide range of
x values that can be probed at proton colliders, with the highest sensitivity to
low x provided by measurements of charm production at high rapidity. At the
energies reached by the LHC, the dominant production mechanism is gluon-
gluon fusion, as depicted in Figure 4.1a, and so measurements at the LHC
are able to provide particularly strong constraints on the gluon densities.
Charm cross-sections have been measured at the LHC in the |y| < 0.5
region for pT > 1 GeV/c at

√
s = 2.76 TeV and

√
s = 7 TeV by the ALICE

collaboration [59–61], and for pseudorapidity |η| < 2.1 in the pT region
3.5 < pT < 100 GeV/c at

√
s = 7 TeV by the ATLAS collaboration [62].

Measurements of charm production at
√
s = 7 TeV were made by the

LHCb collaboration [10]. By Equation (6.2), measurements of charm hadron
production for pT values of the order of 1 GeV/c at the lowest rapidities
accessible to LHCb can probe x values down to the order of 10−6 , with lower
values possible for measurements at a higher

√
s, as shown in Figure 6.2.

These measurements, along with similar measurements of beauty hadron
production at LHCb [11] and the H1 and ZEUS measurements, have been
used by the PROSA collaboration [58] to constrain the proton parton density
functions; they see a significant reduction in the gluon PDF uncertainty
when including the LHCb data, with respect to using the HERA data only,
as shown in Figure 6.3. It is expected that additional measurements, at
√
s = 13 TeV, can be used to further reduce the gluon PDF uncertainties [63].
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Figure 6.2: Regions of gluon momentum fraction x, on the x-axis, probed
by different experiments, indicated on the y-axis [58], where the LHCb regions
are for

√
s = 7 TeV.

6.1 Atmospheric neutrino fluxes

The constraints imposed on the proton PDFs are also useful in atmospheric
neutrino experiments. The IceCube collaboration aims to measure highly
energetic neutrinos of astrophysical origin, with energies up to the PeV scale,
using the IceCube Neutrino Observatory [64]. This is done to shed light
on the mystery of ultra-high-energy cosmic rays (protons), whose source is
unknown but which should also produce similarly energetic neutrinos. The
so-called conventional neutrino flux constitutes one of the backgrounds for
astrophysical neutrino experiments. This is made by cosmic rays interacting
in the atmosphere and producing pions and kaons, which then decay to final
states containing neutrinos. However, for the high energies the IceCube
detector is sensitive to, beginning at around 100 GeV, this background is
suppressed. The long lifetime of the mesons increases the probability they
will interact with the atmosphere in flight, losing energy through hadronic
interactions, hence softening the energy spectrum of the resulting neutrinos.
An additional background comes from the production of charm hadrons in
the atmosphere, which, with their comparatively short lifetimes, lose very
little energy in flight, and so the neutrino spectrum from charm decays is
very similar to the cosmic ray energy spectrum. The neutrinos produced in
the charm decays can interact with the detector in a similar manner to the
signal and exhibit a similar energy spectrum. It is then of key importance
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Figure 6.3: Gluon PDFs after fitting to experimental data [58]. The x-axis
shows the proton momentum fraction x, the y-axis on the top plot shows
the gluon PDF density, and the y-axis on the bottom shows the relative
uncertainty on the model. The solid band shows the fit when only using
the HERA measurements as inputs, whilst the hatched bands show the fit
when using both the HERA and

√
s = 7 TeV LHCb measurements. The

“LHCb norm” measurements are the absolute cross-sections (“LHCb abs”)
normalised to a specific (pT, y) bin, which removes some global experimental
uncertainties such as the luminosity.
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that the amount of expected background from these decays is known, else
neutrinos from charm decays may be misinterpreted as neutrinos from
astrophysical sources. This contamination can be estimated by predicting
the proton-proton cross-sections (between the cosmic ray and the nuclei in
the atmosphere).

Colliding equal-energy proton beams at a centre-of-mass energy of 13 TeV
is equivalent to colliding a proton beam of energy 100 PeV into a fixed
target. Hence, measuring charm cross-sections at

√
s = 13 TeV at the LHC

can provide constraints on the expected rate of charm production in the
atmosphere produced by extremely high-energy cosmic rays. Indeed, the
measurements made by LHCb at

√
s = 7 TeV have already been used to

that effect, and additional measurements at 13 TeV can help further [63, 65].

6.2 Cross-section comparisons with theory

A useful check of PDFs constrained with past experimental data is to
compute cross-section predictions using them, for comparison with new
experimental results. This was done in the previous LHCb open charm cross-
section analysis, shown in Figure 6.5, where at low pT the data generally
lie above the theory prediction. Additional measurements can help in the
understanding of these discrepancies.

For the analysis presented here, a measurement of charm production
at

√
s = 13 TeV, three theory groups have provided predictions for the

double differential cross-sections. Each set of predictions is computed at
next-to-leading order in the strong coupling constant αs, which is, for
inclusive production as shown in Figure 6.4, up to the third power of
αs. The predictions include uncertainties from: the factorisation scale
dependence, which is the scale Q2 at which the perturbative expansion
was made; and the renormalisation scale, which is the scale at which the
expansion is renormalised to remove ultraviolet divergences. These affect
both the evaluation of the partonic cross-sections and the evolution of the
PDF sets with the DGLAP equations.
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Figure 6.4: Feynman diagram of next-to-leading order inclusive qq pair
production via gluon-gluon fusion.

The POWHEG+NNPDF3.0L predictions [63] use a PDF set that includes
the constraints from the

√
s = 7 TeV LHCb measurement [10] (hence the

“L” in the PDF set name), and are provided for all (pT, y) bins for D0

and D+ mesons. The generalised-mass variable-flavour-numbering scheme
(GMVFNS) predictions [66] are provided for pT > 3 GeV/c for all mesons
under study, and use the CT10 PDF set. These predictions include a factor
to account for the c → Hc transition probability, obtained by convolving
the cc → Hc cross-sections with the appropriate fragmentation functions.
Finally, fixed-order next-to-leading logarithms (FONLL) predictions [67]
using the NNPDF3.0 PDF sets are provided for the full (pT, y) phase space
for D0, D+, and D∗+mesons. The FONLL predictions assume unit c → Hc

transition probability, and so are multiplied by the fragmentation fractions
in Table 5.2 for comparison with the measurements. The comparison of
these predictions with the data will be given in Chapter 12.



6.2. Cross-section comparisons with theory 71

]c [GeV/
T

p
0 1 2 3 4 5 6 7 8

)]
c

b
/(

G
eV

/
µ

 [
Tp

/d
σ

 d
× 

­m
 1

0

­410

­3
10

­210

­110

1

10

210  = 7 TeVs

LHCb

GMVFNS intr. charm

GMVFNS

FONLL

LHCb data

 2.0 <y<  2.5, m=0

 2.5 <y<  3.0, m=1

 3.0 <y<  3.5, m=2

 3.5 <y<  4.0, m=3

 4.0 <y<  4.5, m=4

Figure 6.5: Prompt D0 production rates, measured using the LHCb detector
with proton-proton data taken at

√
s = 7 TeV [10], in (pT, y) bins. The

x-axis shows the pT of the D0, and the measurements are offset by a
multiplicative factor based on the rapidity bin. The shaded band on the
GMVFNS predictions indicate theoretical uncertainties, in contrast to the
FONLL predictions where only the central values are shown.
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7 Datasets and running
conditions

The data used for this measurement were collected at the beginning of
Run 2 of the LHC, during a special 15-day ‘early measurements’ period. The
number of bunches in the accelerator was gradually increased from 50 at the
beginning to 482 bunches at the end of the period, with the number colliding
at IP8 increasing from 36 to 397 bunches. In addition, the minimum bunch
spacing was set to 50 ns, as in Run 1, rather than the nominal Run 2 spacing
of 25 ns. These steps were taken primarily for machine safety, as the LHC
began operating at a new centre-of-mass energy of 13 TeV.

The combined dataset used for the measurement corresponds to an
integrated luminosity of

Lint. = (4.98 ± 0.19) pb−1. (7.1)

The integrated luminosity measurement is performed using a beam-gas ima-
ging technique [68]. For reference, the total integrated luminosity collected
in Run 1 at LHCb was 3 fb−1, whilst that for the

√
s = 7 TeV LHCb open

charm production measurement was 15 nb−1. All data were taken with the
LHCb dipole magnet in the ‘down’ polarity, and were processed via the
Turbo stream data flow, as described in Section 4.1. A matching set of
simulated MC events is also used in the analysis, which is described in
Section 7.1. The selection of events and charm candidates, both in the
trigger and offline, will be described in Chapter 8.
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7.1 Simulated data samples

This analysis uses simulated samples of D∗+ → D0π+ with D0 → K−π+,
D+ → K−π+π+, and D+

s → K−K+π+ decays. The D∗+ → D0π+ sample
is sufficient for studying both D∗+ → D0π+ and (untagged) D0 → K−π+

efficiencies, as the effect of the soft pion is parameterised in D0 pT and y. In
addition, the D+

s → K−K+π+ sample is sufficient for studying D+
s → φπ+

decays, given that the kaon pair is required to be within the same mass
window as applied to the data. For each decay mode, samples of 2.5 million
events are generated, with an additional 1 million events generated where the
signal charm hadron is required to have pT > 10 GeV/c. To save computing
resources, the signal decays are required to be within the LHCb geometric
acceptance after EvtGen has run. This requires all charged final-state
particles to have a positive z component of their three-momentum and to
satisfy

10 < θ < 400 mrad, (7.2)

where θ is the polar angle. As this cut is not 100 % efficient in some (pT, y)
bins, its efficiency must be assessed, as described in Section 10.1, and so
dedicated, generator-only datasets are also produced. These data are not
processed beyond the EvtGen step.

In addition to the usual truth-matching procedure discussed in Sec-
tion 4.4, a prompt/secondary flag is computed for each candidate charm
vertex, based on the true lifetime of each particle preceding it in the true
decay chain. If the lifetime of any particle in the true ancestry of the
charm candidate exceeds a threshold of 0.1 fs, the candidate is flagged as
secondary.1 In what follows, the MC data have been filtered such that only
truth-matched, prompt charm hadron candidates remain, unless stated
otherwise.

1The order of magnitude of the lifetimes of the ground-state charm and beauty
hadrons is between 0.1 and 1 ps.
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Figure 7.1: Distributions of D0 pT (a) and y (b) as measured in the
laboratory frame (black) and in the proton-proton centre-of-mass (CoM)
frame (red), in the simulated D∗+ → D0π+, with D0 → K−π+, dataset.

7.2 Crossing angle correction

Due to the non-zero crossing angles of the proton beams, the pp collision
frame is boosted with respect to the laboratory frame. As this measurement
is made in bins of charm hadron transverse momentum and rapidity measured
in the pp collision rest frame, a correction is applied to the pT and y measured
in the laboratory frame. Example pT and y distributions as measured in
the laboratory and pp centre-of-mass frames are given for the simulated
D∗+ → D0π+ dataset in Figure 7.1. Whenever charm hadron pT or y are
mentioned, it is the pp rest frame quantities that are used, unless stated
otherwise.
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8 Event and candidate
selection

The decay modes chosen for this analysis, D0 → K−π+, D+ → K−π+π+,
D+

s → φπ+ with φ → K−K+, and D∗+ → D0π+ withD0 → K−π+, including
their charge conjugates, are the amongst the most probable fully charged,
hadronic final states for each charm meson. The advantage of reconstructing
such final states is that it allows the invariant mass of the charm hadrons to
be computed unambiguously, so that a yield determination can be performed
by modelling the peaking signal structure in the mass distribution via fits.
These fits will be discussed in detail in Chapter 9, but it is worth noting at
this point that such fits are simpler if the data is ‘clean’, that is if the fraction
of charm meson signal in the data is high. It is then advantageous to optimise
the selection of the data to reduce backgrounds, whilst retaining as much
signal as possible to maximise the statistical precision of the measurement.

The selection of fully charged, hadronic decay modes of charm mesons
has already been performed by many other analyses at LHCb1 and their
selections share several common features. The first of these features is a
requirement on the minimum charm candidate pT, as there are many soft
particles produced directly in the proton-proton collision. The second is
to ask that the charm candidate vertex is significantly displaced from the
PV, exploiting the long lifetimes of charm hadrons in the laboratory frame.
Finally, it is required that the χ2

IP of the charm meson, a measure of the
impact parameter (IP) significance, does not exceed a certain value. This

1Representative examples include selections of D0 → K∓π± [32], D+ →
K−K+π+ [69], and D+

s → φπ+ [70] decays.
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suppresses the background of charm candidates whose three-momentum
does not point back to the PV. Each of these three features are powerful
discriminators between signal and background.

For this measurement of prompt charm production it is preferable not to
make pT requirements on the charm candidate as the pT range available for
differential measurements would be restricted. Nor is it desirable to make
χ2

IP cuts, as the χ2
IP distribution is used for prompt-secondary discrimination.

The selection used is then informed by previous LHCb studies of fully
charged, hadronic charm decays, but with modifications to improve the
utility for the measurement in hand. The selection variables that are useful
for discriminating between signal and background, in addition to those
already discussed, are given and described below. The ‘parent’ is the charm
hadron Hc, and the ‘children’ are the charged hadrons in the final state.

The child tracks are firstly selected based on the quality of the track
fit, the track fit χ2 per degree of freedom. For fake (ghost) tracks, the
χ2 is higher on average. Child p and η are required to be in the range in
which calibration samples are available for PID efficiency measurements
(described in more detail in Section 10.4). The track pT is required to be
above some minimum to reduce the background from random soft tracks
originating from the PV, and similarly for the track χ2

IP, which will be
high on average for tracks produced from a displaced, secondary vertex.
Finally, PID requirements are made on the tracks to reduce misidentification
backgrounds, particularly to suppress the large fraction of pions in the event
when a kaon candidate is required.

The combination of tracks used to form an Hc candidate is required to
have a maximum pairwise DOCA less than some value. If a vertex can be
fitted using the combination, the χ2 of the fit should be low, indicating a
good compatibility with the physical vertex hypothesis. For long-lived charm
hadrons, the vertex can be significantly displaced from the PV, and making
a minimum requirement on the displacement suppresses much combinatorial
background. The momentum vector of the Hc candidate should have the
same direction as that of the vector that points from the PV to the decay
vertex, and the angle between these two vectors, the direction angle (DIRA),
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is required to be less than some value. Finally, the reconstructed mass of
the parent vertex must be near the nominal mass of the hadron under study.
A suitably large window must be used on order to be able to accurately
model the combinatorial background shape in the mass fits.

The numerical requirements made on the discriminatory quantities were
not tuned to optimise any specific figure of merit. Instead, the values were
chosen based on those used in previous charm analyses, generally being
loosened to account for the higher rate available to charm triggers during
the early measurements period, and the desire to have as high an efficiency
as possible in the low pT regions of the measurement.

As this analysis uses the Turbo stream, the only selection is that defined
using ‘online’ quantities computed in the trigger. The same quantities
are used ‘offline’, with no further reconstruction being performed. The
description of the selection is split in two: the ‘online’ part, which is the
selection defined in the trigger and cannot be tuned once the data have
been taken, and the ‘offline’ selection, which is any selection made after the
online.

8.1 Online selection and reconstruction

The different purposes and hierarchy of the different stages of the LHCb
trigger are described in Section 4.2. For this analysis, at L0 bunch-bunch
crossings are accepted randomly by the NOBIAS trigger. The rate at which
the NOBIAS trigger accepts events is programmed into the hardware controller
manually, with the exact rate depending on the number of colliding bunches
at LHCb. The rates were tuned throughout the early measurements period
so as to keep the detector ‘dead time’ to a minimum.2 The L0 rate is given
for each fill in Table 8.1.

In HLT1, the following sequence is performed for events passing L0:

2The detector dead time is the period during which triggers by the L0 are ‘lost’ due
to the read-out buffer being full. The buffer is able to hold 16 events, each of which takes
40 LHC clock cycles, of 25 ns each, to be sent to the HLT. Dead time can then occur if
several triggers occur too close to one another [71].
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1. The full offline charged particle (track) reconstruction is run for hits
inside the VELO sub-detector;

2. The full offline PV reconstruction is run, using as input only the VELO
tracks reconstructed in the previous step; and

3. The reconstruction of ‘long’ tracks, by first extrapolating VELO tracks
into the TT and then, if at least two matching hits are found in the
TT, extrapolating through the magnetic field. To decrease the time
taken to assess all combinatorial combinations of VELO+TT tracks
with hits in the IT and OT, only hits within a search window assuming
a pT of at least 800 MeV/c are considered.

Requiring all child tracks from a vertex to have pT > 800 MeV/c would be
inefficient for low pT charm hadrons, and so the full decay is not reconstructed
in HLT1. Instead, the presence of a single, good quality track is required,
which is consistent with having originated from a heavy flavour decay by
having a large χ2

IP. The full set of selection requirements is given in Table 8.2.
HLT2 performs the full, offline-quality event reconstruction on events

passing HLT1. One HLT2 line is defined per charm decay topology, corres-
ponding to: one line for D0 → K−π+; one line for the charged three-body
decays, specifically D+ → K−π+π+ and D+

s → K−K+π+; and one line
for D∗+ → D0π+. In the D0, D+, and D+

s lines, candidates are made by
combining long tracks whose particle hypotheses are consistent with the
final state under consideration. In the D∗+ line, D0 candidates passing the
D0 HLT2 line are combined with pion candidates, referred to here as ‘soft
pions’, π+

Soft. There are three stages to the particle combination: when cuts
are applied to the input tracks; when cuts are applied to the four-vector
sum of these tracks; and when cuts are applied to the fitted vertex. To
save computing resources, the combination does not proceed past a failing
step, and combinations where the vertex fit fails to converge are discarded,
although the likelihood of a failing vertex fit is suppressed by making DOCA
requirements beforehand. An event is saved for offline analysis if at least
one HLT2 line ‘fired’, that is if a charm candidate is made that passes all
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Table 8.1: List of fills used in the analysis, along with the integrated
luminosity Lint., the L0 NOBIAS rate, and the corresponding effective L0
efficiency (“eff.”) for each fill.

Fill number Lint.(nb−1) L0 NOBIAS rate (kHz) L0 NOBIAS eff. (%)

3976 628 ± 24 250 20.58
3981 1101 ± 43 300 10.84
3988 931 ± 36 300 10.84
3992 1310 ± 51 350 7.84
3996 999 ± 39 350 7.84

Table 8.2: Requirements made on the track that fires the HLT1 trigger line.

Particle Variable Cut value

Any track

pT > 800 MeV/c
p > 3 GeV/c

Track χ2 < 3
χ2

IP > 10
VELO hits > 9

cuts. The D0 → K−π+, D+
(s) → h−h+h+, and D∗+ → D0π+ requirements

are given in Tables 8.3 to 8.5. Distributions of the invariant masses of the
charm candidates after the trigger selection are given in Figures 8.1a, 8.2a,
8.3a, and 8.4a.

8.2 Offline selection

To improve the purity of the samples, the pion PID requirement is tightened
to DLLK−π < 3. Furthermore, kinematic requirements are made on all D0,
D+, and D+

s children such that they are within the fiducial region of phase
space available for PID efficiency calibration, specifically 3 < p < 100 GeV/c
and 2 < η < 5. As the three-body samples contain a large fraction of
combinatorial background even after these additional cuts, the vertex fit χ2

and the direction angle cuts are tightened to χ2 < 6 and DIRA < 14 mrad.
To reduce the combinatorial background further in the D+

s → K−K+π+
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Table 8.3: Requirements made in the HLT2 D0 → K−π+ selection. The
track χ2 criterion is applied in the reconstruction and listed here for com-
pleteness.

Particle Variable Cut value

π±, K±

pT > 250 MeV/c
p p > 2 GeV/c

Track χ2 < 3
χ2

IP > 16
π± DLLK−π < 5
K± DLLK−π > 5

D0

m(K−π+) 1784 < m < 1944 MeV/c2

K to π DOCA < 0.1 mm
Vertex fit χ2 < 10

Direction angle < 17 mrad
Vertex displacement χ2 > 49

data, a requirement is made on the kaon pair as

999.46 < m(K−K+) < 1039.46 MeV/c2. (8.1)

This corresponds to a ±20 MeV/c2 window around the nominal mass of the
φ(1020) meson [12], which is referred to here as just ‘φ’. Around half of
all D+

s → K−K+π+ decays proceed via the φ → K−K+ channel [12], and
the narrow width of the φ resonance makes this cut efficient at reducing
the fraction of combinatorial background in the data, as well as reducing
the fraction of π → K mis-identifications. As the D+

s → K−K+π+sample
is then dominated by resonant D+

s → φπ+, the D+
s sample is referred as

‘D+
s → φπ+’. The effective reduction of the total number of D+

s mesons
produced due to the φ requirement is treated as part of the branching
fraction contribution in Equation (5.3), rather than as part of the selection
efficiency. The D+

s → φπ+ branching fraction used is that given by the
CLEO collaboration, where the same K−K+ mass window definition is
used [49], and hence includes the branching fraction of the φ → K−K+

decay.
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Table 8.4: Requirements made in the HLT2 D+
(s) → h−h+h+ selection. The

D+ and D+
s candidates are defined according to the three-body mass window

after the vertex fit. Cuts of the form x > x1, x2, x3 require that all particles
satisfy x > x1, at least two satisfy x > x2, and at least one satisfies x > x3.
The track χ2 criterion is applied in the reconstruction and listed here for
completeness.

Particle Variable Cut value

π±, K±

pT > 200, 400, 1000 MeV/c
p p > 2 GeV/c

Track χ2 < 3
χ2

IP > 4, 10, 50
π± DLLK−π < 5
K± DLLK−π > 5

D+ m(h−h+h+) 1789 < m < 1949 MeV/c2

D+
s m(h−h+h+) 1889 < m < 2049 MeV/c2

D+/D+
s

Vertex fit χ2 < 25
Direction angle < 35 mrad

Vertex displacement χ2 > 16
Vertex lifetime τ > 0.150 ps

Table 8.5: Requirements made in the HLT2 D∗+ → D0π+ selection. The
input D0 candidates are those passing the D0 selection defined in Table 8.3.
The track χ2 criterion is applied in the reconstruction and listed here for
completeness.

Particle Variable Cut value

π± pT > 100 MeV/c
Track χ2 < 3

D∗+ m(D∗+) −m(D0) 130 < m < 160 MeV/c2

Vertex fit χ2 < 25
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Figure 8.1: Mass distributions of D0 → K−π+ candidates after the online
(trigger) selection (a) and after the offline selection (b).
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Figure 8.2: Mass distributions of D+ → K−π+π+ candidates after the
online (trigger) selection (a) and after the offline selection (b).

The charm candidate invariant mass distributions after the full offline
selection are given in Figures 8.1b, 8.2b, 8.3b, and 8.4b. The number of
charm candidates before and after the offline requirements are given in
Table 8.6.
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Figure 8.3: Mass distributions of D+
s → K−K+π+ candidates after the

online (trigger) selection (a) and after the offline selection (b). The offline
selection includes the requirement that the kaon pair are within a ±20 MeV/c2

window around the nominal φ(1020) mass.
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Figure 8.4: Mass distributions of D∗+ → D0π+ candidates after the online
(trigger) selection (a) and after the offline selection (b).
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Table 8.6: Number of candidates before and after the offline selection for
each charm candidate under study.

Decay mode NOnline (×106) NOffline (×106) NOffline/NOnline (%)

D0 → K−π+ 5.8 3.8 65
D+ → K−π+π+ 25 3.1 12
D+

s → K−K+π+ 21 0.16 0.8
D∗+ → D0π+ 1.1 0.72 66



9 Yield extraction

Signal charm mesons can be distinguished from combinatorial background
in the invariant mass distribution, as shown in Figure 8.1b for example.
However, the contributions from prompt and secondary charm are identical
in the invariant mass, and so another distribution must be used to distinguish
between the two sources of charm decays.

This analysis uses the logarithm of the χ2 of the impact parameter, lnχ2
IP,

to obtain the prompt charm yields. The momentum vector of prompt charm
should point back to the PV, and so the lnχ2

IP distribution is expected be
centred around zero. For secondary charm the lnχ2

IP distribution is expected
to peak at higher values. This separation is exploited to distinguish between
prompt and secondary charm, where the prompt signal yield in each (pT, y)
bin is measured by a binned, extended maximum likelihood fit to the lnχ2

IP

distribution. The prompt and secondary models in this fit are described
analytically as peaking functions. The combinatorial background is described
by a non-parametric model taken from the data outside the signal peak in
the mass distribution. This background model is normalised in the lnχ2

IP fit
to the number of combinatorial background candidates in a signal window
defined in the mass distribution, measured in a fit to the charm hadron mass
spectrum.

For all cases but the D∗+ measurement, it is the mass of the charm hadron
that is used to discriminate all signal from combinatorial background. For the
D∗+ measurement, the delta mass distribution is used instead, defined as the
difference ∆m between the reconstructed D∗+ mass and the reconstructed
D0 mass

∆m = m(K−π+π+
Soft) −m(K−π+). (9.1)

87
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This has a nominal value of 145.4 MeV/c2 [12]. The narrower signal peak
allows for a better signal-to-background ratio.

9.1 Signal-background discrimination

For each one-dimensional mass and ∆m fit, one PDF is defined per discrim-
inatory species: signal and combinatorial background. In both the mass and
∆m distributions, the prompt and secondary signal shapes are assumed to
be identical, and for the ∆m fits the combinatorial background is assumed
to be indistinguishable from random soft pion backgrounds, where a true D0

is combined with a random track in the event. The total PDF is constructed
as the sum of the per-species PDFs, each fs, each weighted by the respective
yield Ns

f(m) = 1∑
s Ns

∑
s
Nsfs(m), (9.2)

f(∆m) = 1∑
s Ns

∑
s
Nsfs(∆m). (9.3)

For every mass fit, the background PDF fBkg.(m) is taken to be a first-
order polynomial, and the signal PDF fSig.(m) is dependent on the charm
hadron candidate, with details given in Section 9.3. The combinatorial
and random soft pion background in the ∆m fits are modelled as a single
empirical threshold function of the (un-normalised) form

R(x; ∆m0,A) = (x− ∆m0)A, (9.4)

where ∆m0 is the threshold value, fixed to the charged pion rest mass
m

π
± = 139.57 MeV/c2 [12]. The signal PDF in ∆m is the sum of three

normal distributions, sharing a common mean but allowed to have different
widths.

One mass or ∆m PDF, f(m) or f(∆m), is constructed per (pT, y) bin,
and the likelihood is formed as the product of these such that each PDF is
fitted simultaneously when the negative log-likelihood (NLL) is minimised.
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9.2 Prompt-secondary discrimination

The prompt and secondary signal distributions are modelled by continuous,
parametric PDFs. Rather than attempting to parameterise the combinatorial
background distribution, a kernel density estimate (KDE) PDF [72], or
‘template’, is created from a histogram of the lnχ2

IP distribution in the
lower and upper sidebands of the reconstructed charm hadron mass. In the
case of the D∗+measurements, the data in the upper sideband of the ∆m
distribution are used instead. This approach assumes that the mass and
lnχ2

IP are uncorrelated in the background sample, such that the lnχ2
IP shape

in the signal region is the same as that in the sidebands.

The signal region in each long-lived charm hadron mass distribution
is defined as a 40 MeV/c2-wide window centred on the nominal rest mass
of the given charm hadron, taken to be 1864.84 MeV/c2, 1869.61 MeV/c2,
and 1968.30 MeV/c2 for D0, D+, and D+

s [12]. The lower sideband is a
20 MeV/c2-wide window centred 50 MeV/c2 below the centre of the signal win-
dow, and the upper sideband is a 20 MeV/c2-wide window centred 50 MeV/c2

above the centre of the signal window. For the D∗+ measurements, the
signal region is defined as a window 6 MeV/c2 wide, centred on the nominal
∆m value of 145.43 MeV/c2 [12]. The upper sideband, or just ‘sideband’ as
a lower sideband region is not defined in ∆m, is defined as the region from
4.5 MeV/c2 to 9 MeV/c2 above the centre of the signal region. Figures 9.1
and 9.2 show the signal and sideband regions for each mode.

The integral of the lnχ2
IP background template PDF is Gaussian-constrained

to the number of background candidates in the mass or ∆m signal region.
To avoid any complications due to correlations between the background
template PDF and the fitted data, only the data in signal region are used
in the lnχ2

IP fit. For the D∗+ measurements, this signal region requirement
is made in both the D0 mass and the ∆m distributions.

For each one-dimensional lnχ2
IP fit, one PDF fs per discriminatory

species is assigned: prompt signal, secondary signal, and combinatorial
background. The total PDFs are constructed as the sum of per-species
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PDFs, each weighted by the respective yield Ns

f(lnχ2
IP) = 1∑

s Ns

∑
s
Nsfs(lnχ2

IP). (9.5)

The constraint on the background yield NBkg. is applied by multiplying the
likelihood by a normal distribution in NBkg., whose mean is the number of
background candidates measured by the mass fit and whose width is the
uncertainty on that value. This penalises the likelihood by reducing its value
when the fitted NBkg. parameter is far away from the value found in the
mass fit.

One lnχ2
IP PDF and background constraint is constructed per (pT, y)

bin, and the likelihood is formed as the product of these such that each
PDF is fitted simultaneously when the negative log-likelihood is minimised.
The benefit of this construction is that some shape parameters can be
shared across bins, reducing the uncertainty on the fit parameters. Which
parameters are shared across bins and which are fitted independently is
dependent on the type of charm meson. The shared and independent
parameters are enumerated in Section 9.3.

The prompt signal model H in the lnχ2
IP distribution is a modified

normal distribution, where the width is allowed to be asymmetric with
respect to the mean, and the tails are described by exponential functions,

H(x;µ,σ, ε, ρL, ρR) =



exp
(

ρ
2
L

2 + ρL
x−µ

(1−ε)σ

)
x < µ− (ρLσ(1 − ε)),

exp
(

−
(

x−µ√
2σ(1−ε)

)2
)

µ− (ρLσ(1 − ε)) ≤ x < µ,

exp
(

−
(

x−µ√
2σ(1+ε)

)2
)

µ ≤ x < µ+ (ρRσ(1 + ε)),

exp
(

ρ
2
R

2 − ρR
x−µ

(1+ε)σ

)
x ≥ µ+ (ρRσ(1 + ε)),

(9.6)
where the parameter µ is the mode of the distribution; σ is the average of
the left and right widths; ε is the asymmetry between the left and right
widths; and ρL(R) is the exponent for the left (right) tail. The secondary
signal distribution is modelled by a normal distribution. These shapes are
motivated by the lnχ2

IP distributions for prompt and secondary signal decays
observed in the MC samples.
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Given the large number of parameters to be fitted, some shape parameters
in the prompt and secondary signal lnχ2

IP PDFs are fixed to values obtained
from ‘prefits’ to the pure samples of prompt and secondary signal MC
described in Section 7.1. The set of parameters that is fixed is dependent
on the charm meson species.

9.3 Mode-specific details

As different final states exhibit different features in the mass, ∆m, and
lnχ2

IP distributions, several aspects of the fits are different between modes.
This section gives the list of parameters that are split across (pT, y) bins,
and the list of parameters that are allowed to float after the MC prefits, for
each mode.

Initially, no knowledge is assumed on which parameters should be in-
dependent (to be ‘split’) across the (pT, y) bins, nor of whether the lnχ2

IP

distribution is well-modelled by the MC. The chosen parameterisation is
that which best describes the data. For the mass fits, all parameters are
initially fixed such that they are same across all (pT, y) bins, and are then
split one by one when it is observed that a feature varies across the bins,
such as the width of the signal peak. All parameters of the lnχ2

IP fits are
first kept fixed to values found from the fits to the simulated data, and then
individual parameters are floated if the total PDF does not model the data
well. Parameters are then split across (pT, y) bins in the same manner as
described below.

Fit details for D0

For the D0 → K−π+ mode, the signal shape in the mass fit is the sum of a
normal and a Crystal Ball distribution [73], sharing a common mode but
allowed to have different widths. The Crystal Ball function C is a normal
distribution but with a power-law tail on one side, defined (un-normalised)



92 9. Yield extraction

as

C(x;µ,σ,α,n) =


e

− (x−µ)2

2σ
2 x−µ

σ
> −α,

e− |α|2

2
(

n
|α|

)n(
n

|α| − |α| − x−µ
σ

)−n x−µ
σ

≤ −α,
(9.7)

where α defines where the power-law tail begins, in units of the width of the
core Gaussian σ, and n is the power law exponent. The mode and width
of the total signal PDF are split across (pT, y) bins, as is the slope of the
background PDF. The mode of the lnχ2

IP prompt signal PDF and the width
of the secondary signal PDF are also split across (pT, y) bins. The mode and
width of the prompt signal lnχ2

IP PDF and all parameters of the secondary
signal lnχ2

IP PDF are floated in the fit to data, and all other lnχ2
IP shape

parameters are fixed to the values from MC.
Prefits to the prompt signal and secondary signal MC samples are given

in Figure 9.3.

Fit details for D+

For the D+ → K−π+π+ mode, the signal shape in the mass fit is the sum
of a normal and a Crystal Ball distribution, sharing a common mode but
allowed to have different widths. The mode of the signal mass PDF as well
as the width of the Crystal Ball component in the mass PDF are split across
(pT, y) bins, as is the slope of the background mass PDF. The mode of
the lnχ2

IP prompt signal and secondary signal distributions are split across
(pT, y) bins. The mode and tail parameters of the signal lnχ2

IP PDF, are
floated during the fit to data, with all other shape parameters fixed to the
values from MC.

Prefits to the prompt signal and secondary signal data samples in lnχ2
IP

are given in Figure 9.4.

Fit details for D+
s

For the D+
s → φπ+ mode, the signal shape in the mass fit is the sum of

a two normal distributions, sharing a common mean but allowed to have
different widths. The mean and width of the signal mass PDF and the slope
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of the background mass PDF, along with the mode of the lnχ2
IP prompt

signal PDF, are split across (pT, y) bins. The mode of the prompt signal
lnχ2

IP PDF and all parameters of the secondary PDF are floated during the
fit to data, with all other shape parameters fixed to the values from MC.

Prefits to the prompt signal and secondary signal data samples in lnχ2
IP

are given in Figure 9.5.

Fit details for D∗+

For the D∗+-tagged D0 → K−π+ mode, the width of the widest component
of the ∆m signal model, described in Section 9.1, is split across (pT, y) bins,
along with the mean of the prompt signal lnχ2

IP PDF. The mean of the
prompt signal lnχ2

IP PDF and all parameters of the secondary PDF are
floated during the fit to data, with all other shape parameters fixed to the
values from MC.

Prefits to the prompt signal and secondary signal data samples in D0

lnχ2
IP are given in Figure 9.6.

Fit results

For all fits, the covariance matrix is checked to be positive definite, and the
goodness-of-fit within each (pT, y) bin is checked visually to ensure that
the NLL minimisation stopped at a sensible parameter value set. Mass,
∆m, and lnχ2

IP fits are given in Figures 9.7 to 9.10, where the data and
models shown are the sums of the data and models over all (pT, y) bins.
Prompt signal yields per (pT, y) bin are given in Tables A.1 to A.4, and
those integrated across all bins in Table 9.1.

The plots show that the models match the data well, but there are
some significant discrepancies such as in Figures 9.9b and 9.10b. However,
the discrepancies in these integrated plots are exaggerations of those in
the individual (pT, y) bin fits: they indicate that there is a consistent
bias in the individual bins, but do not necessarily indicate that these are
statistically significant. For comparison, Figures 9.11 to 9.14 show the mass
(or ∆m) and lnχ2

IP fits for each meson in the (pT, y) bin with the highest
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(a) D0 → K−π+
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(b) D+ → K−π+π+

Figure 9.1: Definition of signal window, in blue, and sidebands, in red, for
D0 → K−π+ (a) and D+ → K−π+π+ (b) candidates. The boundaries of the
different regions are defined in Section 9.2. The full dataset is shown.

prompt signal yield and in the (pT, y) bin with the highest combinatorial
background yield. These show that, in the individual (pT, y) bins, the fits
model the data significantly better than the integrated plots would suggest,
and also that the fit is flexible enough to model both high prompt signal
and high combinatorial background datasets. The effect on the cross-section
measurements of mis-modelling will be discussed further in Section 11.8.

In some (pT, y) bins, it is not possible to make a prompt signal yield
measurement due to insufficient data in those bins. At this stage in the
analysis, a cross-section measurement in a bin is considered unfeasible if
there is either no data (zero candidates), or if the prompt signal yield
Ni ± σNi

in that bin as determined in the fit does not satisfy Ni > 3σNi
.
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(a) D+
s → φπ+

140 142 144 146 148 150 152 154
m(K−π+π+

Soft)−m(K−π+) [MeV/c2]

0

2

4

6

8

10

C
an

d
id

at
es

/
(0
.0

5
M

eV
/c

2 )

×103

(b) D∗+ → D0π+

Figure 9.2: Definition of signal window, in blue, and sidebands, in red,
for D+

s → φπ+ (a) and D∗+ → D0π+ (b) candidates. The boundaries of the
different regions are defined in Section 9.2. The full dataset is shown.
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Figure 9.3: Distributions of lnχ2
IP for simulated D0 → K−π+ decays:

prompt signal D0 (a) and secondary signal D0 (b). The sum of the simul-
taneous likelihood fits in each (pT, y) bin is overlaid.
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Figure 9.4: Distributions of lnχ2
IP for simulated D+ → K−π+π+ decays:

prompt signal D+ (a) and secondary signal D+ (b). The sum of the simul-
taneous likelihood fits in each (pT, y) bin is overlaid.
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Figure 9.5: Distributions of lnχ2
IP for simulated D+

s → φπ+ decays: prompt
signal D+

s (a) and secondary signal D+
s (b). The sum of the simultaneous

likelihood fits in each (pT, y) bin is overlaid.
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Figure 9.6: Distributions of D0 lnχ2
IP for simulated D∗+ → D0π+, with

D0 → K−π+, decays: prompt signal D∗+ (a) and secondary signal D∗+ (b).
The sum of the simultaneous likelihood fits in each (pT, y) bin is overlaid.
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Figure 9.7: Distributions for fully selected D0 → K−π+ candidates: D0

invariant mass (a) and D0 lnχ2
IP (b) for a mass window of ±20 MeV/c2

around the nominal D0 mass. The sum of the simultaneous likelihood fits in
each (pT, y) bin is shown, with components as indicated in the legends.
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Figure 9.8: Distributions for fully selected D+ → K−π+π+ candidates: D+

invariant mass (a) and D+ lnχ2
IP (b) for a mass window of ±20 MeV/c2

around the nominal D+ mass. The sum of the simultaneous likelihood fits in
each (pT, y) bin is shown, with components as indicated in the legends.
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Figure 9.9: Distributions for fully selected D+
s → φπ+ candidates: D+

s
invariant mass (a) and D+

s lnχ2
IP (b) for a mass window of ±20 MeV/c2

around the nominal D+
s mass. The sum of the simultaneous likelihood fits in

each (pT, y) bin is shown, with components as indicated in the legends.
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Figure 9.10: Distributions for fully selected D∗+ candidates, with D0 →
K−π+: D0 invariant mass (a); ∆m = m(D∗+) − m(D0) (b) for a mass
window of ±20 MeV/c2 around the nominal D0 mass; and D0 lnχ2

IP (c) with
an additional mass window of ±3 MeV/c2 around the nominal ∆m value.
The sum of the simultaneous likelihood fits in each (pT, y) bin is shown, with
components as indicated in the legends.



100 9. Yield extraction

1800 1820 1840 1860 1880 1900 1920
m(K−π+) [MeV/c2]

0

1

2

3

4

5

6

7

C
an

d
id

at
es

/
(1

M
eV
/c

2 )

×103

D0 data
Fit
Comb. bkg.

(a) Mass

−5 0 5 10
lnχ2

IP

0

1

2

3

4

5

6

7

8

C
an

d
id

at
es

/
0.

2

×103

D0 data
Fit
Comb. bkg.
Secondary

(b) ln χ2
IP

1800 1820 1840 1860 1880 1900 1920
m(K−π+) [MeV/c2]

0

1

2

3

4

5

6

C
an

d
id

at
es

/
(1

M
eV
/c

2 )

×103

D0 data
Fit
Comb. bkg.

(c) Mass

−5 0 5 10
lnχ2

IP

0

1

2

3

4

5

6

C
an

d
id

at
es

/
0.

2

×103

D0 data
Fit
Comb. bkg.
Secondary

(d) ln χ2
IP

Figure 9.11: Distributions for fully selected D0 → K−π+ candidates: D0

invariant mass (a and c); and D0 lnχ2
IP (b and d) for a mass window of

±20 MeV/c2 around the nominal D0 mass. The top Figures (a and b) show the
data and fits in the region 2 < pT < 2.5 GeV/c, 3 < y < 3.5, whilst the bottom
Figures (c and d) show the data and fits in the 0 < pT < 1 GeV/c, 3.5 < y < 4
region.
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Figure 9.12: Distributions for fully selected D+ → K−π+π+ candidates:
D+ invariant mass (a and c); and D+ lnχ2

IP (b and d) for a mass win-
dow of ±20 MeV/c2 around the nominal D+ mass. The top Figures (a and
b) show the data and fits in the region 2.5 < pT < 3 GeV/c, 3 < y < 3.5,
whilst the bottom Figures (c and d) show the data and fits in the
2 < pT < 2.5 GeV/c, 3.5 < y < 4 region.



102 9. Yield extraction

1900 1920 1940 1960 1980 2000 2020 2040
m(K−K+π+) [MeV/c2]

0

100

200

300

400

500

600

C
an

d
id

at
es

/
(1

M
eV
/c

2 )

D+
s data

Fit
Comb. bkg.

(a) Mass

−5 0 5 10
lnχ2

IP

0

100

200

300

400

500

600

C
an

d
id

at
es

/
0.

2

D+
s data

Fit
Comb. bkg.
Secondary

(b) ln χ2
IP

1900 1920 1940 1960 1980 2000 2020 2040
m(K−K+π+) [MeV/c2]

0

50

100

150

200

C
an

d
id

at
es

/
(1

M
eV
/c

2 )

D+
s data

Fit
Comb. bkg.

(c) Mass

−5 0 5 10
lnχ2

IP

0

50

100

150

200

C
an

d
id

at
es

/
0.

2

D+
s data

Fit
Comb. bkg.
Secondary

(d) ln χ2
IP

Figure 9.13: Distributions for fully selected D+
s → φπ+ candidates: D+

s
invariant mass (a and c); and D+

s lnχ2
IP (b and d) for a mass window

of ±20 MeV/c2 around the nominal D+
s mass. The top Figures (a and

b) show the data and fits in the region 4 < pT < 5 GeV/c, 2.5 < y < 3,
whilst the bottom Figures (c and d) show the data and fits in the
2 < pT < 2.5 GeV/c, 3.5 < y < 4 region.
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Figure 9.14: Distributions for fully selected D∗+ → D0π+, with D0 →
K−π+, candidates: ∆m = m(D∗+) −m(D0) (a and c) for a mass window
of ±20 MeV/c2 around the nominal D0 mass; and D0 lnχ2

IP (b and d) with
an additional mass window of ±3 MeV/c2 around the nominal D∗+-D0 mass
difference. The top Figures (a and b) show the data and fits in the region
4 < pT < 5 GeV/c, 3 < y < 3.5, whilst the bottom Figures (c and d) show
the data and fits in the 1.5 < pT < 2 GeV/c, 3.5 < y < 4 region.
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Table 9.1: Prompt signal yields in the fully selected dataset, summed over
all (pT, y) bins in which a measurement is made.

Hadron Prompt signal yield

D0 (25.77 ± 0.02) × 105

D+ (19.74 ± 0.02) × 105

D+
s (11.32 ± 0.04) × 104

D∗+ (30.12 ± 0.06) × 104



10 Efficiency evaluation

The efficiency chain defines the fraction of prompt charm mesons that
survive the full reconstruction and selection procedure within each (pT, y)
bin. The chain is defined in steps grouped by physical requirements and
those imposed by software, with each step being relative to the previous one.
This starts with the efficiency of a signal charm hadron to decay within the
LHCb acceptance having been produced in a pp collision, εAcceptance. The
efficiency of such a decay to be fully reconstructed is the reconstruction
efficiency εReconstruction, and then the efficiency of the reconstructed decay to
be triggered through L0, HLT1, and HLT2 is the trigger efficiency εTrigger.
There is also the efficiency of triggered candidates to pass through the offline
selection εOffline, and finally there is the signal window efficiency εSig. win. due
to the requirement imposed before the lnχ2

IP fit. The total efficiency, ε, is
the product of these, and is what enters in Equation (5.3).

Two methods are used for efficiency estimation: with simulation, where
true information is available before and after all steps; and methods of calib-
ration, where proxy data selected without the use of particular information
can be used to assess the effects of using that information in the analysis
data. Efficiency evaluation with MC can be simple, but differences between
the data and the MC must be accounted for. Calibration techniques use real
data, and so can be more robust than MC, but obtaining clean calibration
samples can be challenging.

In LHCb, it is known that the PID selection efficiencies are not well-
modelled in the MC due to an under-estimation of the detector occupancies.
The same is true, albeit to a lesser extent, for the reconstruction efficiencies.
Kinematic variables, such as charm hadron and final-state momenta, are

105
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comparatively well-modelled. This motivates a two-step procedure for
evaluating the selection efficiency, whereby the PID efficiency is computed
using calibration techniques, described in Section 10.4, and the efficiency of
the remaining requirements is made using MC, detailed in Section 10.3. The
reconstruction efficiency will be computed using MC, but corrected with a
factor obtained from calibration samples, described in Section 10.1. The
extent to which these techniques do not accurately model the efficiencies
will be discussed in the context of systematic uncertainties in Section 11.2.

The matching of true MC particles to reconstructed objects, the process
of truth-matching as described in Section 7.1, is not 100 % efficient, and so
a correction factor ρTruth is computed to account for the deficit.

To summarise: the total efficiency εi(Hc → f), for charm candidates in
the ith (pT, y) bin, is the product of the individual efficiencies and correction
factors

εi(Hc → f) = εAcceptance × εReconstruction × ρTruth × ρTracking

× εTrigger × εOffline × εPID × εSig. win.. (10.1)

where each efficiency ε is dependent on the charm hadron Hc and the final
state f , and is conditional on the previous step.

In this chapter the details of the efficiency computation for each step
are given. Example efficiency tables, differential in (pT, y), for the two-
body D0 → K−π+ and three-body D+ → K−π+π+ decays are given in
Appendix A. The notation for conditional yields will be used throughout,
where NB|A denotes the prompt signal yield after process B given that
process A preceded B.

10.1 Detector acceptance

The acceptance efficiency, evaluated using simulation, is due to the finite
spatial acceptance of the LHCb detector. The acceptance is modelled by a
set of cuts requiring that all stable charged particles in the final state have a
momentum direction satisfying 10 < θ < 400 mrad, and that all the particles
in the final state point in the positive z direction. These requirements are
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applied at the generator level, before the detector simulation, on the true
kinematics of the particles.

By counting the number of prompt charm hadrons passing the cut, the
acceptance efficiency is defined as

εAcceptance =
NAccepted|Generated

NGenerated
. (10.2)

The input dataset to this computation is the generator-level set described in
Section 7.1. The acceptance efficiencies for D0 → K−π+ and D+ → K−π+π+,
in (pT, y) bins, are given in Tables A.5 and A.6.

10.2 Reconstruction

The reconstruction efficiency εReconstruction parameterises the fraction of
charm meson decays passing the acceptance requirements that are also fully
reconstructed as tracks, for the final-state particles, and vertices, for the
charm mesons. This folds in several effects: whether the final-state particles
have a large enough momentum not to be bent out of the detector acceptance
by the magnetic field; whether the final-state particles leave enough hits
in the tracking system to be reconstructible (that is, above the minimum
threshold at which the tracking system could reconstruct a track); whether,
given that enough hits were deposited by a final-state particle, a track was
actually reconstructed; and whether a vertex can be formed, given that all
final-state particles have associated tracks.

The reconstruction efficiency is defined as the ratio of fully reconstructed
decays to those passing the acceptance requirements

εReconstruction =
NReconstructed|Accepted

NAccepted
. (10.3)

This definition is subject to the effects of (pT, y) bin ‘migration’, whereby
mesons are reconstructed as belonging to bins different from those of the
true particles. These can be due to resolution as well as any possible biases
on the measurements of pT and y. If the net migration between bins is large,
that is if the migrations are not symmetric, then the detector effects should



108 10. Efficiency evaluation

0 2 4 6 8 10 12 14
pT(D0) [GeV/c2]

−4

−3

−2

−1

0

1

2

3

4

p T
(D

0
)−
pT

ru
e

T
(D

0
)

pT
ru

e
T

(D
0
)

[%
]

0.000

0.025

0.050

0.075

0.100

0.125

0.150

0.175

0.200

0.225

A
rb

it
ra

ry
u

n
it

s

(a)

0 2 4 6 8 10 12 14
pTrue

T (D0) [GeV/c2]

0

2

4

6

8

10

12

14

p T
(D

0 )
[G

eV
/c

2 ]

10−5

10−4

10−3

10−2

C
an

d
id

at
e

fr
ac

ti
on

n
or

m
al

is
ed

to
d

ia
go

n
al

(b)

Figure 10.1: The difference between true and reconstructed D0 pT nor-
malised by true D0 pT, in bins of reconstructed pT (a), and a migration
matrix (b) showing the fraction of candidates that migrate within a true pT
bin, relative to the diagonal (where there is no migration).

be corrected for such that the reconstructed meson kinematics are more
accurate estimators of their true values. (This process is often referred to as
‘unfolding’ [74].)

Figures 10.1 and 10.2 show the deviations of the reconstructed pT and
y, in bins of those variables, for the D0 → K−π+ MC sample. In both
pT and y the deviation of the reconstructed values from the true values is
largely symmetric across the full kinematic range, and the magnitude of the
relative deviations is generally below 1 % in pT and 0.1 % in y. Similarly, the
migration matrices show that the fraction of candidates that migrate out of
their true (pT, y) bin is generally well below 1 % in pT, and below 0.1 % in
y, both of which are considered as small migrations. Such small migrations
are already accounted for by modelling the reconstruction efficiencies in bins
much wider than the resolution.

The reconstruction efficiencies for D0 → K−π+ and D+ → K−π+π+, in
(pT, y) bins, are given in Tables A.7 and A.8.
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Figure 10.2: The difference between true and reconstructed D0 rapidity,
normalised by true D0 rapidity, in bins of reconstructed rapidity (a), and a
migration matrix (b) showing the fraction of candidates that migrate within
a true rapidity bin, relative to the diagonal (where there is no migration).

Truth matching inefficiency

The evaluation of Equation (10.3) requires that the reconstructed objects,
tracks and vertices, be correctly associated back to the ‘truth-level’ inform-
ation, that is the MC objects which were generated and then propagated
through the detector simulation. The truth-matching procedure is described
in Section 4.4. The background category information is used to filter the
MC such that the number of remaining candidates are simply counted to
obtain the input to some efficiency computation, such as Equation (10.3).
However, the requirement that at least 70 % of a track’s hits are matched
to hits created by a single MC particle is not 100 % efficient at accepting
signal. The magnitude of the size of the inefficiency can be determined by
counting the number of signal decays that fail the truth matching require-
ment. Figure 10.3 shows the D0 and D+ mass distributions for the various
background categories. The ‘ghost’ category exhibits a peak identical in
nature to that seen in the ‘signal’ category. As not all signal decays that are
truly reconstructed will be counted as such when only the ‘signal’ category
is considered, associated efficiencies are underestimated.

Given that the number of correctly matched signal decays is N , and the
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Figure 10.3: Mass distributions of MC D0 (a) and D+ (b) candidates for
various background categories, as indicated in the legends. The most promin-
ent features are the signal-like peak in the ‘ghost’ distribution, indicative of a
truth-matching inefficiency, and the long tail extending below the mass peak
in the ‘other’ distribution, which mostly consists of partially reconstructed
physics backgrounds such as D0 → K−π+π0 and D+ → K−π+π+π0.

number of incorrectly labelled signal decays is U , the selection efficiency
defined in Equation (10.3) is incorrect by a factor

ρTruth = U +N

N
. (10.4)

The number of decays passing the signal requirement is used for N , and U is
measured with a maximum likelihood fit to the mass or ∆m distribution of
the decays not passing the requirement. As shown in Figure 10.3, the fraction
of incorrectly identified signal decays is small, and so a single fit is performed
with the data integrated across all (pT, y) bins, and a single correction factor
is measured. The details of the fit are identical to those for the mass fits
used in the charm yield extraction with real data, described in Section 9.1.
The result of the fits to the D0 → K−π+ and the D+ → K−π+π+ simulation
are shown in Figure 10.4. Table 10.1 lists the correction factors obtained.
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1820 1840 1860 1880 1900 1920
m(K−π+π+) [MeV/c2]

0

200

400

600

800

1000

1200

1400

1600

C
an

d
id

at
es

/
(1

M
eV
/c

2 )

MC data
Total fit
Background

(b) D+ → K−π+π+

Figure 10.4: Mass distributions of MC D0 (a) and D+ (b) candidates
not passing the ‘signal’ truth-matching requirement, that is the sum of the
“Ghost” and “Other” categories shown in Figure 10.3. Overlaid on each
distribution is the result of a maximum likelihood fit, with the total model
shown as a blue curve, and the background model as a red dotted line.

Table 10.1: Efficiency 1/ρTruth of the truth matching requirement applied
in the simulation.

Mode 1/ρTruth (%)

D0 → K−π+ 98.68 ± 0.06
D+ → K−π+π+ 96.53 ± 0.58
D+

s → φπ+ 98.53 ± 0.13
D∗+ → D0π+, D0 → K−π+ 96.85 ± 0.09
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Tracking efficiency correction

The tracking efficiency measures the efficiency for a charged particle to be
reconstructed as a track, and is part of the definition of the reconstruction
efficiency in Equation (10.3). A data-driven technique is used to compute
correction factors based on the observed differences between the data and
the MC.

Only long tracks are used in this analysis, which requires that the
particles create hits in the VELO and in the T stations. Hits in the TT
are not required to form long tracks, although matching hits are added to
tracks to improve their momentum resolution. To measure the efficiency
of long track creation, J/ψ → µ+µ− decays are reconstructed using a ‘tag-
and-probe’ technique, where one particle is fully reconstructed as a long
track and the other track is created using track segments made only using
information from the muon stations. The momentum of the latter track,
the ‘probe’, can be inferred by treating the magnetic field as an optical
system that imparts a momentum ‘kick’ in the x direction. By assuming
the muon track segment was made by a particle originating from the PV,
the probe segment can be extrapolated back from the muon stations to
the yz plane where the kick is modelled, and then the difference in slopes
between the PV-plane line and the probe track gives the probe momentum.
The invariant mass of the dimuon system can then be computed and the
distribution can be used to distinguish between backgrounds and true J/ψ
decays. The mass resolution of J/ψ → µ+µ− decays reconstructed using
long+muon tracks is about 200 MeV/c2, to be compared with a resolution of
about 16 MeV/c2 using long+long tracks. To improve the mass resolution,
the muon tracks are combined with hits in the TT, improving the resolution
to around 57 MeV/c2 [36, 75].

The tracking efficiency is evaluated as the ratio of J/ψ mesons recon-
structed using the long+muon+TT method, with those that can also be
reconstructed using the long+long method

εTracking =
Nlong+long|long+muon+TT

Nlong+muon+TT
. (10.5)
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A long track in an event is considered as ‘matched’ to the probe track if
there is a 70 % overlap of their hits in the muon stations. The tag-and-probe
method is performed using real data and MC, and a ratio is formed

ρTracking = εData
Tracking

εMC
Tracking

. (10.6)

This ratio is evaluated in bins of probe track momentum and pseudorapidity,
as the tracking efficiency is found to vary as a function of these variables,
and is shown in Figure 10.5. As it is found to also vary as a function of the
total number of reconstructed long tracks in the event, the input tracks in
the MC are weighted such that the event multiplicity distributions match
those in the data.

The correction factor in Equation (10.6) can be applied to the tracking
efficiency found using any decay, as it is only a function of p and η. It is then
applied to the reconstruction efficiency in Equation (10.3), where for a single
decay the total correction factor is the product of the correction factors for all
the tracks comprising the final states. Tracking efficiency correction factors
for D0 → K−π+ and D+ → K−π+π+ are given in Tables A.9 and A.10.

The correction factors given do not account for the differences between
muon and hadron interactions with the detector. These differences will
result in different tracking efficiencies, which may not be the same between
data and MC. The effect of these differences will be discussed in the context
of systematic uncertainties in Section 11.6.

Combining the truth-matching efficiency and tracking efficiency correc-
tion factors, the ‘corrected reconstruction’ efficiency ε′

Reconstruction can be
considered to be

ε′
Reconstruction = ρTruth × ρTracking × εReconstruction. (10.7)

10.3 Selection

At this stage, the efficiency chain includes the effects of the detector accept-
ance, the reconstruction, the truth-matching used to evaluate the reconstruc-
tion efficiency, and the data-MC differences in the tracking efficiency. What
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Figure 10.5: Tracking efficiency correction factors ρTracking in bins of track
momentum and pseudorapidity. The value is labelled in each bin, along
with the statistical uncertainty on those values due to the finite size of the
calibration datasets. Bins in which a measurement could not be made are
empty.

it left is the selection efficiencies due to the online and offline selections, as
described in Chapter 8. For simplicity, the ‘online’ and ‘offline’ selection
are treated as a single requirement, with the caveat that PID requirements
are not included. The PID efficiency can be computed using data-driven
methods, and will be described in Section 10.4.

The L0 trigger selects bunch-bunch crossings randomly at a predeter-
mined rate, and so the L0 efficiency is just the ratio of accepted crossings to
the total number, or equivalently

εL0 = RNOBIAS

NColl. bunchesνrev.
, (10.8)

where RNOBIAS is the rate at which the L0 trigger was programmed to accept
crossings; NColl. bunches is the number of bunches in the LHC which collided
at the LHCb interaction point; and νrev. is the bunch revolution frequency of
11.246 kHz [26]. Both RNOBIAS and NColl. bunches can vary as a function of the
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LHC fill, and hence so can εNOBIAS. The corresponding values are tabulated
in Table 8.1.

The combined HLT1, HLT2, and offline selection efficiency is computed as
the ratio of the number of truth-matched decays passing the full selection (but
without PID requirements) to the number of truth-matched, reconstructed
decays, giving

εTrigger × εOffline = εSelection = εL0 ×
NSelected|Reconstructed

NReconstructed
. (10.9)

Selection efficiencies for D0 → K−π+ and D+ → K−π+π+ are given in
Tables A.11 and A.12.

10.4 Particle identification

The PID efficiency εPID is the efficiency of a decay to pass all requirements on
the variables that are discriminatory between particle species. The variables
are those in the delta log-likelihood (DLL) family, whose computation
is described in Section 4.1. This analysis uses the DLLK−π variable to
discriminate between kaon and pion tracks, with the exception of the soft
pion in the D∗+ → D0π+ decay on which no PID requirement is made.

It is assumed that the efficiency of a PID cut for a given particle type can
be parameterised as a function of three variables: the track momentum p,
the track pseudorapidity η, and a measure of the detector occupancy. These
particular variables are chosen as the performance of the RICH detectors is
known to depend them [76]. As a measure of the detector occupancy, the
number NSPD of hits in the SPD detector is used.

A clean sample of D0 → K−π+ decays can be obtained without the use of
PID information. The D0 → K−π+ decay is reconstructed, and D0 mesons
are then combined with the remaining tracks in the event to form candidate
D∗+ → D0π+ decays. Kaon (pion) candidates are those with the opposite
(same) electric charge as the pion from the D∗+. Mis-identifications of other
true D0 decays, such as D0 → π+π− and D0 → K+K−, can be resolved
in the D0 invariant mass spectrum due to the high momentum resolution
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of the detector, and true D∗+ decays can be separated from combinatorial
background in the ∆m distribution.

The sample of D∗+-tagged D0 decays is referred to here as the calibration
sample, and has a 20 % overlap with the sample used for the cross-section
measurement. This is partly due to the different selection strategy that
is necessary when PID information is ignored, and also due to inclusive
trigger requirements imposed on the calibration sample. To compute the
efficiency of a given PID requirement on either a kaon or a pion track, kaons
or pions from the calibration sample are partitioned in p, η, and NSPD as
a three-dimensional histogram. The number Ci of signal tracks in the ith
bin is computed, and then the number C ′

i of signal tracks after the PID
requirement is computed, such that the efficiency in the ith bin is

εi = C ′
i

Ci

. (10.10)

It is assumed that the (p, η, NSPD) partitions are sufficiently small that
the PID efficiency within a bin is single-valued. The three-dimensional
histogram of efficiencies is an estimate of the efficiency model for the given
PID requirement on the given particle.

The track counts Ci and C ′
i are obtained with a single two-dimensional

fit to the D0 mass and the ∆m distributions. Weights are computed that
can be used to statistically remove the background contribution in variable
distributions that are uncorrelated with the invariant mass [77]. As p, η,
and NSPD are found to be uncorrelated with the fit variables, these weights
are used to compute Ci by summing the weights of the tracks that fall in
the ith bin. The weights are also used to compute C ′

i in the same way, as
the DLL variables are found to be uncorrelated with the fit variables. Once
the efficiency in each (p, η, NSPD) bin is known, the PID efficiency for the
same cut on any track can be evaluated by looking up which bin the track
falls into, and assigning the corresponding efficiency.

For the calibration sample, the average efficiency across the paramet-
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erisation space can be expressed as

εPID =

∑
i∈bins

Ciεi∑
i∈bins

Ci

. (10.11)

For some other sample of tracks, referred to here as the reference sample,1

the contents of each bin can be scaled by a weight wi based on the fraction of
the total reference sample size in the ith bin relative to that of the calibration
sample

wi = Ri

Ci

C

R
, (10.12)

where Ci (Ri) is the number of signal calibration (reference) tracks in the ith
bin, as before, and C (R) is the total number of signal calibration (reference)
tracks in the sample. The average PID efficiency for the weighted reference
sample is then

εPID =

∑
i∈bins

wiCiεi∑
i∈bins

wiCi

. (10.13)

For this cross-section analysis, all the final states have multiple charged
tracks, of different species, upon which PID requirements are made. Equa-
tion (10.13) gives the average PID efficiency for a final state where a PID
requirement is made only on one track, and so the formalism must be ex-
tended to the multi-track case. The average efficiency is first modified by
substituting Equation (10.12) into Equation (10.13) to give

εPID =

∑
i∈bins

Riεi∑
i∈bins

Ri

= 1
R

∑
i∈bins

Riεi, (10.14)

and then expanding in terms of aij, the weight of the jth reference track in
the ith (p, η, NSPD) bin

εPID = 1
R

∑
i∈bins

∑
j

aijεi. (10.15)

1It is the “reference” sample because it does not have to be equal to the sample of
tracks in data one wishes to know the efficiencies for. It can be a sample of simulated
data that describes the kinematics of the decay well, or even a different decay mode with
similar properties (often called a control channel or a reference channel).
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The weight term can account for the possibility of an impure reference sample,
where, for example, it can be the same type of background-subtracting weight
as used for the creation the efficiency histogram from the calibration sample.
With this, the PID efficiency calculation can be thought of as either of
two equivalent methods: weighting the calibration sample to look like the
reference sample, as in Equation (10.13), or assigning per-track efficiencies
to the reference sample based on (p, η, NSPD) bins they fall into, as in
Equation (10.15). The latter can be generalised to multi-track efficiencies
by summing over all decays in the reference sample, replacing the per-track
efficiency by a per-decay efficiency εd

εPID = 1
R

∑
d∈decays

adεd, (10.16)

where ad is the weight of the decay, and εd is the PID efficiency for that
decay. The per-decay efficiency εd for the case in which a PID requirement
is made on only a single track is εt, whilst for a multi-track decay it is

εd =
∏

t∈tracks
εt. (10.17)

In this analysis, the reference sample used for the calibration is the fully
selected data, which includes PID cuts applied both in the trigger and offline.
The use of a reference sample that includes PID cuts is a valid approach
under the assumption that no efficiency bins have a reference sample size of
zero [3]. The benefit is that one does not rely on a proxy or MC dataset
correctly modelling the track kinematics, and the inter-track correlations.

The statistical component of the uncertainty on the PID efficiency due
to the finite size of the calibration sample is computed via a series of pseudo-
experiments, which will be described in Section 11.4. As the reference sample
is also of a finite size, there is an additional, associated uncertainty on the
per-decay PID efficiency. However, the reference sample is identical to the
sample entering the fits described in Chapter 9, and so this uncertainty is
already accounted for in the uncertainty on the fitted signal yields.
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Optimisation of (p, η, NSPD) binning scheme

An assumption in the method of PID calibration previously described is
that the PID efficiency within a (p, η, NSPD) bin is single-valued. This can
be guaranteed by employing an infinitely fine binning. In reality, this cannot
be used due to the finite size of the calibration sample.

Figure 10.6 illustrates the dependence of the efficiency of the kaon
PID requirement on kaon momentum, as computed in equal-probability
bins based on the calibration sample populations. The efficiency varies
strongly with track momentum, and the equal-probability binning can
lead to neighbouring bins where the efficiency is near-constant, as in the
14–25 GeV/c region where a single bin may be a sufficient model. In addition,
the relative softness of the reference sample distribution (black), compared to
that of the calibration sample (red), leads to a large fraction of the reference
data being covered by a single bin (p < 14 GeV/c). If the efficiency varies
strongly within the first bin, the average value of the PID efficiency in that
bin is different for the reference and calibration samples, and so estimating
the reference efficiency with that obtained from the calibration samples will
give a biased result.

In an attempt to minimise potential biases in the evaluation of the PID
efficiency on the reference sample, for each one-dimensional projection of the
(p, η, NSPD) distribution the following iterative procedure is used, assuming
each projection is initially partitioned as a single bin:

1. Divide each bin into ten equal-probability sub-bins.

2. For each bin:

a) Compute the PID efficiency using the calibration sample in the
bin ε and in the ten sub-bins εi, and evaluate a χ2 statistic as

χ2 =
10∑
i

(ε− εi)2

δεi
2 , (10.18)

b) Compute the p-value of the χ2 value given 9 degrees of freedom.
If p < 0.001, the null hypothesis that the PID efficiency within
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the bin is constant is rejected, and so the bin should be divided
in two. Otherwise, the bin is not split.

3. For each bin that should be divided in two:

a) Divide the bin into twenty equal probability sub-bins.

b) For each of the 19 new boundaries, compute the χ2 statistic in
the union of the sub-bins below the boundary and in the union
of the sub-bins above the boundary using Equation (10.18), and
record the sum of the two χ2 values. The χ2 computation made
under the hypothesis that the efficiency within each union is
constant.

c) Record the boundary with the smallest χ2 sum.

d) If the two sub-bin unions either side of the recorded boundary
do not each contain at least 2000 tracks, the original bin is not
split. Otherwise, the original bin is split in two at the recorded
boundary.

4. If no additional bins were created in this iteration, stop. Otherwise,
repeat from Step 1

The iteration stops when either all bins satisfy the p-value requirement or
no further divisions are possible due to the lower sample size limit. The
sample size limit of 2000 tracks was chosen to reduce the possibility that the
three one-dimensional binning schemes could be combined to form a three-
dimensional binning which contained empty bins. Figures 10.7 and 10.8
shows the resulting (p, η, NSPD) binning (dark red) for kaon and pion tracks.
It can be seen that there are still bins where the finer binning (blue) shows
a large variation in the efficiency. The effect of this on the cross-section
measurement is considered as a systematic uncertainty in Section 11.4.

The particle identification efficiencies computed using the calibration
procedure are given in Tables A.13 and A.14 for D0 → K−π+ and D+ →
K−π+π+. The uncertainties given are those due to the finite size of the
calibration sample.
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Figure 10.6: Unoptimised binning scheme (blue) for computing kaon PID
efficiencies. The kaon momentum distributions are shown for the calibration
sample distribution (red) and the reference sample distribution (black).

10.5 Signal window

As described in Section 9, the number of prompt signal candidates is meas-
ured by fitting the lnχ2

IP distribution of candidates in a signal window
defined in the mass distribution. This mass window requirement removes
some signal candidates. The efficiency of the requirement is evaluated by
computing the fractional integral of the signal component of the model
fSig.(m) fitted to the mass distribution. In the case of the D∗+measurement,
there is an additional requirement that the candidates used in the lnχ2

IP fit
fall in a signal window defined in the ∆m distribution. The efficiency of
the ∆m signal window requirement is computed in the same way as for the
mass signal window requirement, except the signal component of the model
fitted to the ∆m distribution gSig(∆m) is used.

To assign an uncertainty to the integrals, the fractional integral is
recomputed in a series of 500 pseudo-experiments. Within each one, each
shape parameter is assigned a value sampled from a normal distribution
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with a mean as the ‘nominal’ value of that parameter, the value found by
the fit, and with a width equal to the uncertainty on that nominal value.
Correlations between the different shape parameters are taken into account
by sampling parameter values from the covariance matrix found in the
nominal fit. The variance on the deviation of the integrals, with respect to
the integral computed using the nominal shape parameter values, is taken
as the square of the uncertainty on the nominal integral value.

As the shape of some mass signal models are (pT, y) bin dependent, as
described in Section 9.3, the signal window efficiency is computed separately
in each (pT, y) bin. Tables A.15 and A.16 give the per-bin signal window
efficiencies for each mode.

10.6 Uncertainties on efficiencies

For the efficiencies computed by counting the number N of decays before
and the number k after some selection, the estimator ε̂ of the true efficiency
is taken to be k/N . The application of the selection on the N decays is
considered as a binomial process, with the probability P to observe k counts
given the true efficiency ε and the number of initial N counts given by

P (k|ε,N) =
N
k

 εk(1 − ε)N−k. (10.19)

To utilise the MC error propagation discussed in Section 5.1, a PDF of ε
given k and N is needed. This can be found by using Bayes’ theorem

P (ε|k,N) ∝ P (k|ε,N)P (ε|N). (10.20)

where P (ε|N) is the prior probability and P (ε|k,N) is the posterior prob-
ability. For this analysis, a flat prior in ε is chosen, encoding the belief that,
given only N , any value of ε between 0 and 1 is reasonable. Substituting such
a prior and Equation (10.19) into Equation (10.20), the posterior becomes

P (ε|k,N) ∝ εk(1 − ε)N−k. (10.21)

This is the beta distribution B(α, β) for α = k + 1 and β = N − k − 1, and
is what is used as the generating PDF in the MC error propagation.
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For the purposes of visualisation, it is useful to quote an uncertainty on
the estimator ε̂. The standard treatments of uncertainty evaluation on an
efficiency can yield symmetric uncertainties of zero, or even ±1σ intervals
that include unphysical efficiencies, when extreme values of k and N are
used [78]. Instead, asymmetric 68.2 % confidence intervals are computed
using the Agresti-Coull method [79], and are given as uncertainties on all
efficiencies computed as ratios of counts.
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Figure 10.7: Binning scheme (dark red) used for computing kaon PID
efficiencies. A finer binning scheme (blue) is given to illustrate the varying
efficiency within the nominal binning scheme. The calibration sample
distribution (red) and reference sample distribution (black) are also shown.
The distributions are kaon momentum (a) and pseudorapidity (b) and the
event multiplicity (c).
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Figure 10.8: Binning scheme (dark red) used for computing pion PID
efficiencies. A finer binning scheme (blue) is given to illustrate the varying
efficiency within the nominal binning scheme. The calibration sample
distribution (red) and reference sample distribution (black) are also shown.
The distributions are pion momentum (a) and pseudorapidity (b) and the
event multiplicity (c).
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11 Systematic uncertainties

In the discussion of systematic uncertainties, it is important to consider
the correlations of the uncertainties both between (pT, y) bins and between
charm hadrons. Uncertainties that are fully correlated cancel in ratios. In
addition, the quantification of the goodness-of-fit of a fit to the cross-section
measurements can change significantly depending on whether correlations are
accounted for. In what follows, the range of correlations of each uncertainty
between bins and between charm hadrons will be given, with a summary
presented in Section 11.10.

The systematic uncertainties are treated as nuisance parameters of the
cross-section measurement, being propagated as an additive parameter on
the respective term they relate to. The nuisance parameters are modelled
as probability density functions in the framework of Monte Carlo error
propagation, as described in Section 5.1. Typically, the PDF is a normal
distribution with a mean of zero and a width corresponding to the size of
the systematic variation being assessed, but the exact form will be given
alongside the description of the uncertainty.

11.1 Finite Monte Carlo sample size

The Monte Carlo samples used to estimate the acceptance, reconstruction,
and selection efficiencies are of a finite size, and so the computed efficiencies
carry a statistical uncertainty. This is propagated to the cross-section
measurements as a systematic uncertainty. As the set of MC events is unique
for each (pT, y) bin and mode, this systematic uncertainty is uncorrelated
between bins and between decay modes. As discussed in Section 10.6, the a
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posteriori probability for the estimated efficiency is described by the beta
distribution, and so the corresponding nuisance parameter is also modelled
by this distribution.

The resulting systematic uncertainties, relative to the central value
of the cross-section measurement, are given in Tables A.17 and A.18 for
D0 → K−π+ and D+ → K−π+π+.

11.2 Monte Carlo modelling

If the simulation does not correctly model the selection variables, the selection
efficiencies that are evaluated with MC, described in Section 10.3, will be
incorrect. To assess the accuracy of the Monte Carlo modelling, signal
distributions are extracted from the data using the sP lot method [77] and
are compared to the simulation. With the sP lot method, per-candidate
signal weights are computed based on the ratio of the signal and background
PDFs used in the lnχ2

IP fits described in Section 9.2. The weights are
defined in such a way that their sum in a subsample of the data, selected in
a way that is uncorrelated with lnχ2

IP, is equal to the signal yields in that
subsample. For variables that are uncorrelated with lnχ2

IP, this then allows
signal distributions to be estimated by binning the data as a histogram.

As the definition of the selection efficiency does not include the effects of
the PID selection, the distributions of the real data are corrected for the PID
efficiency by a per-decay weighting. The signal distributions in data are only
available after the selection has been applied, and so the same selection is
also applied to the simulation (with the exception of the PID requirements).
Comparisons of an example set of variables used in the D0 → K−π+ and
D+ → K−π+π+ selections are shown in Figures 11.1 and 11.2, integrated
across all (pT, y) bins for visualisation. The agreement is generally good.

To quantify the effect of the mis-modelling on the selection efficiencies,
the following procedure is performed for each selection variable x:

1. Find the cut value y on x which rejects half of the selected simulated
sample;
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2. Apply the cut value y on x to the real data, counting the number of
signal candidates passing the requirement as the sum of signal weights
divided by the PID selection efficiencies

NPassed =
N∑
i

I(i,x, y)wi,signal

εi,PID
, (11.1)

where I(i,x, y) = 1 if the value of x for the ith event passes the
requirement y on x, and is zero otherwise;

3. The efficiency-corrected signal yield corresponding to the requirement
on x is 2NPassed, which should equal the number of signal candidates
before the requirement y, if the MC describes the data. The quantity

∆ = 2NPassed −
i∑

N

wi,signal

εPID
, (11.2)

defines the deviation from the assumption that the data is well-
modelled by the MC.

This procedure is repeated in every (pT, y) bin, for a total of NpT
·Ny ·Nvariables

values of ∆.
To account for correlations between variables, which, if neglected, may

lead to double-counting of the mis-modelling, the procedure is repeated in
ten thousand pseudo-experiments per selection variable. For each trial, each
candidate is sampled n times from the real data, with n being sampled from
a Poisson distribution of mean 1. The total systematic uncertainty on the
efficiency-corrected signal yield due to MC mis-modelling is the mean of the
set of ten thousand values of ∆.

The value of ∆ for a given variable in a single (pT, y) bin is usually not
statistically significant, but the integration of the values of ∆ over all (pT, y)
values can be, and so a difference is evaluated for all (pT, y) bins. The
relative uncertainty on the efficiency-corrected yield N/ε is the difference
integrated across all (pT, y) divided by its uncertainty. This is given for all
modes in Table 11.2.
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Figure 11.1: Comparison of several variables used in the D0 → K−π+se-
lection between data (blue line) and MC (green points). Underneath each
pair of distributions is a pull plot, showing the significance of the deviation
in each histogram bin.
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Figure 11.2: Comparison of several variables used in the D+ → K−π+π+se-
lection between data (blue line) and MC (green points). Underneath each
pair of distributions is a pull plot, showing the significance of the deviation
in each histogram bin.



132 11. Systematic uncertainties

11.3 Monte Carlo truth matching

The truth matching efficiency described in Section 10.2 is computed using
an MC sample of finite size, and so carries a statistical uncertainty. As in
Section 11.1, this statistical uncertainty is propagated to the cross-section
measurements as a systematic uncertainty. The MC sample size is too small
to compute the truth matching systematic in (pT, y) bins, and so a value is
computed using the integrated MC. The values for each mode are given in
Table 11.3.

11.4 Particle identification calibration

As stated in Section 10.4, a key assumption in the PID calibration is that
the PID efficiency εPID is single-valued in a (p, η, NSPD) bin. Generally,
this assumption is satisfied by fine binning, but the limited statistics of
the calibration sample prohibit this as it would create large statistical
uncertainties. There are two systematic uncertainties associated to this effect:
the statistical uncertainty on εPID due to the finite size of the calibration
sample; and the breakdown of the assumption that εPID is single-valued in
a (p, η, NSPD) bin.

Calibration sample size

The efficiency εi in the ith (p, η, NSPD) bin of the efficiency histogram has
a statistical uncertainty δεi due to the finite size of the calibration sample.
Each (p, η, NSPD) bin contains a disjoint set of calibration tracks, and hence
the efficiencies between bins fluctuate independently. There will be a non-
zero correlation between the PID efficiencies of tracks in a single decay if
those tracks fall in the same efficiency bin, as well as between different decays
if there is an overlap in the efficiency bins that are used. To model these
correlations, a series of ten thousand pseudo-experiments are performed to
propagate the statistical uncertainty on εi to a corresponding uncertainty
on εPID.
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In each pseudo-experiment, a new set of efficiencies ε′
i is drawn from a

normal distribution of mean εi and width δεi. The full calibration procedure
is then repeated using the set of ε′

i to obtain an overall efficiency ε′
PID for

that pseudo-experiment. The statistical uncertainty δCεPID on the nominal
efficiency is then taken to be the standard deviation of the distribution of
ε′

PID.
A common set of efficiency histograms is generated and is used in all

pseudo-experiments for computing the uncertainty in each bin for all charm
mesons, allowing the correlations to be determined. As different (pT, y) bins
and decay modes have different kinematic distributions for their final-state
particles, this correlation is found to be significant within a decay mode
only for neighbouring (pT, y) bins, and negligible between different modes.

The relative uncertainty δCεPID/εPID is given in Tables A.21 and A.22 for
D0 → K−π+ and D+ → K−π+π+. The distribution in ε′

PID is taken as the
posterior PDF for this uncertainty in the MC error propagation, translated
such that the most probable value is coincident with zero.

Binning scheme

The iterative procedure to find the binning scheme used for the efficiency
histograms, described in Section 10.4, is limited by the sample size of the
calibration data. To be able to assess the possible shift in εPID one would
see if the calibration sample size was larger, two-dimensional PDFs in track
p and η are made using KDEs [72]. The event multiplicity is not modelled
since the PID efficiency variation in this feature is seen to be significantly
smaller than that in track p and η, and hence εPID is less sensitive to the
binning in that variable.

One two-dimensional KDE is constructed for each particle species both be-
fore and after the PID requirements under study. These densities PK/π(p, η)
and P ′

K/π(p, η) can be used to obtain the efficiency εi in the (p, η) bin of
volume V as

εi = C ′

C

∫
V P

′(p, η) dp dη∫
V P (p, η) dp dη

, (11.3)
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where C(′) is the total signal calibration sample size before (after) the
requirements. Figure 11.3 shows example one-dimensional KDE projections
in kaon η in various p bins in comparison with the signal calibration data.
Figure 11.4 shows the one-dimensional projections of the efficiencies in
comparison with a fine one-dimensional binned approximation. In both
cases, a good agreement is seen between the KDE estimate and the data.

The KDEs are used as generative PDFs to produce pseudo-experimental
data with which to perform the PID calibration. Figures 11.5 and 11.6
compare the two-dimensional efficiency histogram from the real calibration
data and the nominal binning with that generated from the KDEs, and
a good agreement is seen between the two. Unlike with real calibration
data, an effectively infinite amount of data can be generated from the KDEs,
allowing the effects of the binning scheme to be probed. This is done by
computing εPID with a progressively finer binning, where it is observed that
the value of the difference between the ‘KDE efficiency’ and the nominal
efficiency converges, as shown in Figure 11.7. The difference δBεPID between
the value at convergence and that found in the nominal procedure is taken
as the systematic uncertainty on εPID due to the chosen binning. A normal
distribution is assumed for the corresponding nuisance parameter. The same
convergence behaviour is seen in all (pT, y) bins and across all modes, and
so the uncertainty is assumed to be fully correlated across them.

The systematic uncertainty due to the choice of (p, η, NSPD) binning
relative to the measured cross-section value is given in Tables A.21 and A.22
for D0 → K−π+ and D+ → K−π+π+.

11.5 Luminosity

The beam-gas imaging analysis used to measure the integrated luminosity
comes with its own set of systematic uncertainties. The dominant compon-
ents arise from the limited resolution on the measurement of the beam-beam
and beam-gas vertices, from the choice of fit model used to parameterise the
transverse beam profiles, and the observed variation in measurements of the
visible pp cross-section over time [68]. The uncertainty on the luminosity
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Figure 11.3: Pseudorapidity distribution in the kaon PID signal calibration
sample, integrated across all values of kaon momentum (a) and within a
series of smaller p bins (b–f).
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Figure 11.4: As in Figures 10.7 and 10.8, but with an estimate of the
efficiency from kernel density estimates overlaid (blue curve).
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Figure 11.5: Efficiency distributions εi(p, η) for kaon tracks in the nominal
binning scheme using the real calibration data (a) and higher granularities
using data generated from kernel density estimates (b and c).
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Figure 11.6: Efficiency distributions εi(p, η) for pion tracks in the nominal
binning scheme using the real calibration data (a) and higher granularities
using data generated from kernel density estimates (b and c).
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Figure 11.7: Relative change in kaon (a) and pion (b) PID efficiency
εPID, as evaluated using kernel density estimates, when evaluated with a
progressively finer histogram binning.

measurement of 3.8 % is propagated to the cross-section measurements, and
is fully correlated between all charm mesons and all (pT, y) bins.

11.6 Tracking efficiency correction

The tracking efficiency corrections are computed as part of a dedicated
analysis [36], summarised in Section 10.2, and come with their own set of
statistical and systematic uncertainties.

The statistical uncertainties on the correction factors, computed in bins
of track p and η, and shown in Figure 10.5. They are propagated to the
cross-section measurements with pseudo-experiments in an identical manner
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to that used to propagate the statistical uncertainty on the PID efficiency, as
presented in Section 11.4. The use of pseudo-experiments encodes the intra-
and inter-decay correlations of this uncertainty, and the resulting distribution
of uncertainties is used as the PDF of the corresponding parameter on the
cross-sections.

The systematic uncertainty on the tracking efficiency correction factors
comprises two components: that due to the difference between muon inter-
actions with the detector (used to probe the efficiency) and those of hadrons
(used in the cross-section measurements); and that due to the weighting
procedure used to equalise the event multiplicity between the real data and
the MC. For the former source, a systematic uncertainty of 1.1 % is assigned
per pion track and of 1.4 % per kaon track, both of which are dominated
by an assumed 10 % uncertainty on the material budget. The latter source
contributes 0.4 %. The corresponding nuisance parameters for both sources
are modelled as normal distributions.

Unlike the systematic uncertainties on the PID efficiencies, the systematic
uncertainties on the correction factors are highly correlated both between
(pT, y) bins and between charm mesons. This is due to the hadronic
interaction and weighting uncertainties being dominant and global. The
systematic uncertainty on the tracking efficiency correction factor relative
to the measured cross-section value is given in Tables A.23 and A.24 for
D0 → K−π+ and D+ → K−π+π+.

11.7 Branching fractions

The branching fractions, provided by the Particle Data Group [12] and
the CLEO collaboration [49], are listed in Table 5.1. The uncertainties
are propagated as a systematic uncertainty on the cross-sections as normal
distributions of mean of zero and width equal to the uncertainty. The
uncertainties are fully correlated between (pT, y) bin within a mode, and un-
correlated between all modes, except for that on the D0 → K−π+ branching
fraction which enters both the D0 → K−π+ and D∗+ → D0π+ cross-section
measurements, for which a correlation of 95 % is assigned.
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11.8 Fit model

The choice of PDFs used to model the data in the fitting procedure described
in Chapter 9 is somewhat arbitrary, in that they are not the only functional
forms that fit the data well. The magnitude of the difference between the
cross-sections computed with other fit models and the nominal model is
assigned as a systematic uncertainty on the result. This corresponds to an
uncertainty on the true generating PDF for the observed data.

With respect to the nominal signal model used in the lnχ2
IP fit, from

Equation (9.6), alternative signal models used in the lnχ2
IP fits are: Equa-

tion (9.6) where the Gaussian core is replaced by a ‘double Gaussian’ core,
which is the sum of two Gaussian distributions sharing a common mean but
having independent widths, and a ‘smeared’ lnχ2 distribution, obtained by
modifying the usual χ2 functional form to have a parameterised asymmetry
in the widths either side of the mean [80]. Alternative models for the sec-
ondary charm component are the PDF used for the prompt signal, and the
asymmetric χ2 function used as an alternative prompt signal model. No
alternative models for the background component are tested.

The resulting relative systematic uncertainties are given in Tables A.25
and A.26 for D0 → K−π+ and D+ → K−π+π+.

11.9 Signal window

The signal window applied to the data entering the lnχ2
IP fit, as described in

Chapter 9, has an efficiency, as described in Section 10.5. The computation
of this efficiency assumes the signal model is known, but the parameters of
the model are fitted to the data, and so have an uncertainty, which results
in a systematic uncertainty on the signal window efficiency.

The computation of the uncertainty on the signal window efficiency
is given in Section 10.5. This is propagated to the cross-sections as the
systematic uncertainty, modelled as a normal distribution, and is given in
Tables A.27 and A.28 relative to the cross-section values for D0 → K−π+

and D+ → K−π+π+.



140 11. Systematic uncertainties

11.10 Correlations and summary

The different sources of systematic uncertainty that have been discussed
in this chapter can be grouped into three categories: global uncertainties,
which are correlated between all bins and all modes; uncertainties which are
only correlated between the (pT, y) bins of a decay mode; and uncertainties
which are uncorrelated between bins and modes.

Global uncertainties arise from the luminosity, from the tracking efficiency
correction factors, and the D0 → K−π+ branching fraction in between the
D0 → K−π+ and D∗+ → D0π+ withD0 → K−π+ measurements. Correlated
between bins within a decay mode are the uncertainties from the branching
fractions, from the arbitrary choice of fit model, and from the PID calibration
sample size and binning scheme. The uncertainty due to the finite MC sample
size is uncorrelated between bins and between modes.

A summary of the uncertainties entering the cross-section measurements,
and their correlations, is given in Table 11.1.
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Table 11.2: Relative uncertainties on the charm cross-sections σ(Hc) due
to the mis-modelling of the data in the Monte Carlo sample.

Decay mode Relative error

D0 → K−π+ 1.1 %
D+ → K−π+π+ 1.2 %
D+

s → φπ+ 0.2 %
D∗+ → D0π+ with D0 → K−π+ 0.91 %

Table 11.3: Relative uncertainties on the charm cross-sections σ(Hc) due
to the finite size of the Monte Carlo sample used to assess the truth matching
efficiency.

Decay mode Relative error

D0 → K−π+ 0.02 %
D+ → K−π+π+ 0.18 %
D+

s → φπ+ 0.11 %
D∗+ → D0π+ with D0 → K−π+ 0.08 %



12 Results

Double differential open charm cross-section measurements are made in bins
of charm hadron transverse momentum and rapidity with the relation in
Equation (5.3), repeated here for reference,

d2σ(Hc)
dpT dy

∣∣∣∣∣
i

= 1
∆pT∆y

Ni(Hc → f)
εi(Hc → f) · B(Hc → f) · Lint.

.

The prompt signal yields Ni(Hc → f) are measured with the maximum
likelihood fit described in Chapter 9, and the measurements of the acceptance,
reconstruction, and total selection efficiency εi(Hc → f) are detailed in
Chapter 10. The branching fractions B are listed in Table 5.1, and the
integrated luminosity Lint. is (4.98 ± 0.19) pb−1, as given in Equation (7.1).
The estimation of the associated systematic uncertainties on these quantities
is described in Chapter 11. With all inputs combined, the measurements are
presented in Figures 12.1 and 12.2. They are compared with the three sets
of predictions, where available for a given meson and (pT, y) bin, described
in Section 6.2. A comparison of the data with the predictions is given in
Section 12.3. Preceding that, measurements of charm production ratios
between proton-proton centre-of-mass energies and between charm mesons
are presented.

12.1 Production ratios

The predicted ratios of prompt charm production cross-sections between
different centre-of-mass energies can be much more precise than absolute
predictions, as several common sources of uncertainties cancel [63, 66, 67].

143
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Using the present results obtained at
√
s = 13 TeV and the corresponding

results at
√
s = 7 TeV [10], the ratios R13/7 are measured for D0, D+, D+

s ,
and D∗+ mesons. The

√
s = 13 TeV measurements are re-binned to match

the binning used in the
√
s = 7 TeV results and the production ratios are

presented for 0 < pT < 8 GeV/c and 2 < y < 4.5. In the calculation of the
uncertainties on the ratios, those due to the use of the branching fractions
cancel. Correlations of 30 % and 50 % are assumed for the uncertainties on
the luminosity measurements and tracking efficiency corrections, respectively,
and all other uncertainties are assumed to be uncorrelated. Figure 12.3
shows the measured ratios compared with predictions [63, 66, 67].

Cross-section ratios between different charm mesons are computed. It
is generally assumed that the fragmentation fractions f(c → Hc), as in
Equation (5.4), are universal, in that they do not depend upon the hard
process that created the charm quark [50,81]. Comparing meson cross-section
ratios measured at different colliders can test this assumption. Measurements
of open charm meson production have been made using e+e− collision data by
the BaBar, Belle, and CLEO collaborations [82–84], collectively ‘B factories’,
and so comparisons of meson ratios are made with those results. The B
factory measurements of D0, D+, D+

s , and D∗+ production were made using
the same set of final states as the analysis described here, and so more
precise comparisons can be made by computing the ratios of cross-sections
multiplied by the ratio of branching fractions σ(Hc) × B(Hc → f), for
example

RD+
/D

0 = σ(D+)
σ(D0)

B(D+ → K−π+π+)
B(D0 → K−π+)

.

The uncertainty due to the branching fractions does not enter in this ratio.
The meson ratios, differential in pT and y, are presented in Figures 12.4
and 12.5, along with comparisons to the ratios of the integrated measure-
ments made by the B factories. For most ratios, the Belle and CLEO results
are shown for comparison with the LHCb results. However, CLEO did not
measure the D+

s production cross-section, and so for ratios including D+
s the

BaBar D+
s measurement is combined with the relevant CLEO result.
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12.2 Integrated cross-sections

Integrated production cross-sections σ(pp → HcX) for each charm meson
are computed as the sum of the per-bin measurements, where the uncertainty
on the sum takes into account the correlations between bins discussed in
Chapter 11. For D+

s and D∗+ mesons, the kinematic region considered is
1 < pT < 8 GeV/c, 2 < y < 4.5 due to insufficient data below pT = 1 GeV/c,
while for D0 and D+ the same kinematic region as for the ratio measurements
is used. The upper limit is chosen to coincide with that of the LHCb
measurements at

√
s = 7 TeV.

The D0 and D∗+ cross-section results contain bins in which a meas-
urement was not possible, and so the cross-section integration requires a
correction factor to account for the missing measurements. A method based
on theory calculations is chosen, wherein a multiplicative correction factor is
computed as the ratio between the predicted integrated cross-section within
the considered kinematic region and the sum of all per-bin cross-section
predictions for bins for which a measurement exists. This method uses the
POWHEG+NNPDF3.0L predictions [63] for D0 and the FONLL predic-
tions [67] for D∗+. The uncertainty on the extrapolation factor is taken as
the difference between factors computed using the upper and lower bounds
of the theory predictions, and is propagated to the integrated cross-sections
as a systematic uncertainty. Table 12.1 gives the integrated cross-sections
for D0, D+, D+

s , and D∗+ mesons.
The total charm cross-section σ(pp → ccX) is calculated as

σ(pp → ccX) =
σ(Hc + H̄c)
2f(c → Hc) , (12.1)

for each decay mode. The term f(c → Hc) is the quark to hadron transition
probability, and the factor 2 accounts for the inclusion of charge conjugate
(anti-charm) states in the measurement. The transition probabilities have
been computed using measurements at e+e− colliders operating at a centre-
of-mass energy close to the Υ(4S) resonance [50], and are listed in Table 5.2.
The fragmentation fraction f(c → D0) has an overlapping contribution from
f(c → D∗+).
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The precision on the cc cross-section can be improved by combining the
individual measurements. For this, the D+

s and D∗+ inputs are neglected, as
the D0 and D+ measurements are considerably more precise. The D0 and D+

inputs are combined using the method of the best linear unbiased estimator,
or Blue method [85]. The combination of the D0 and D+ measurements
gives

σ(pp → ccX)pT < 8 GeV/c, 2.0 < y < 4.5 = 2840 ± 3 ± 170 ± 150 ţb,

where the uncertainties are statistical, systematic, and from the uncertainty
on the fragmentation fractions.

A comparison of the cc cross-sections with predictions in the pT range
0 < pT < 8 GeV/c is given in Figure 12.6. The same Figure also shows a
comparison of σ(pp → ccX) for 1 < pT < 8 GeV/c computed using each of
the four open charm mesons.

Ratios of the integrated σ(Hc) × B(Hc → f) measurements are given in
Table 12.2.

12.3 Interpretation and comparison with
theory

Figure 12.6b shows that the integrated cross-section measurements agree
very well between all four charm mesons in the region 1 < pT < 8 GeV/c,
2 < y < 4.5. A similar level of agreement is seen in the measurements
including the 0 < pT < 1 GeV/c region made with the D0 and D+ mesons,
as shown in Figure 12.6a. The two absolute predictions for the cc cross-
section shown on Figure 12.6a agree with the data within their very large
uncertainties, however the most precise prediction, the “scaled” number
from the POWHEG+NNPDF3.0L group, does not agree with the LHCb
measurement. This particular prediction was made by predicting the ratio
R13/7 and then scaling it with the LHCb measurements at

√
s = 7 TeV.

The tension between the data and this predictions suggests a systematic
mis-modelling that scales with the centre-of-mass energy.
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Comparing the double differential cross-section results with the predic-
tions, presented in Figures 12.1 and 12.2, the data consistently lie at or
above the upper limit of the ±1σ uncertainty bands on the predictions. The
shape in both pT and y is well-modelled, but diverges from the models with
increasing pT and decreasing rapidity. The GMVFNS prediction provides
the best description of data, although it is unable to make any predictions
below pT = 3 GeV/c due to large theoretical uncertainties. The FONLL
prediction set is similarly restricted in the low pT regions, with very low pT

bins having associated uncertainties spanning over two orders of magnitude.
The general underestimation of the cross-sections points to a difficulty in
predicting the overall scale of double differential charm cross-sections. The
measurements presented here can be used to constrain the parton density
functions further, which may help improve the agreement between future
measurements and predictions.

The agreement between the ratios of cross-sections at
√
s = 13 and 7 TeV

shown in Figure 12.3 is good, although the possibility of interpretation is
limited by the large uncertainties on the data, which are driven by the large
per-bin uncertainties on the 7 TeV measurement. Such ratios are particularly
useful for tuning theoretical predictions, due to aforementioned cancellation
of input uncertainties. More precise measurements of cross-section ratios
between different centre-of-mass energies are presented in Section 12.4.

The measurements of ratios of cross-sections times branching fractions
σ(Hc) × B(Hc → f) presented in Figures 12.4 and 12.5 agree with those
made at the B factories, indicting that the assumption of universality of
the fragmentation fractions f(c → Hc) is valid. There is a weak trend in
pT in some ratios, such in Figures 12.4b and 12.4c, which is consistent with
heavier mesons having a harder pT spectrum [50].

12.4 Measurements at
√

s = 5 TeV

Further measurements of prompt open charm production are made using
proton-proton collision data taken in November 2015 at a centre-of-mass
energy of

√
s = 5 TeV, with a near-identical trigger scheme and a very
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Table 12.1: Prompt charm production cross-sections integrated over
2 < y < 4.5 and the pT ranges given. The computation of the extrapolation
factors is described in the text. The first uncertainty on the cross-section
is statistical, and the second is systematic and includes the contribution
from the extrapolation factor. No extrapolation factor is given for D+

(s) as a
measurement is available in every bin of the integrated phase space.

Extrapolation factor Cross-section (ţb)

D0 0 < pT < 8 GeV/c 1.0004 ± 0.0009 3240 ± 4 ± 190
D+ 0 < pT < 8 GeV/c - 1290 ± 8 ± 190
D0 1 < pT < 8 GeV/c 1.0005 ± 0.0009 2470 ± 3 ± 130
D+ 1 < pT < 8 GeV/c - 1000 ± 3 ± 110
D+

s 1 < pT < 8 GeV/c - 460 ± 13 ± 100
D∗+ 1 < pT < 8 GeV/c 1.0004 ± 0.0023 880 ± 5 ± 140

similar analysis technique to the one described here [2]. Such measurements
can be compared with those made using proton-lead data taken at a nucleon-
nucleon centre-of-mass energy of √

sNN = 5.02 TeV [86] to compute nuclear
modification factors that can be compared to theoretical predictions. In
addition, as around 500 times more integrated luminosity was used for the
√
s = 5 TeV measurements than 7 TeV, measurements of cross-section ratios

R13/5 are much more precise than those of R13/7 presented in Section 12.1.
An increased precision in ratios between centre-of-mass energies increases
the constraining power of the measurements on PDFs. Measurements of
R13/5 are shown in Figure 12.7, where a good level of agreement is seen with
the theoretical predictions.
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Figure 12.1: Measurements and predictions for the absolute prompt D0

(a) and D+ (b) cross-sections at
√
s = 13 TeV. Each set of measurements

and predictions in a given rapidity bin is offset by a multiplicative factor
10−m, where the factor m is shown on the plots. The boxes indicate the ±1σ
uncertainty band on the theory predictions. In cases where this band spans
more than two orders of magnitude only its upper edge is indicated.
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Figure 12.2: Measurements and predictions for the absolute prompt D+
s

(a) and D∗+(b) cross-sections at
√
s = 13 TeV. Each set of measurements

and predictions in a given rapidity bin is offset by a multiplicative factor
10−m, where the factor m is shown on the plots. The boxes indicate the ±1σ
uncertainty band on the theory predictions. In cases where this band spans
more than two orders of magnitude only its upper edge is indicated.
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Figure 12.3: Measurements and predictions of the prompt D0 (a), D+ (b),
D+

s (c), and D∗+(d) cross-section ratios R13/7. Each set of measurements
and predictions in a given rapidity bin is offset by an additive factor m
shown on the plots. The dash-dotted lines indicate the unit ratio for each
of the rapidity intervals and the dashed lines indicate a ratio of two. No
prediction is available for the D+

s ratio.
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Figure 12.4: Ratios of cross-section times branching fraction measurements
of D+ (a), D+

s (b), and D∗+ (c) mesons with respect to the D0 measurements.
The bands indicate the corresponding ratios computed using measurements
from e+e− collider experiments [82–84]. The ratios are given as a function
of pT and different symbols indicate different ranges in y. The notation
σ(Hc → f) on each y-axis is shorthand for σ(Hc) × B(Hc → f).
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Figure 12.5: Ratios of cross-section times branching fraction measure-
ments for D∗+/D+ (a), D+

s /D+ (b), and D∗+D+
s (c). The bands indicate

the corresponding ratios computed using measurements from e+e− collider
experiments [82–84]. The ratios are given as a function of pT and different
symbols indicate different ranges in y. The notation σ(Hc → f) on each
y-axis is shorthand for σ(Hc) × B(Hc → f).
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Figure 12.6: Integrated cross-sections (black diamonds), their average
(black circle and blue band) and theory predictions (red squares) [63, 67] are
shown based on the D0 and D+ for 0 < pT < 8 GeV/c (a) and for measure-
ments based on all four mesons for 1 < pT < 8 GeV/c (b). The “absolute”
predictions are based on calculations of the 13 TeV cross-section, while
the “scaled” predictions are based on calculations of the 13 to 7 TeV ratio
multiplied with the LHCb measurement at 7 TeV [10].



12.4. Measurements at
√
s = 5 TeV 155

Table 12.2: Ratios of integrated cross-section times branching fraction
measurements in the kinematic range 1 < pT < 8 GeV/c and 2 < y < 4.5.
The first uncertainty on the ratio is statistical and the second is systematic.
The notation σ(Hc → f) is shorthand for σ(Hc) × B(Hc → f).

Quantity Measurement

σ(D+ → K−π+π+)/σ(D0 → K−π+) 0.953+0.003
−0.003

+0.060
−0.054

σ(D+
s → φπ+)/σ(D0 → K−π+) 0.106+0.003

−0.003
+0.009
−0.010

σ(D∗+ → D0π+)/σ(D0 → K−π+) 0.242+0.001
−0.001

+0.027
−0.026

σ(D+
s → φπ+)/σ(D+ → K−π+π+) 0.112+0.004

−0.004
+0.006
−0.009

σ(D∗+ → D0π+)/σ(D+ → K−π+π+) 0.254+0.001
−0.001

+0.016
−0.017

σ(D+
s → φπ+)/σ(D∗+ → D0π+) 0.444+0.013

−0.013
+0.042
−0.052
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Figure 12.7: Measurements and predictions of the prompt D0 (a), D+ (b),
D+

s (c), and D∗+(d) cross-section ratios R13/5. Each set of measurements
and predictions in a given rapidity bin is offset by an additive factor m
shown on the plots.



13 Summary

Measurements of prompt open charm production cross-sections can be used
to constrain parton density functions, a key component in QCD predictions
of cross-sections at the LHC and beyond. They can also be used to set limits
on the background rates in atmospheric neutrino experiments, and are used
by the experiments at the LHC to estimate the rates of very rare processes
and to plan for future data-taking conditions.

This part has presented the measurements of prompt production cross-
sections of the open charm mesons D0, D+, D+

s , and D∗+ with the LHCb
detector at a centre-of-mass energy of

√
s = 13 TeV. The measurements

are made in bins of charm hadron transverse momentum and rapidity. A
significantly higher precision was achieved in comparison to complementary
LHCb measurements made at

√
s = 7 TeV, due to a increase in integrated

luminosity by a factor 300. The data were analysed immediately after the
data-taking thanks to the Turbo stream processing model, unique to the
LHCb experiment and new for Run 2 of the LHC. A precise luminosity
measurement was made using the beam-gas imaging method, only possible
due to the high precision of the LHCb vertex detector.

The data agree with a set of theoretical predictions, each prediction
using different inputs and having varying kinematic ranges and uncertainties,
although the data generally lie at the upper edge of the uncertainty intervals.
This indicates that the (pT, y) dependence of the cross-sections is well
modelled, but that the absolute normalisation is too low. Similar levels
of agreement are seen between predictions and measurements of 13 TeV
cross-sections relative to those measured at

√
s = 7 TeV and 5 TeV, and for

integrated cc cross-sections.
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158 13. Summary

It is found that the assumption of universality of charm fragmentation
fractions f(c → Hc) is valid, as measurements of relative cross-sections
between charm mesons agree with similar measurements made at the B
factories.

The study of charm physics has the potential to uncover the first hints
of physics beyond the SM, although such potential relies on the collection of
vast datasets in order to resolve what must be very small effects. With this
measurement, it is known that around 3 × 1012 cc pairs will be produced
within acceptance of the LHCb detector for every 1 fb−1 of integrated lu-
minosity, and that the LHCb detector is capable of cleanly and efficiently
reconstructing open charm mesons. Despite its name, LHCb is a charm
factory.



Part III

Direct CP violation in charm
baryon decays
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14 Introduction

Direct CP violation has only been observed in the kaon [17,87] and B meson
systems [4–7]. The charm system is the only one in which the SM predicts CP
violation but where no CP symmetry breaking has been observed. Particular
phenomenological focus has rested on the D0 meson [9], the lightest charm
hadron. The most sensitive experimental probes of direct CP violation in
D0 decays have been measurements of the difference between the rates of
direct CP violation in two singly Cabibbo-suppressed (SCS) decays of the
D0 meson, D0 → K−K+ and π−π+.

The rate of direct CP violation in the decay of any particle P to a final
state f is parameterised as

ACP (P → f) = Γ(P → f) − Γ(P̄ → f̄)
Γ(P → f) + Γ(P̄ → f̄)

. (14.1)

For D0 → h−h+ decays, this is expected to be of the order of 10−3 in the
SM [9], and as such is sensitive to contributions from physics beyond the
Standard Model.

The K−K+ and π−π+ final states transform into one another under the
U -spin transformation, exchanging d 
 s quarks. In some models the sign of
ACP (D0 → K−K+) is predicted to be opposite to that of ACP (D0 → π−π+)
through U -spin symmetry arguments [9], and so the difference between the
two is particularly sensitive to direct CP violation

∆ACP = ACP (D0 → K−K+) − ACP (D0 → π−π+). (14.2)

After an initial measurement of ∆ACP providing evidence of CP vi-
olation in charm decays [88, 89], generating much interest in the theory

161



162 14. Introduction

community [89], more precise measurements of ∆ACP did not confirm the
initial evidence [90, 91]. The current world average is consistent with the
hypothesis of no direct CP violation in D0 decays [92], being1

∆ACP = (−0.252 ± 0.104) %. (14.3)

This is to be compared to theoretical predictions which are uniformly below
the percent level, but in which large theoretical uncertainties prevent a
consistent number.

Charm baryons, the lightest of which is the Λ+
c (udc), are an additional

system in which to search for CP violation. The first evidence for CP
violation in baryon decays was found only recently [8], using the decays
of the lightest beauty baryon, the Λ0

b (udb). An analogous measurement
of ∆ACP using Λ+

c decays, to that made with D0 decays, is searching for
direct CP violation in the decays Λ+

c → pK−K+ and Λ+
c → pπ−π+. The

dynamics of these SCS decays, which can only be fully parameterised by a
five-dimensional phase space [94], are currently poorly understood [12, 95],
and so any experimental input can be useful to guide and constrain the
theory. The previous generation of heavy flavour collider experiments, such
as Belle and BaBar, collected small samples of Λ+

c [83], whereas the large
charm cross-section at LHCb enables CP violations measurements at the
percent level or lower.

The large sample of b hadron decays collected by LHCb can also be
used to study CP violation in Λ+

c decays. The long Λ0
b lifetime, around

seven times greater than that of the Λ+
c , can be exploited to provide efficient

background rejection. The semileptonic decay chain Λ0
b → Λ+

c µ
−X enables

the usage of the LHCb muon triggers, described in Section 4.2, requiring
a single, high pT muon whose trajectory is significantly displaced from
the PV. Using measurements of the Λ0

b → Λ+
c µ

−X and Λ+
c → ph−h+

branching fractions [12,96], and measurements of the Λ0
b cross-sections in pp

collisions [97], and assuming a total reconstruction and selection efficiency of
around 1 %, LHCb should have collected of the order of 104 pπ−π+ decays

1The world average is not strictly of ∆ACP , but of ∆adir
CP , which includes effects in

indirect CP violation, which arise to the possibility of CP violation in D0-D̄0 mixing [93].
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and 103 pK−K+decays during Run 1. The statistical uncertainty on a
measurement of ∆ACP will then be dominated by the pK−K+ sample size,
having a precision on the order of 1 %.

The analysis described in this part measures ∆ACP using Λ+
c → pK−K+

and Λ+
c → pπ−π+decays, reconstructed in association with a high-pT muon

assumed to originate from the decay of a Λ0
b. The data were collected with the

LHCb detector in 2011 and 2012, corresponding to an integrated luminosity
of 3 fb−1. An overview of the analysis will be given in the remainder of this
chapter.

14.1 Analysis overview

Rather than measuring the relative difference of decay rates in Equa-
tion (14.1), it is simpler to measure the asymmetry in the observed yields
N

ARaw
CP (f) = N(f) −N(f̄)

N(f) +N(f̄)
, (14.4)

where here, and throughout this part, the origin of the final state f from a
Λ+

c decay is implicit.2 This is not necessarily equal to the decay asymmetry in
Equation (14.1) as it may contain contributions from associated production
and detection asymmetries. The complete formalism and experimental
treatment of this will be discussed in Chapter 15.

Any theoretical computation of ACP or ∆ACP for Λ+
c → ph−h+ decays

requires some model for the five-dimensional ph−h+ phase space, as it may
be that the strength of CP violation varies across it. The selection and
reconstruction of the Λ+

c candidates may sculpt this distribution, and so the
experimental efficiency as a function of the phase space must be computed.
The phase space definition is given Section 15.1.

After correcting for any possible background asymmetries with a weight-
ing procedure, and for the phase space efficiencies computed using simulation,
the Λ+

c and Λ−
c yields are measured simultaneously for each mode with χ2

fits. The fits are performed in such a way that the true value of ARaw
CP

2It is assumed that charge is conserved, so a final state f̄ implies an initial state Λ−
c .



164 14. Introduction

is hidden to avoid experimental bias, and as such the fits are said to be
‘blinded’.

The description of the data by the fits, any remaining background
asymmetries, and Λ+

c decays originating from sources other than Λ0
b decays

are considered in the context of systematic uncertainties. Studies are
performed, and deviations from the nominal, measured value of ∆ACP that
cannot be corrected for will be assigned as systematic uncertainties on the
measurement.

Part structure

The contributions of the various production and detection asymmetries to
ARaw

CP will be derived and enumerated in Chapter 15. The parameterisation
of the five-dimensional phase space will also be given, which is used when
constructing the phase space efficiency model. The collision data and
the simulation used in the analysis are described in Chapter 16, and the
reconstruction and selection of the real data will be presented in Chapter 17.
The extraction of the signal yields and of the kinematic distributions of the
signal from the fully selected data is presented in Chapter 18, and then
those signal distributions are equalised between the two Λ+

c decay modes,
discussed in Chapter 19, to remove background asymmetries such as the
Λ0

b production asymmetry. The resulting kinematic weights are combined
with reconstruction and selection efficiencies computed as a function of
ph−h+ phase space, whose method of computation is shown is Chapter 20,
after which the combined weights enter the blinded χ2 fits that are used to
measure ARaw

CP , described in Chapter 21. The combination of ARaw
CP (pK−K+)

and ARaw
CP (pπ−π+) to measure ∆ACP is given in Chapter 22. Methods for,

and the results of, various systematic studies are given in Chapter 23. Finally,
a summary is presented in Chapter 24.



15 Formalism

The measurement of ARaw
CP , as defined in Equation (14.4), can be con-

taminated by production and detection asymmetries. By reconstructing
Λ+

c → pK−K+ and Λ+
c → pπ−π+ decays from Λ0

b → Λ+
c µ

−X decays, ARaw
CP

can include the effects of the Λ0
b/Λ̄0

b production asymmetry, the µ−/µ+

detection asymmetry, and the detection asymmetry of the Λ+
c final state

f/f̄ .

The Λ0
b production asymmetry is predicted to be non-zero due to the pp

collision environment [98], and indeed LHCb has found evidence of such an
asymmetry as a function of Λ0

b rapidity [97]. The two detection asymmetries
are also expected to be non-zero, due to the known differences between the
hadron/anti-hadron and muon/anti-muon cross-sections with matter [12].
The final state detection asymmetry can be broken down into two terms:
one due to the detection asymmetry of the proton; and another due to the
detection asymmetry of the K−K+pair and the π−π+ pair. If the meson
kinematics are equal within a given mode, for example if the K− kinematics
are identical to those of the K+ in the pK−K+ data, then the final state
asymmetry reduces to the proton detection asymmetry.

Both the Λ0
b production and the muon detection asymmetries should be

independent of the Λ+
c final state, given the same Λ+

c kinematics. Different
acceptance efficiencies between pK−K+ and pπ−π+ can create unequal Λ+

c

kinematics, but the kinematics can be weighted to equalise them between
the modes.

It will now be shown how the background asymmetries entering ARaw
CP can

be removed in the difference ∆ACP . The number of reconstructed Λ+
c → f
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decays can be expressed as the product of several effective probabilities

N(f) = P(Λ0
b) · Γ(Λ0

b → Λ+
c µ

−X) · Γ(Λ+
c → f) · ε(µ−) · ε(f), (15.1)

where P(Λ0
b) is the probability of producing a Λ0

b baryon given a pp collision,
and ε(µ−) and ε(f) are the muon and Λ+

c final-state detection efficiencies.
A similar expression exists for N(f̄), where are particles are replaced by
their charge conjugates. It is assumed that the Λ0

b → Λ+
c µ

−X decay is CP -
symmetric, but that all other factors may not be, for example ε(µ−) 6= ε(µ+).

To express ARaw
CP in terms of its component asymmetries, the notation of

a general asymmetry parameter X is defined, which describes the asymmetry
between two quantities x and x̄

X = x− x̄

x+ x̄
. (15.2)

This can be rearranged as

x = 1
2(x+ x̄)(1 +X), and (15.3)

x̄ = 1
2(x+ x̄)(1 −X). (15.4)

An asymmetry parameter like that in Equation (15.2) can be defined for
each of the relevant terms in Equation (15.1)

A
Λ0

b
P (f) =

P(Λ0
b) − P(Λ̄0

b)
P(Λ0

b) + P(Λ̄0
b)

,

A
µ

−
D (f) = ε(µ−) − ε(µ+)

ε(µ−) + ε(µ+)
, and

Af
D(f) = ε(f) − ε(f̄)

ε(f) + ε(f̄)
,

and the asymmetry in Γ(Λ+
c → f) is ACP as in Equation (14.1). Each

parameter is, at least implicitly, dependent on the detected Λ+
c final state,

as each parameter can vary in quantities that may also vary between Λ+
c

decay modes. Substituting Equation 15.1 into Equation 14.4

ARaw
CP (f) =

P(Λ0
b)Γ(f)ε(µ−)ε(f) − P(Λ̄0

b)Γ(f̄)ε(µ+)ε(f̄)
P(Λ0

b)Γ(f)ε(µ−)ε(f) + P(Λ̄0
b)Γ(f̄)ε(µ+)ε(f̄)

,
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and then substituting each quantity for its equivalent form as in Equa-
tions (15.3) and (15.4), all factors of 1/2 and all factors of the form (x− x̄)
cancel, leaving

ARaw
CP (f) = Y

Z
. (15.5)

where (dropping the final state parameter temporarily for compactness)

Y = A
Λ0

b
P A

µ
−

D Af
D + A

Λ0
b

P A
µ

−
D ACP + A

Λ0
b

P Af
DACP + A

µ
−

D Af
DACP

+ A
Λ0

b
P + A

µ
−

D + Af
D + ACP , (15.6)

and

Z = 1 + A
Λ0

b
P A

µ
−

D + A
Λ0

b
P Af

D + A
Λ0

b
P ACP + A

µ
−

D Af
D + A

µ
−

D ACP

+ Af
DACP + A

Λ0
b

P A
µ

−
D Af

DACP . (15.7)

Assuming that the individual asymmetries are small, of the order of 1 %,
the product of two or more asymmetries is negligible with respect to the
leading order, and so

ARaw
CP (f) ≈ ACP (f) + A

Λ0
b

P (f) + A
µ

−
D (f) + Af

D(f). (15.8)

By assuming that these background asymmetries are mode-independent,
that is to say AD(f) = AD(g) and AP (f) = AP (g), the difference between
ARaw

CP for the pK−K+ and pπ−π+ will only have contributions from ACP

∆ACP = ARaw
CP (pK−K+) − ARaw

CP (pπ−π+), (15.9)

≈ ACP (pK−K+) − ACP (pπ−π+).

The assumption that the production and detection asymmetries in Equa-
tion (15.8) are mode independent is not true in general. This can been seen
by first making a weaker assumption that the background asymmetries are
dependent only on the kinematics of the representative particles. Different
final states will in general have different acceptance, reconstruction and
selection efficiencies as a function of Λ+

c kinematics. The kinematics of the
Λ+

c are correlated to those of the muon and the Λ0
b, and so two samples with
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different Λ+
c kinematics will likely also have different Λ0

b and muon kinemat-
ics. Hence, there can still be net production and detection asymmetries in
∆ACP .

The assumption that the background asymmetries depend only on
particle kinematics is not unreasonable. The production asymmetry, for
example, is a difference in cross-sections, which are usually parameterised
by the kinematics of the produced particle (pT and either η or rapidity).
Similarly, a detection asymmetry describes the differences of material in-
teractions between matter and antimatter, and these are dependent on the
momentum of the particle in question and, assuming a non-uniform material
distribution, its flight path.

As it is not given that the Λ+
c kinematics are the same between Λ+

c →
pK−K+ and Λ+

c → pπ−π+ decays in the data, the data can be weighted
to equalise the Λ+

c kinematics. The background asymmetries AP and A
µ

−
D

will then cancel in the difference ∆ACP . The proton kinematics will not
necessarily agree after such a weighting, as the energy release in the pK−K+

and pπ−π+ decays is different. These considerations govern the analysis
strategy: measure the number of Λ+

c candidates in the pK−K+ and pπ−π+

samples after weighting them such that the Λ+
c kinematics look alike, such

that the Λ0
b and µ− kinematics also agree. Additional weighting may be

required to equalise the proton kinematics.

15.1 Decay phase space

The phase space of a decay is the set of variables which fully parameterises
all possible dynamics. Although a three-body decay requires 12 paramet-
ers to describe the kinematics, under the assumptions of four-momentum
conservation and that the masses of the three decay products are known,
the number of free parameters is only five. When all particles involved have
zero spin, the distribution of the momenta of the decay products is isotropic,
such that there are only 2 degrees of freedom. These are usually taken
to be two child-pair squared masses, which can be visualised as a Dalitz
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plot. In the case of Λ+
c → ph−h+, the spin 1⁄2 of the proton means that

the three-body system is no longer rotationally symmetric, and the full five
degrees of freedom are required to describe the phase space.

For a meaningful comparison of the measurement of ∆ACP with theor-
etical predictions, which are not presently available, the efficiency of the
Λ+

c selection across the five-dimensional phase space must be known. The
definition of “selection” includes the effects of the LHCb acceptance and the
trigger, stripping, and offline requirements. The efficiency model can either
be provided to theorists so that they can apply the same efficiencies to their
phase space models, or it can be used to correct the data before the ∆ACP

measurement is made.
The five dimensions of the phase space are defined here in a similar

way to the Λ+
c → pK−π+ amplitude analysis performed by the E791 col-

laboration [94]. This defines two child-pair squared masses, of the proton
and oppositely-charged child m2(ph−) and of the two opposite-sign pseudo-
scalars m2(h−h+), and three decay angles. The child-pair squared masses
are invariant under Lorentz transformations, but the decay angles are not
and so a definition of the frame in which they are computed is required.

The E791 analysis defines a coordinate system in the Λ+
c rest frame.

The z-axis, also called the quantisation axis or polarisation axis P̂PPΛ+
c
, is

perpendicular to the plane of production

z = P̂PPΛ+
c

= p̂Beam × p̂Λ+
c
, (15.10)

where p̂Beam is the direction of the beam1 and p̂Λ+
c

is the direction of the
Λ+

c measured in the laboratory frame. The x-axis of the Λ+
c rest frame is

p̂Λ+
c
. As the Λ+

c candidates in this analysis are not produced directly from
the pp collision but in the decays of Λ0

b baryons, here the ‘beam direction’
is defined as the direction of the Λ0

b momentum vector, which is equal to
the direction vector pointing from the pp primary vertex vpp to the Λ+

c µ
−

vertex vΛ+
c µ

−

p̂Beam = p̂Λ0
b

= vΛ+
c µ

− − vpp. (15.11)
1E791 was a fixed-target experiment, colliding a 500 GeV/c pion beam with metal

foils.
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x = p̂Λ+
c

y

z = P̂PPΛ+
c

= p̂Λ0
b

× p̂Λ+
c

p

h−h+

φp

θp
2π − φh−h+

p

z = P̂PPΛ+
c

h
+

h
−

θp

Figure 15.1: Definition of inertial reference frame axes and Λ+
c → ph−h+

phase space decay angles. Adapted from Figure 1 in the E791 Λ+
c → pK−π+

amplitude analysis paper [94].

With this coordinate system and inertial frame, the three decay angles are
defined as:

1. The angle θp between the proton momentum vector and the z-axis;

2. The angle φp between the proton momentum vector and the x-axis;
and

3. The angle φ
h

−
h

+ between the plane containing the proton momentum
vector and the z-axis and the plane containing the two pseudo-scalar
meson momentum vectors.

These definitions are illustrated in Figure 15.1
The distributions of the five phase space variables will be presented in

Chapter 20, along with the evaluation of the efficiency as a function of the
position in phase space.
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This analysis uses all data collected in 2011 and 2012. As the beam conditions
changed between the two years, from

√
s = 7 TeV to 8 TeV, the analysis

is performed separately on the two sub-samples. The sub-samples are
further split into magnet up and magnet down datasets, as the particle
detection asymmetries change with the magnet polarity [99]. The individual
measurements made using these sub-samples are later combined in an average.
The total integrated luminosity is (2979.0 ± 40.0) pb−1, the breakdown of
which for the different running conditions is given in Table 16.1. This chapter
will describe the generalities of the data, such as the processing workflow
and application of calibrations, as well as the simulation that will be used.

The data are processed through the offline reconstruction and the
stripping, as described in Section 4.3. Two stripping lines select the
Λ+

c → pK−K+ and Λ+
c → pπ−π+ decays of interest in association with

a muon candidate, and a Λ+
c µ

− vertex is formed and treated as a Λ0
b. The

candidates passing the stripping selections are required to have been used in
specific trigger decisions. As combinatorial background is the dominant com-
ponent in the data at this stage, as shown in Figure 16.1, candidates passing
the stripping and trigger requirements are further filtered offline. Details of
the trigger, stripping, and offline selection will be given in Chapter 17.

To improve the Λ+
c mass resolution in the datasets, and the consistency

between them, two algorithms are run on the data offline. The first of these is
the momentum scale calibration. This corrects track momentum by a linear
factor α, which varies with running conditions and is found by comparing
mass measurements made with J/ψ → µ+µ− and B+ → J/ψK+ decays to the
corresponding world averages [30]. The second algorithm is DecayTreeFit-

171



172 16. Datasets

0

500

1000

1500

2000

2500

3000

3500
C

an
d

id
at

es
/

1
M

eV
/c

2

χ2/NDOF = 124/114
p = 0.241

Data
Total fit
Signal
Background

2240 2260 2280 2300 2320 2340
m(pK−K+) [MeV/c2]

−4
−2

0
2
4

M
od

el
−d

at
a

σ
D

at
a

(a) pK−K+

0

2000

4000

6000

8000

10000

12000

C
an

d
id

at
es

/
1

M
eV

/c
2

χ2/NDOF = 129/114
p = 0.155

Data
Total fit
Signal
Background

2240 2260 2280 2300 2320 2340
m(pπ−π+) [MeV/c2]

−4
−2

0
2
4

M
od

el
−d

at
a

σ
D

at
a

(b) pπ−π+

Figure 16.1: Fits to the Λ+
c mass spectrum in the 2012 magnet down

dataset for pK−K+ (a) and pπ−π+ (b). Only the stripping and trigger
selection is applied. The fit that is overlaid is described in Chapter 18.

ter [100]. This fits the entire Λ0
b → Λ+

c µ
−X-with-Λ+

c → ph−h+ decay chain
in a single step, rather than the back-to-front reconstruction used in the
stripping. The advantage of such a method is that all the information known
about the decay can influence the fit parameters, whereas the stripping re-
construction can only propagate information in one direction. Such a global
treatment of information is particularly useful when applying constraints in
the fit, such as requiring the mass of a vertex combination to be exactly some
value, or that the head of the decay originated from the PV. In this analysis,
DecayTreeFitter is applied to the Λ0

b decay with the constraint that the
ph−h+ vertex has the nominal Λ+

c mass of 2286 MeV/c2 [12]. This improves
the resolution of the Λ+

c phase space variables, and restricts the phase space
to physical values. Unless stated otherwise, kinematic quantities used in this
analysis are those computed by the DecayTreeFitter algorithm, with
the notable exceptions of the quantities used in the trigger and stripping
selections, and the ph−h+ invariant mass entering the mass fit.
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16.1 Monte Carlo

The only information made available for offline analysis is that passing the
stripping. The simulation is used to infer properties of the data before that
stage. There are three different sets of Monte Carlo (MC) data that are
used in this analysis.

Full detector simulation

The full LHCb Monte Carlo is used to obtain distributions of the phase
space variables after the LHCb acceptance, stripping, trigger, and offline re-
quirements. The general procedure of the LHCb MC generation is described
in Section 7.1, and the acceptance requirements are identical to those given
in Equation (7.2).

The samples contain around 2.5 × 106 generated Λ0
b decays per Λ+

c final
state per magnet polarity, simulated using the most representative data-
taking conditions for 2012. These conditions correspond to an average
number of pp interactions per bunch crossing of ν = 2.5, a beam energy
of 4 TeV, and a trigger configuration representative of the average trigger
conditions used in 2012. Each Λ0

b is forced to decay to the Λ+
c µ

−νµ final
state, and the Λ+

c is forced to decay to the appropriate ph−h+ final state
with no intermediate resonances. The simulated particles are reconstructed
with the same reconstruction software as the real data, and are then passed
through a near-identical version of the stripping, with the only difference
being the omission of any PID selection, as the related variables are known
to be poorly modelled in the MC. The DecayTreeFitter algorithm
is run on the candidates passing the stripping, but the momentum scale
calibration is not applied as the conditions in the MC are stable.

Generator-level simulation

The Monte Carlo samples described in Section 16.1 have the LHCb accept-
ance requirements imposed upon them, as defined in Equation (7.2). These
requirements do not necessarily have a flat efficiency across the Λ+

c → ph−h+
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Table 16.1: Integrated luminosity for each data sample used in the analysis.

Year Polarity Integrated luminosity (pb−1)

2011 Up 422 ± 7
2011 Down 564 ± 10
2012 Up 1001 ± 12
2012 Down 993 ± 12

phase space, and so additional samples are required to study these effects. A
sample of 5 × 105 Λ0

b → Λ+
c µ

−νµ decays are generated for each Λ+
c → ph−h+

mode for each 2012 magnet polarity. These samples are not propagated
through the detector simulation, and so only generator-level, or ‘truth level’,
information is available.
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The Λ+
c charm baryon has a lifetime of 0.2 ps, half that of the D0 and eight

times less than that of the B0. Indeed, it is one of the shortest-lived weakly
decaying heavy flavour hadrons, and as such presents particular challenges
when a clean, efficient selection is desired as the secondary decay vertex
is not far displaced from the PV. Although the bb cross-section is of the
order of 100 times less than the cc cross-section [10, 11], reconstructing the
decay chain Λ0

b → Λ+
c µ

−X allows for the exploitation of the long Λ0
b lifetime

and the highly efficient muon and topological b decay triggers [41, 42]. This
analysis selects secondary Λ+

c candidates by association with a high-pT muon
displaced from the PV.

17.1 Stripping and trigger

The selections in the stripping lines were not tuned specifically for this
analysis, instead serving as general-purpose requirements suitable for a
range of studies that use Λ+

c → ph−h+ decays originating from semileptonic
Λ0

b decays. As such, they are similar to the selections of other b decays made
at LHCb. They exploit the long decay times of b hadrons, such that they fly
a significant, measurable distance in the VELO, and the high pT and large
impact parameter of the child vertices and tracks. Additional requirements
are similar in nature to those made for charm hadrons, such as track and
vertex fit quality and track χ2

IP, which are described in Chapter 8.
The selection criteria for final state particles entering the stripping lines,

namely protons, charged kaons and pions, and muons, is given in Table 17.1.
One variable that has not been discussed previously is pGhost, the ghost

175
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Table 17.1: Selection of tracks, with associated particle hypotheses, used in
the Λ0

b and Λ+
c stripping selection. Cuts listed under “All” are applied to all

tracks.

Particle Variable Cut value

All

pT > 250 MeV/c
p > 2 GeV/c

Track χ2/NDOF < 3
pGhost < 0.5

Muons

pT > 800 MeV/c
p > 3 GeV/c

χ2
IP > 4

DLLµ−π > 0

Pions χ2
IP > 9

DLLK−π < 4

Kaons χ2
IP > 9

DLLK−π > 4

Protons
χ2

IP > 9
DLLp−π > 4
DLLp−K > 1 × 10−10

probability, which is the response of an artificial neural network (ANN)
trained to discriminate between real and fake (ghost) tracks [101]. The ANN
response is transformed in such a way as to be within the range [0, 1], and
that the ghost rejection efficiency in simulation varies linearly from zero to
100 % in that range.

The selected protons, pions, and kaons are combined as Λ+
c candidate

vertices, which are then combined with muon candidates to form Λ0
b can-

didates. The requirements on the combinations and vertices are given in
Table 17.2. As in Chapter 8, the selection of composite particles proceeds
in two stages: firstly by imposing requirements on the union of the inputs;
and secondly on the vertex formed after the fit.

Trigger requirements are made after the Λ0
b candidate is created and

selected in the stripping lines. They are driven by the powerful discrimination
provided by the muon from the Λ0

b. The muon candidate is required to have
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Table 17.2: Stripping selection of particle combinations, vertices, and
events.

Object Variable Cut value

Event NLong tracks < 250
NPV > 0

ph−h+
|m−mPDG(Λ+

c )| < 100 MeV/c2∑
Children pT > 1800 MeV/c

DOCA χ2 < 20

Λ+
c vertex

|m−mPDG(Λ+
c )| < 80 MeV/c2∑

Children pT > 1800 MeV/c
Vertex χ2/NDOF < 6

Vertex distance χ2 > 100

Λ+
c µ

− m < 6200 MeV/c2

Λ0
b vertex

m 2500 < m < 6000 MeV/c2

Vertex χ2/NDOF < 6
DIRA > 0.999

zΛ+
c

− zΛ0
b

> 0 mm

fired the L0 and HLT1 single muon lines, and at HLT2 the union of the
tracks comprising the Λ0

b and Λ+
c candidates are required to have fired the

topological semileptonic b lines, as described in Section 4.2. Distributions
of the pK−K+ and pπ−π+ mass in the 2012 magnet down dataset after the
stripping and trigger requirements are given in Figure 16.1, as an illustration
of the signal purity at this stage.

17.2 Offline

A mass window requirement is imposed on the Λ+
c candidates, which is equal

to the range used in the mass fits (described in Chapter 18)

2230 < m(Λ+
c ) < 2350 GeV. (17.1)

This is the three-body ph−h+ invariant mass computed in the vertex fit,
rather than that from the decay tree fit. The decay tree fit is required to
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Figure 17.1: Full (a) and zoomed (b) mass spectra of the π+π− pair
in the pπ−π+ decay mode, in the magnet up 2012 data. The background
contributions in the black spectra have been statistically subtracted, whereas
the red spectrum has the signal component subtracted. The red lines indicate
the boundaries of the requirement designed to remove the pK 0

S component of
the sample. Also visible are the ρ(770)/ω(782) and f0(980) resonances.

have converged.
The pπ−π+ mode contains a number of pK 0

S and Λ0π+ candidates, as
shown in Figures 17.1 and 17.2. The candidates are removed by applying
an exclusion window 40 MeV wide centred near the nominal K 0

S mass [12]

485 < m(π+π−) < 510 MeV, (17.2)

and an exclusion window 10 MeV wide centred near the nominal Λ0 mass [12]

1100 < m(pπ−) < 1120 MeV. (17.3)

The largest source of combinatorial background is due to K → p and
π → p misidentification, as pions and kaons are produced much more
numerously than protons. The PID requirements on the proton, kaon,
and pion candidates are tightened offline. The ProbNN family of variables
is used, which contains one ProbNN variable for each charged particle
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Figure 17.2: Full (a) and zoomed (b) mass spectra of the pπ− pair in
the pπ−π+ decay mode, in the magnet up 2012 data. The background
contributions in the black spectra have been statistically subtracted, whereas
the red spectrum has the signal component subtracted. The red lines indicate
the boundaries of the requirement designed to remove the Λ0π+ component
of the sample. The additional features in the pπ− spectrum have not been
identified.

hypothesis (p/p, K±, π±, µ±, e±), and is the response of an ANN trained to
discriminate each hypothesis from all others. Input variables to the network
include the DLL PID variables described in Section 4.1, the track p and pT,
and the total track fit quality and that within each tracking sub-detector.
The ANN is trained on a set of truth-matched tracks from a sample of MC
generated under 2012 running conditions, and is scaled such that the signal
probability is uniform in the range ProbNN ∈ [0, 1].

To define a starting point for the ProbNN cut values, a simultaneous
optimisation of all PID requirements was performed by maximising the
signal significance σ, defined as

σ = NSig.√
NSig. +NBkg.

, (17.4)

where NSig. and NBkg. are the signal and background yields in the sample,
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Table 17.3: Particle identification requirements made on the Λ+
c decay

products.

Particle Variable Requirement

p/p ProbNNp > 0.3
K± ProbNNk > 0.3
π± ProbNNpi > 0.3

measured using the fits described in Chapter 18. The optimisation showed
that the most powerful discriminants between signal and background were the
proton PID information, as expected, and the PID information of the kaon
or pion with the same charge as the proton. Applying a selection optimised
for the signal significance would then result in the PID requirements being
asymmetric in the h−h+ meson pair. As it is known that the PID efficiency
for a given requirement on a given particle is dependent on the particle
kinematics, as discussed in Section 10.4, and that the detection asymmetries
also depend on the same kinematics, the same PID cut is applied to both
mesons in the Λ+

c final state so as not to induce any additional detection
asymmetries. The optimal value found for the cut on the meson with
opposite sign to the proton was chosen as the value for the cut on the
same-sign meson. The PID requirements made offline on the candidate
protons, kaons, and pions are given in Table 17.3.

The ph−h+ invariant mass distributions after the weak decay vetoes,
PID cuts, and DecayTreeFitter convergence requirements are given in
Figure 17.3 for the 2012 magnet down dataset.

17.3 Background study

Although PID requirements are made on the proton candidate, it is possible
that a meson decay will be misidentified as a Λ+

c decay. For example,
a D+

s → K−K+π+ decay could be misidentified as Λ+
c → pK−K+ if the

pion is assigned the proton mass hypothesis and passes the PID cuts. The
presence of any such misidentification (or ‘mis-ID’) can add structures to
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Figure 17.3: Fits to the Λ+
c mass spectrum in the 2012 magnet down dataset

for pK−K+ (a) and pπ−π+ (b). The stripping, trigger, and PID selections
are applied, as well as the DecayTreeFitter convergence requirements,
and the weak decay vetoes for the pπ−π+ data. The fit that is overlaid is
described in Chapter 18.

the Λ+
c mass spectrum, making the signal yield extraction more challenging.

Such structures may peak near the nominal Λ+
c mass and be incorrectly

counted as Λ+
c signal. Additional backgrounds can arise due to the partial

reconstruction of Λ+
c decays, which would manifest as a ‘shoulder’ at values

of the Λ+
c mass below the signal peak. As this feature is not seen in the

pK−K+ or pπ−π+ mass distributions, shown in Figure 17.3, it is considered
insignificant and is not studied further.

One method of checking for the presence of misidentified decays is
by inspecting three-body mass distributions for different mass hypothesis
sets. For example, by assigning the pion mass to the proton candidate
in the pK−K+ sample and inspecting the invariant mass of the π+K−K+

combination. A peak near the D+
s mass would indicate a contamination of

D+
s candidates in the data.
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A second way to look for meson backgrounds is to inspect the ‘momentum
asymmetry’ parameter of the proton [102, 103]

βp =
−pp + p

h
+ + p

h
−

pp + p
h

+ + p
h

−
, (17.5)

where pp is the momentum of the proton candidate and p
h

± is the momentum
of the h± candidate. Along with the mass of the Λ+

c , this fully parameterises
the mass of the ph−h+ system under different hypotheses, and so one can
infer the presence of meson backgrounds by inspecting the βp–m(ph−h+)
plane. As the relationship between m(ph−h+), βp, and the three-body mass
under the background hypothesis is known, contours of the expected mis-ID
shape can be drawn on this plane and compared with the data.

Throughout this section, the variables shown are not computed us-
ing any information from the DecayTreeFitter algorithm described in
Chapter 16.

Exchanging mass hypotheses

Figure 17.4 shows the three-body mass distributions in the 2012 magnet
down pK−K+ data for several mass hypothesis sets, where each set does not
contain the proton mass hypothesis. Figure 17.5 shows the same, but where
each set does contain the proton mass hypothesis. The two figures show
the charm meson and charm baryon background contributions. Figures 17.7
and 17.8 show the same but for the 2012 magnet down pπ−π+ data.

The distributions from the pK−K+ data show contributions from D+ →
K+K−π+, D+

s → K+K−π+, and Λ+
c → pK−π+ decays. The pπ−π+ data

show D+ → K+π−π+, D+ → K+K−π+, D+
s → K+π−π+, and D+

s →
K+K−π+ contributions. Each of these backgrounds is removed by vetoing
Λ+

c candidates whose wrong-mass value falls within 8 MeV of the nominal
D+, D+

s , or Λ+
c mass [12].

A double misidentification of pK−K+ is present in the pK−K+ data,
where the hypotheses of the nominal proton and nominal kaon with the
same charge as the proton are swapped, visible in Figure 17.5b. This is
not removed from the data, as the distribution of candidates that fall in
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the signal region of the swapped hypothesis (K+K−p) have no irregular
structures under the nominal hypothesis (pK−K+), as shown in Figure 17.6.

Momentum asymmetry

The momentum asymmetry of the proton is defined in Equation (17.5).
Along with the mass of the Λ+

c under the nominal three-body mass hypo-
thesis, it fully parameterises alternative three-body hypotheses where the
hypothesis of the proton is changed. The βp–m(Λ+

c ) plane then provides
an additional handle on misidentification backgrounds, in addition to the
technique described in Section 17.3.

Figures 17.9 and 17.10 show the βp–m(Λ+
c ) plane with 2012 magnet

down data. There are distinct contributions from D+ → K+K−π+ and
D+

s → K+K−π+ in the pK−K+ data, and from D+
s → K+π−π+ in the

pπ−π+ data. Also shown are the βp–m(Λ+
c ) planes after the misidentification

vetoes described in Section 17.3 have been applied. No contributions beyond
those given in Section 17.3 are seen.

17.4 Multiple candidates

It is possible, but unlikely, that two or more true Λ+
c → ph−h+ decays

are reconstructed in a single LHC bunch crossing. It is more likely that
such multiple candidates are caused by unphysical means, such as cloned
tracks [104]. In the case where an event has multiple Λ+

c candidates, one
is selected at random for further analysis and the rest are discarded. The
fractions of events containing multiple Λ+

c candidates are given in Tables 17.4
and 17.5.
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Figure 17.4: Wrong-mass distributions obtained when changing the mass
hypotheses of the fully selected Λ+

c children in the pK−K+ mode, where
no child is assigned the proton mass hypothesis. The x-axis on each sub-
figure shows the substitutions that have been made. For example, the
(p → π+)(K− → π−)K+ distribution is where the nominal proton candidate
has been assigned the pion mass hypothesis, and the nominal kaon with
opposite charge to the proton has been also assigned the pion hypothesis.
The vertical red lines indicate the nominal mass of the misidentified particle
under study. Only the 2012 magnet down data is shown.
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Figure 17.5: Wrong-mass distributions obtained when changing the mass
hypotheses of the fully selected Λ+

c children in the pK−K+ mode, where
one child is assigned the proton mass hypothesis. The x-axis on each
sub-figure shows the substitutions that have been made. For example, the
pK−(K+ → π+) distribution is where the nominal kaon with same charge as
the proton has been also assigned the pion hypothesis. The vertical red lines
indicate the nominal mass of the misidentified particle under study. Only
the 2012 magnet down data is shown.
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Figure 17.6: Mass spectrum of pK−K+ candidates that fall within 8 MeV
of the nominal Λ+

c mass when the proton and same-sign kaon mass hypo-
theses are swapped. The mass spectrum of Λ+

c candidates with the swapped
hypotheses is shown in Figure 17.5b. The lack of structures other than
the flat combinatorial-background-like and peaking signal-like components
indicate that the presence of this misidentification background does not affect
the nominal pK−K+ yield extraction.

Table 17.4: Statistics on multiple candidates in the pK−K+ data. The
total number of events NEvents is the number of proton-proton collisions that
make up the data sub-sample, and NCandidates is the number of Λ+

c candidates.
The fraction of events containing at least two candidates is fMultiple, and the
fraction of those events that fall within the signal window in the Λ+

c mass
distribution is fMultiple, sig..

Year Polarity NEvents NCandidates fMultiple [%] fMultiple, sig. [%]

2011 Down 11600 ± 100 11800 ± 100 1.39 ± 0.11 0.16 ± 0.06
2011 Up 8300 ± 100 8400 ± 100 1.62 ± 0.14 0.39 ± 0.10
2012 Down 26900 ± 200 27300 ± 200 1.51 ± 0.08 0.23 ± 0.04
2012 Up 26900 ± 200 27400 ± 200 1.65 ± 0.08 0.28 ± 0.05
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Figure 17.7: Wrong-mass distributions obtained when changing the mass
hypotheses of the fully selected Λ+

c children in the pπ−π+ mode, where
no child is assigned the proton mass hypothesis. The x-axis on each sub-
figure shows the substitutions that have been made. For example, the
(p → π+)(π− → K−)π+ distribution is where the nominal proton candidate
has been assigned the pion mass hypothesis, and the nominal pion with
opposite charge to the proton has been assigned the kaon hypothesis. The
vertical red lines indicate the nominal mass of the misidentified particle
under study. Only the 2012 magnet down data is shown.
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Figure 17.8: Wrong-mass distributions obtained when changing the mass hy-
potheses of the fully selected Λ+

c children in the pπ−π+ mode, where one child
is assigned the proton mass hypothesis. The x-axis on each sub-figure shows
the substitutions that have been made. For example, the p(π− → K−)π+

distribution is where the nominal pion candidate with opposite charge to the
proton candidate has been assigned the kaon mass hypothesis. The vertical
red lines indicate the nominal mass of the misidentified particle under study.
Only the 2012 magnet down data is shown.
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Figure 17.9: Plane of βp–m(Λ+
c ) for the pK−K+ mode in the 2012 magnet

down dataset. The “theoretical contours” shown on Figure 17.9b are the solu-
tion of the parametric equation that defines the relationship between m(Λ+

c ),
βp, and the mass of the misidentified particle decaying to a particular final
state. The plane after the misidentification vetoes, defined in Section 17.3,
is shown in Figure 17.9c.
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Figure 17.10: Plane of βp–m(Λ+
c ) for the pπ−π+ mode in the 2012 magnet

down dataset. The “theoretical contours” shown on Figure 17.10b are the
solution of the parametric equation that defines the relationship between
m(Λ+

c ), βp, and the mass of the misidentified particle decaying to a par-
ticular final state. The plane after the misidentification vetoes, defined in
Section 17.3, is shown in Figure 17.10c.
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Table 17.5: Multiple candidates for the pπ−π+ data. The total number
of events NEvents is the number of proton-proton collisions that make up
the data sub-sample, and NCandidates is the number of Λ+

c candidates. The
fraction of events containing at least two candidates is fMultiple, and the
fraction of those events that fall within the signal window in the Λ+

c mass
distribution is fMultiple, sig..

Year Polarity NEvents NCandidates fMultiple [%] fMultiple, sig. [%]

2011 Down 64700 ± 300 65800 ± 300 1.62 ± 0.05 0.23 ± 0.03
2011 Up 46800 ± 200 47600 ± 200 1.80 ± 0.06 0.32 ± 0.04
2012 Down 163100 ± 400 166100 ± 400 1.75 ± 0.03 0.29 ± 0.02
2012 Up 161900 ± 400 165000 ± 400 1.80 ± 0.03 0.32 ± 0.02
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18 Preliminary fits

The yield extraction technique used to measure the signal yields entering the
computation of ARaw

CP , shown in Equation (14.4), is described in Chapter 21.
Before then, it is useful to fit to the charge-combined data in order to
perform studies that require background subtraction, selection efficiency
estimates, and the like. This chapter describes the binned χ2 fit to the
ph−h+ invariant mass spectrum that is used for such studies.

18.1 Input data and shape parameterisation

The data entering the fit depends on the study that the information is needed
for. For example, the study of the optimal PID requirements described
in Section 17.2 requires a mass fit before the offline PID requirements are
applied. In all cases, the models and general fit procedure are the same.

The mass spectrum of the three-body ph−h+ system is used to discrim-
inate between signal and background. The following will list the functional
forms used in the fit to describe the these components of the data. In all
cases, the normalisation factors are omitted from the definitions, and the
variable x represents the Λ+

c mass.
For both the pK−K+ and pπ−π+ samples, the signal model f is the

linear sum of two normal distributions G sharing a common mean µ but
with different widths σ1 and σ2, defined as

f(x;µ,w,α) = αG(x;µ,αw) + (1 − α)G(x;µ, w
α

). (18.1)

The parameter α describes the ‘relative strength’ of each normal distribution
and is bounded in the range [0, 1], and the widths σ1 and σ2 have been
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parameterised as
σ1 = αw, and σ2 = w

α
. (18.2)

This enforces the relation σ1 ≤ σ2, which is useful to know when trying
to reason about the fitted values of α, and was observed to increase the
stability of the fit compared to having free, independent widths σ1 and σ2.
For both modes, the background model g is a first-order polynomial with
coefficient a0

g(x) = 1 + a0x. (18.3)

The signal and background models are combined as a linear sum to form
a total function h, where each component is weighted by their respective
yields NSig. and NBkg.. The χ2 fit is performed on the data in the range

2230 < m(Λ+
c ) < 2350 GeV/c2, (18.4)

with bins of width 1 MeV/c2.
Once a fit has converged and the associated covariance matrix is positive-

definite, sWeights [77] are computed and are attached to each candidate. This
allows for the statistical subtraction of either the signal or the background
component in bins of some variable that is not correlated with the Λ+

c mass.
Fits to the fully selected 2012 magnet down dataset for the pK−K+ and

pπ−π+ modes are given in Figure 18.1. A good description of the data is
seen, and this is representative of the fit quality in all data sub-samples.
Tables of signal and background yields measured in the preliminary fit are
given for each fully selected subset of the data for pK−K+ in Table 18.1 and
for pπ−π+ in Table 18.2. Also given are the number of signal candidates per
unit of integrated luminosity NSig./Lint..

18.2 Validation

To evaluate the bias of the fitter and reliability of the uncertainties, pseudo-
experiments are performed by generating MC data from the fitted PDF.
One thousand pseudo-experiments are run for each mode and for each data
sub-sample. The parameter values of the generating PDFs, from which data
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Table 18.1: Signal and background yields measured in the preliminary fit
for each fully selected subset of the pK−K+ data.

Year Polarity NSig. NBkg. NSig./L [pb]

2011 Down 3, 930 ± 80 6, 670 ± 90 7.0 ± 0.2
2011 Up 2, 850 ± 70 4, 710 ± 80 6.8 ± 0.2
2012 Down 9, 250 ± 120 15, 160 ± 140 9.3 ± 0.2
2012 Up 8, 990 ± 110 15, 370 ± 140 9.0 ± 0.2

points are drawn, are the same as those found in the fits to the fully selected
data, except for the values of yield parameters. Each yield parameter value
for each pseudo-experiment is drawn from a Poisson distribution whose
mean is set to the value of the yield found in the fits to the data [105].

For each pseudo-experiment, the fitted parameter value and the un-
certainty on that fit are recorded, and a pull value p is computed as the
difference between the fitted value v′ and the true generating value v, divided
by the parameter value uncertainty δv

p = v − v′

δv
. (18.5)

The true value for each yield parameter is taken to be the mean value of the
Poisson distribution from which the generating value is drawn. An unbiased
fitter with correct uncertainty coverage should have a distribution of pull
values drawn from a unit Gaussian.

The results of the pseudo-experiments are shown in Figure 18.2 and
Figure 18.3 for the 2012 magnet down pK−K+ and pπ−π+ data. It is seen
that the signal yield parameter is unbiased.
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Figure 18.1: Fits to the Λ+
c mass spectrum in the 2012 magnet down

dataset for pK−K+ (a) and pπ−π+ (b). The full offline selection is applied.
The solid blue line is the total fit to the data in black points, and the dotted red
and dashed blue lines are the background and signal components, respectively.
Below each fit is a pull plot, showing the difference between the total fit
model and the data in each bin, normalised by the Poisson uncertainty on
the number of entries in that bin.

Table 18.2: Signal and background yields measured in the preliminary fit
for each fully selected subset of the pπ−π+ data.

Year Polarity NSig. NBkg. NSig./L [pb]

2011 Down 25, 040 ± 220 34, 060 ± 240 44.4 ± 0.9
2011 Up 18, 370 ± 190 24, 360 ± 210 43.5 ± 0.9
2012 Down 59, 830 ± 350 88, 450 ± 390 60.3 ± 0.8
2012 Up 57, 460 ± 340 89, 670 ± 390 57.4 ± 0.7
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Figure 18.2: Validation of the fits to the Λ+
c mass spectrum in the charge-

combined 2012 magnet down pK−K+ dataset. Each plot shows the distri-
bution of the pull values for a single fit parameter, indicated in the legend,
along with a fit of a Gaussian distribution with mean µ and width σ.
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Figure 18.3: Validation of the fits to the Λ+
c mass spectrum in the charge-

combined 2012 magnet down pπ−π+ dataset. Each plot shows the distribution
of the pull values for a single fit parameter, indicated in the legend, along
with a fit of a Gaussian distribution with mean µ and width σ.
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For the assumptions in Equation (15.9) to hold, the kinematics of the
particles contributing to the background asymmetries must be equal between
the pK−K+ and pπ−π+ final states. These are the kinematics of the Λ0

b,
the muon from the Λ0

b, and the proton from the Λ+
c . Within a particular

ph−h+ final state, it must also be the case that the h+ and h− kinematics
are equal in order that Af

D(f) only contains contributions from the proton
detection asymmetry AD(p). A comparison of these distributions between
the 2012 magnet down pK−K+ and pπ−π+ datasets is given in Figures 19.1
to 19.6. The signal distributions are shown, where the contents of each
bin is defined as the sum of signal sWeights within that bin, as computed
from the result of the mass fit to the charge-combined samples described in
Chapter 18. The correlation of the variables with the Λ+

c mass is seen to
be small, with a correlation coefficient less than 2 % for all variables. Only
the muon kinematics across the modes and the h−h+ kinematics within the
modes agree, and so a weighting is necessary.

A boosted decision tree (BDT) is used to equalise the relevant particle
kinematics between the two modes. This is an uncommon technique in
physics analyses, with ratios of multi-dimensional histograms being used
more often, and so it will be briefly summarised in the following. (An
introduction to decisions trees and boosting is presented in Appendix B.)
The creation of the specific models using for weighting will then be presented,
followed by a discussion on weighting validation.
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19.1 Weighting with decision trees

It is common in high-energy physics to want to be able to bring two dis-
tributions into agreement, as is the case in this analysis where particle
kinematics should be equal between the pK−K+ and pπ−π+ data. Call
one possibly multi-dimensional distribution the target ft and the other the
original distribution fo. To transform fo to have the same form as ft, there
is some transformation function W

ft(x) = W (x)fo(x), (19.1)

where x is a possibly multi-dimensional parameter. As the true distributions
of ft and fo are not known in the data, they are approximated as histograms,
partitioning the data in x and counting the number of events that fall in
each bin. The transformation function is quantised as w in bins, where in
the ith bin

ft(xi) = w(xi)fo(xi), (19.2)

and where ft(o)(xi) is the count of the target (original) distribution in the
ith bin. The histogram of fo can be transformed to that of ft by computing
the per-bin weights

w(xi) = ft(xi)
fo(xi)

. (19.3)

This is valid assuming there are no bins where fo(xi) = 0.
To model the true probability density functions in x as closely as possible,

the histogram must have a fine enough binning that all structures are resolved.
Specifically, as in the determination of the PID efficiency in Section 10.4, the
binning must be fine enough such that difference between the true PDFs of
the two distribution within any given bin are small. This must be balanced
with the limited statistical precision available in each bin: too fine a binning
will result in the original distribution being weighted to match the statistical
fluctuations in the target, rather than the physical features. Limited sample
sizes become particularly problematic for higher-dimensional weighting,
when even 10 equally spaced bins per dimension in a three-dimensional
binning requires 1, 000 bins. Given physical distributions such as momentum
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and pseudorapidity, which have long tails, it can be difficult to invent a
binning that avoids sparsely populated or empty bins whilst still accounting
for differences in the distributions.

To overcome the limitations of histogram-based weighting, this analysis
defers the computation of the per-event weights wi to a decision tree with
gradient boosting [106]. The classifier is trained with the loss function

L =
∑

l∈Leaves

(wl,o − wl,t)2

wl,o + wl,t
, (19.4)

where wl,t(o) is the sum of target (original) weights in the lth leaf node of the
regression tree. For the initial iteration, and an unweighted set of training
events, this is equal to the number of target (original) events in the leaf
node. This metric has the tree split the samples into regions where the
differences between the sample sizes is maximal, such that the classifier
focuses on weighting the entries in those regions. Predictions pl within a
leaf are computed as

pl = log wl,t

wl,o
. (19.5)

At the end of the ith iteration, each event from the ‘original’ sample is
weighted by wi = wi−1e

pl , where l is the leaf node the event falls in. The
target distribution is assigned unit weights wi = w0. This weighting has the
same effect as the weighting in the AdaBoost [107] algorithm, increasing
the importance of events in the original distribution that are in regions with
a large original/target difference.

The actual weighting of events is identical to that in the histogram
weighting: it is the ratio of target to original events in some region. The use
of gradient boosting allows for a more intelligent way of finding the ‘bins’ in
which the weights are computed, and iteratively improves the weights based
on that method.

19.2 Evaluation

The decision tree with gradient boosting is trained with the pπ−π+ data as
the ‘original’ sample and the pK−K+ data as the ‘target’. The weighting
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procedure is performed separately for each data sub-sample in year and
magnet polarity. As it is expected that the Λ0

b and muon kinematics
are correlated with that of the Λ+

c , the Λ+
c transverse momentum pT and

pseudorapidity η are included as inputs to the BDT. Also included are the
proton pT and η, as these distributions are seen to disagree after weighting
when only the Λ+

c kinematics are used. To avoid biases due to fluctuations
in the data, two classifiers A and B are trained, and the pK−K+ and pπ−π+

data are each randomly split into two sub-samples 1 and 2: classifier A is
trained using sub-sample 1, and the weights for sub-sample 2 are computed
using A; likewise, classifier B is trained using sub-sample 2, and the weights
for sub-sample 1 are computed using B. Sub-samples 1 and 2 are then
combined for the remainder of the analysis. The input training data are
weighted by signal sWeights, as computed from the result of the mass fits
described in Chapter 18. Each classifier is boosted in 300 iterations, the
maximum number of leaf nodes allowed in the regression tree is four, and
the criteria for splitting includes the requirement that any new nodes must
contain at least 200 events. The choice of these hyper-parameters will be
discussed in Section 19.3, as well as the specific choice of original and target
samples.

Figures 19.7 to 19.10 show the Λ0
b, muon, Λ+

c , and proton kinematics after
weighting with the product of signal sWeights and the kinematic weights.
Figures 19.11 and 19.12 show the h−h+ kinematics, within the modes, after
the same weighting. There is a considerable improvement in the agreement
between the pK−K+ and pπ−π+ data in the Λ0

b and proton kinematics.
The good agreement in the muon kinematics between the datasets and the
h−h− kinematics within the datasets does not change. It is noted that the
Λ+

c kinematic agreement also improves, although this does not affect the
measurement of ∆ACP as there is no associated asymmetry.

19.3 Validation

The purpose of the kinematic weighting is to make the particle kinematics
the same between the pK−K+ and pπ−π+ modes. Figures 19.7 to 19.10
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show good agreement ‘by eye’, but a quantitative assessment is needed.
What affects the measurement of ∆ACP is not so much the absolute level of
disagreement between the two histograms, for example, but the disagreement
in a particular region combined with both the size of the respective asym-
metries involved and the density of the data in that region. The effect of
the remaining differences on ∆ACP is discussed in the context of systematic
uncertainties in Chapter 23.

To provide some quantitative estimate of the agreement, a BDT is
employed. If the two samples, the target weighted with signal sWeights and
the original weighted with the product of signal sWeights and kinematic
weights, are truly identical, then a BDT designed to discriminate between
them should perform no better than random guessing. The performance of
a BDT trained for binary classification can be evaluated by computing the
area under the receiver operating characteristic (ROC) curve, or just area
under curve (AUC). The ROC curve compares the false positive rate (FPR)
of the classifier with the true positive rate (TPR) as a function of the
classifier output probability. The TPR is defined as the fraction of true
signal events that are correctly classified as such, whilst the FPR is the
fraction of background events that are classified as signal. Plotting the FPR
increasing along the x-axis and the TPR increasing along the y-axis, the
ROC curve for an optimal classifier passes through the top-left corner of the
plot, where a large fraction of the signal is accepted and a correspondingly
large background fraction is rejected. A classifier that cannot distinguish
between signal and background any better than random guessing will have
a ROC curve of the form x = y. In these two extreme cases, the AUC is 1
and 0.5, respectively.

A BDT, with gradient boosting, is trained to discriminate between the
weighted pK−K+ and pπ−π+ data, using three-quarters of the available
2012 magnet down data as input. The Λ0

b, muon, and proton p, pT, η,
and azimuthal angle φ are used as features. The Λ+

c kinematics are not
included as there is no asymmetry associated to any residual differences
there might be. The maximum number of leaf nodes for any one regression
tree is 11, the number of boosting iterations performed is 400, and the
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minimum number of samples allowed in a leaf node is 200. The performance
of the BDT is evaluated using the remaining quarter of the dataset, and
the resulting ROC curve is shown in Figure 19.13. For comparison, it is
shown along with a curve obtained when the same classifier is trained using
data with no kinematic weighting, as well as a curve when a rudimentary,
two-dimensional, 10 × 10 histogram weighting in Λ+

c pT and η is used. It is
seen that the inclusion of the kinematic weights significantly reduces the
AUC, from 0.61 with no kinematic weights to 0.52 for the BDT weighting.
This shows that the BDT weighting does increase the similarity between the
kinematic distributions across the modes, and that it can be significantly
more powerful than a two-dimensional histogram weighting.

It is the AUC metric evaluated on the training sample that was maximised
when choosing the hyper-parameters to use for the weighting. A grid search
was performed where the following hyper-parameter values were tested in
all combinations: 100, 200, 300, and 400 boosting iterations; a minimum of
50, 100, 200, 300, 500, and 1000 events required to create a new node; and
a maximum number of allowed leaf nodes per regression tree of 2, 3, 4, 5, 6,
7, and 8. The hyper-parameters used for the weighting (300 iterations, a
minimum of 200 events per node, and a maximum of 4 leaf nodes per tree)
were those for which the AUC was smallest.

19.4 Weight statistics

Weighting can increase the statistical contribution of individual entries
within a dataset, but it cannot increase the overall statistical power. The
number of entries N ′ in a weighted dataset can be computed as the sum of
the per-entry weights wi, and the variance on this quantity is given as the
sum of the squares of the weights

N ′ =
N∑
i

wi, (δN ′)2 =
N∑
i

w2
i (19.6)

For certain values of wi, it can be that δN ′ < δN . To prevent this, the
number of ‘effective’ entries in the weighted dataset is computed, under the
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relation that the relative variance on the effective entries is equal to the
relative variance on the weights

NEff.

δNEff.
=

∑N
i wi√∑N
i w

2
i

, (19.7)

where NEff. is assumed to be Poisson-distributed, and so (δNEff.)2 = NEff.,
giving

NEff. =

(∑N
i wi

)2

∑N
i w

2
i ,

. (19.8)

This relation can be enforced by redefining the weights wi by a factor W =∑
i wi/

∑
i w

2
i . For unit weights, NEff. = N and δNEff. =

√
N . Otherwise,

NEff. is the size of the hypothetical dataset that has the same statistical
power as the weighted dataset. For this analysis, it provides a handle on
how well the two data samples agree in the weighting variables before the
weighting, as, in general, a higher level of disagreement requires a larger
fraction of candidates to be ‘thrown away’ by the weighting, reducing the
statistical power.

Table 19.1 gives several statistics related to the weighting procedure
for the pπ−π+ data. For all data sub-samples, the effective number of
candidates is no less than 80 % the number of candidates entering the
weighting procedure. As there are around five times more pπ−π+ candidates
than pK−K+, the statistical uncertainty of the ∆ACP measurement will
still be dominated by the pK−K+ sample size, even with an effective 20 %
reduction in the pπ−π+ sample size. It is this fact that motivates the
choice of the pπ−π+ mode as the source of the ‘original’ distributions in the
weighting and the pK−K+ mode as the ‘target’.
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Figure 19.1: Clockwise from the top left: total momentum, transverse
momentum, angle φ, and pseudorapidity of the Λ0

b, weighted by signal
sWeights. The 2012 magnet down data are shown.



208 19. Kinematic weighting

0 20 40 60 80 100
Muon momentum [MeV/c]×103

0.6
0.8
1.0
1.2
1.4

R
at

io

0

5

10

15

20

25

30

35

A
rb

it
ra

ry
u

n
it

s
/

25
00

M
eV

/c

×10−6

χ2/DoF = 44/38
p = 0.239

pK−K+

pπ−π+

0 2 4 6 8 10
Muon pT [MeV/c] ×103

0.6
0.8
1.0
1.2
1.4

R
at

io

0

100

200

300

400

500

A
rb

it
ra

ry
u

n
it

s
/

25
0

M
eV

/c

×10−6

χ2/DoF = 81/37
p = 0.000

pK−K+

pπ−π+

2.0 2.5 3.0 3.5 4.0 4.5 5.0
Muon pseudorapidity

0.6
0.8
1.0
1.2
1.4

R
at

io

0.0

0.2

0.4

0.6

0.8

1.0

A
rb

it
ra

ry
u

n
it

s
/

0.
07

5

χ2/DoF = 70/39
p = 0.002

pK−K+

pπ−π+

−π −π
2 0

π
2 π

Muon φ

0.6
0.8
1.0
1.2
1.4

R
at

io

0.00

0.05

0.10

0.15

0.20

0.25

A
rb

it
ra

ry
u

n
it

s
/

0.
15

7

χ2/DoF = 63/40
p = 0.012

pK−K+

pπ−π+

Figure 19.2: Clockwise from the top left: total momentum, transverse
momentum, angle φ, and pseudorapidity of the muon from the Λ0

b, weighted
by signal sWeights. The 2012 magnet down data are shown.
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Figure 19.3: Clockwise from the top left: total momentum, transverse
momentum, angle φ, and pseudorapidity of the Λ+

c , weighted by signal
sWeights. The 2012 magnet down data are shown.
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Figure 19.4: Clockwise from the top left: total momentum, transverse
momentum, angle φ, and pseudorapidity of the proton from the Λ+

c , weighted
by signal sWeights. The 2012 magnet down data are shown.
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Figure 19.5: Clockwise from the top left: total momentum, transverse
momentum, and pseudorapidity of the K− and K+ Λ+

c children in the pK−K+

data, weighted by signal sWeights. The 2012 magnet down data are shown.
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Figure 19.6: Clockwise from the top left: total momentum, transverse
momentum, and pseudorapidity of the π− and π+ Λ+

c children in the pπ−π+

data, weighted by signal sWeights. The 2012 magnet down data are shown.
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Figure 19.7: Clockwise from the top left: total momentum, transverse
momentum, angle φ, and pseudorapidity of the Λ0

b, weighted by the product
of signal sWeights and kinematic weights. The 2012 magnet down data are
shown.
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Figure 19.8: Clockwise from the top left: total momentum, transverse
momentum, angle φ, and pseudorapidity of the muon from the Λ0

b, weighted
by the product of signal sWeights and kinematic weights. The 2012 magnet
down data are shown.
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Figure 19.9: Clockwise from the top left: total momentum, transverse
momentum, angle φ, and pseudorapidity of the Λ+

c , weighted by the product
of signal sWeights and kinematic weights. The 2012 magnet down data are
shown.
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Figure 19.10: Clockwise from the top left: total momentum, transverse
momentum, angle φ, and pseudorapidity of the proton from the Λ+

c , weighted
by the product of signal sWeights and kinematic weights. The 2012 magnet
down data are shown.
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Figure 19.11: Clockwise from the top left: total momentum, transverse
momentum, and pseudorapidity of the K− and K+ Λ+

c children in the pK−K+

data, weighted by the product of signal sWeights and kinematic weights. The
2012 magnet down data are shown.
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Figure 19.12: Clockwise from the top left: total momentum, transverse
momentum, and pseudorapidity of the π− and π+ Λ+

c children in the pπ−π+

data, weighted by the product of signal sWeights and kinematic weights. The
2012 magnet down data are shown.
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in the legend.



220



20 Phase space efficiency

The definition of the five-dimensional phase space of the Λ+
c → ph−h+

decays is given in Section 15.1. In this chapter, the phase space variables in
the data will be shown, and a description will be given of how a map of the
acceptance and selection efficiency across those variables is computed.

20.1 Distributions in data

Figures 20.1 and 20.3 show the one-dimensional projections of m2(ph−),
m2(ph+), m2(h−h+), θp, φp, and φ

h
−

h
+ in the 2012 magnet down datasets,

weighted by signal sWeights. The respective one-dimensional projections
from the generator-level MC, described in Section 16.1, are overlaid. Fig-
ures 20.2 and 20.4 show the two-dimensional projections ofm2(ph+)-m2(h−h+),
m2(ph−)-m2(ph+), and m2(ph+)-m2(h−h+), and illustrate the complex res-
onant dynamics in the decays. The child-pair squared mass m2(ph+) is
not used as part of the phase space parameterisation, but it is shown for
completeness. In all cases, the phase space variables are evaluated using
the momentum vectors computed using the DecayTreeFitter algorithm,
where the ph−h+ mass is constrained to be the nominal Λ+

c mass, as described
in Chapter 16.

20.2 Efficiency modelling

As introduced in Section 15.1, for a meaningful comparison with theoretical
predictions of ∆ACP , the measurement must account for any sculpting of
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222 20. Phase space efficiency

the Λ+
c phase space due to the selection and the LHCb acceptance. This

can be done either by providing an efficiency map for theorists to apply to
their models, or by correcting the measurement with it. Such a map can be
computed by comparing the phase space distributions of the signal before
and after the selection. As the signal distributions before the stripping are
not available for analysis, the MC samples described in Section 16.1 are
used.

The phase space efficiency can be considered as a five-dimensional func-
tion ε(~x), in the phase space ~x, that transforms the original distribution
D(~x) to the observed one D′(~x)

D′(~x) = ε(~x)D(~x). (20.1)

If the distributions D and D′ were known, the efficiency could be computed
as the ratio of the two distributions. Taking these distributions from the MC,
an efficiency map could be approximated by partitioning the distributions
as a five-dimensional histogram and taking the ratio between them. This
approach is identical in nature to that defined in the kinematic weighting
described in Section 19.1, as an efficiency can be considered as a weighting,
and comes with the same drawbacks. In this particular case, it is hard to
reduce the dimensionality of the problem, which would make a histogram
method more tractable, as it is not clear which dimensions would be near-
constant in the efficiency, if any. Indeed, this could be checked by inspecting
one-dimensional projections of the efficiency, but this neglects correlations
between variables which could significantly alter the total efficiencies. To
avoid such difficulties, this analysis employs the gradient boosting decision
tree algorithm, as described in Section 19.1, in order to estimate the efficiency
function ε(~x).

The BDT is trained using selected, fully reconstructed truth-matched MC
as the ‘target’, and generator-level MC that has not been required to be in
the LHCb acceptance as the ‘original’ source. Half the available MC is used
for training, whilst the other half is used for evaluation. Figures 20.5 and 20.6
show the one-dimensional distributions of the five phase space variables
before and after the selection, as well as one-dimensional projections of the
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5D efficiency function learnt by the BDT. For comparison, the ratios between
the one-dimensional histograms are also shown, with which the function
projections show a good agreement. It can be seen in some cases, such as the
φ

h
−

h
+ projection in both modes, that the BDT does not capture the visible

structure of the histogram ratio. This is likely due to the small sample size
used in the training, such that the BDT does not ‘see’ such structures as
statistically significant, modelling a comparatively flat efficiency.

To correct the real data for the acceptance and selection efficiencies, they
are fed through the trained BDT and assigned per-decay weights. These
weights are then used in the χ2 fit to measure ARaw

CP .
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Figure 20.1: One dimensional projections of the Λ+
c → pK−K+ phase space

in the fully selected 2012 magnet down data, weighted by signal sWeights,
along with the respective one-dimensional projections from the generator-level
MC, described in Section 16.1.
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Figure 20.2: Two dimensional projections of the Λ+
c → pK−K+ phase space

in the fully selected 2012 magnet down data, weighted by signal sWeights.
The contents of bins where the sum of signal sWeights is negative are forced
to be zero.
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Figure 20.3: One dimensional projections of the Λ+
c → pπ−π+ phase space

in the fully selected 2012 magnet down data, weighted by signal sWeights,
along with the respective one-dimensional projections from the generator-level
MC, described in Section 16.1.
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Figure 20.4: Two dimensional projections of the Λ+
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in the fully selected 2012 magnet down data, weighted by signal sWeights.
The contents of bins where the sum of signal sWeights is negative are forced
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Figure 20.5: One dimensional projections of the Λ+
c → pK−K+ phase

space in the generator-level MC (left column) and in the reconstructed and
selected MC (centre column), for the 2012 magnet down simulation. The
right column shows a one-dimensional projection efficiency curve learnt by a
BDT trained to weight the generator-level MC to look like the reconstructed
and selected MC. For comparison, a ratio of the histograms is also shown
with the curve.
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Figure 20.6: One dimensional projections of the Λ+
c → pπ−π+ phase space

in the generator-level MC (left column) and in the reconstructed and selected
MC (centre column), for the 2012 magnet down simulation. The right
column shows a one-dimensional projection efficiency curve learnt by a BDT
trained to weight the generator-level MC to look like the reconstructed and
selected MC. For comparison, a ratio of the histograms is also shown with
the curve.
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21 Measuring ARaw
CP

In order to calculate ∆ACP , ARaw
CP must first be measured for each mode.

This is the asymmetry in the Λ+
c and Λ−

c yields, as in Equation (14.4). The
yields are measured with χ2 fits to the Λ+

c and Λ−
c mass spectra, in a similar

manner to the fit to the charge-combined sample discussed in Chapter 18.
The weights from the kinematic weighting, from Chapter 19, and the phase
space efficiency correction, from Chapter 20, are used in the fits such that
the bin contents bi, to which to fit model is compared, is

bi =
Ni∑

j=1

wj(p
Λ+

c
T , ηΛ+

c , pp
T, ηp)

εj(m2(ph−),m2(h−h+), θp,φp,φ
h

−
h

+)
, (21.1)

where Ni is the number of candidate decays in the ith ph−h+ mass bin, wj

is per-candidate kinematic weight for the jth candidate in the ith bin, and
εj is the efficiency. Each weight is scaled by a factor B = ∑

i bi/
∑

i b
2
i for

the reasons given in Section 19.4. The variance on the bin contents δbi is
given by the effective number of entries, as in Equation (19.8)

δbi
2 = NEff. = B

N∑
i

bi. (21.2)

For pπ−π+ the kinematic weights are those described in Chapter 19, whilst
for pK−K+ they are unity.

In an attempt reduce the effects of experimenter bias, the fitted central
values of ARaw

CP are blinded. To be able to assess the quality of the fit results
without unblinding the result, only the fit to Λ+

c data is inspected. For the
Λ−

c data, only the pull distribution of the fit with respect to the data is
inspected, to indicate the fit quality. The specific method used to blind the
central value is discussed in Section 21.2.

231



232 21. Measuring ARaw
CP

21.1 Simultaneous fit

Fits are performed simultaneously on the charge-separated Λ+
c and Λ−

c

samples, measuring ARaw
CP by including it as a parameter in the fit. This is

advantageous as it increases the statistical sensitivity of the measurement,
as all the data are considered at once, and the error analysis is taken care
of by the fitter.

The fit model for each charge is created as a clone of a ‘master’ PDF,
whose signal and background components are identical to those described
in Chapter 18. Before creating the two models, one per charge, it is
specified which parameters of the master PDF are to become charge-specific.
As each Λ+

c decay mode may interact differently with the detector than
those of the Λ−

c , the matter and antimatter states may have different mass
resolutions. This motivates the splitting of all of the signal model parameters.
Likewise, the background composition can be different for the positively-
and negatively-charged final states, and so the background model parameter
a0 is also split. The signal PDF, f+ for Λ+

c and f− for Λ−
c , is then

f±(x;µ±,w±,α±) = α±G(x;µ±,α±w±) + (1 − α±)G(x;µ±, α±

w±
), (21.3)

and the corresponding background PDF is

g±(x) = 1 + a±,0x, (21.4)

as in Equation (18.1) and Equation (18.3). The width parameters σ±,1 and
σ±,2 of the signal model are defined as in Equation (18.2).

The total PDF for each charge is

h±(x) = N±,Sig.f±(x) +N±,Bkg.g±(x), (21.5)

where the signal and background yields are parameterised as

N±,Sig. = 1
2NSig.(1 ± ARaw

CP ), (21.6)

N±,Bkg. = 1
2NBkg.(1 ± ARaw

Bkg ). (21.7)
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Here, NSig. and NBkg. are the signal and background yields for the combined
Λ+

c and Λ−
c sample. This parameterisation of the charge-specific yields

permits ARaw
CP to measured directly from the fit.

The fully selected data are used, with one simultaneous fit performed
for each year and magnet polarity sub-sample. The loss function is defined
as a χ2, which is minimised with MIGRAD and a covariance matrix is
computed with HESSE [108, 109].

21.2 Blinding

The blinding is done by fitting a variable as the transform of ARaw
CP . The

transformation itself can be adding some random offset to the central value,
or changing its order of magnitude, but it is applied in such a way as to leave
the uncertainty on the parameter estimate unchanged. Only the transformed
value is reported, leaving the unblinded value hidden.

This analysis applies a linear blinding offset, transforming the unblinded
central value x as

x′ = x+ βξ, (21.8)

where ξ is a number sampled from a normal distribution with mean zero
and unit width, and β is a known scaling parameter, which is chosen to be
0.25. The number ξ is chosen deterministically from a string in the fitting
program, such that the same input string always gives the same ξ, but in a
way that the smallest changes in the input change the output unpredictably.
In this way, the string is effectively the seed for a random number generator,
and ξ is the first number returned by the generator. Different strings are
used for different modes, but are the same for the fits to the different data
sub-samples.

As the blinding offsets are different for each mode, the difference between
ARaw

CP (pK−K+) and ARaw
CP (pπ−π+), that is ∆ACP , is also blinded. However,

the difference between two blinded values of ∆ACP is equal to the difference
between the unblinded values. This is useful for systematic studies, which
will be described in Chapter 23. Similarly, as the blinding parameters are
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Table 21.1: Model parameters as determined in the preliminary fit to the
2012 magnet down subset of the pK−K+ data.

Parameter Value

ABkg (23.0 ± 9.5) × 10−3

ACP
Raw (−7.2 ± 1.3) × 10−2

NBkg (142.4 ± 1.3) × 102

NSig (88.9 ± 1.1) × 102

a+
0,Bkg (−2.7 ± 2.0) × 10−2

α+
Sig (75.3 ± 2.7) × 10−2

µ+
Sig 2286.957 ± 0.071

w+
Sig (325.8 ± 6.1) × 10−2

a−
0,Bkg (−3.9 ± 2.1) × 10−2

α−
Sig (73.9 ± 2.5) × 10−2

µ−
Sig 2287.084 ± 0.074

w−
Sig (323.6 ± 6.3) × 10−2

the same for all data sub-samples, it is still meaningful to compare blinded
values of ARaw

CP and ∆ACP between them to check for consistency, as the
differences are not blinded.

In addition to blinding the values of ARaw
CP and ∆ACP , the plots of the

fits to the Λ−
c data are blind (as comparing Λ+

c and Λ−
c fits side-by-side

would allow one to infer the size of the asymmetry), as are plots of the data
and model asymmetry in bins of Λ+

c mass. The pull plots and χ2 values are
not blinded in the fit presentations as they do not indicate the asymmetry
value.

21.3 Fit results

Fits to the pK−K+ and pπ−π+ 2012 magnet down data are shown in
Figures 21.1 and 21.2. The corresponding correlation matrices for the fits
are given in Figure 21.3, and the parameter values are given in Tables 21.1
and 21.2.
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Figure 21.1: Results of the simultaneous fit to the pK−K+ 2012 magnet
down dataset. The difference between the Λ+

c data and model (a) and the
Λ−

c data and model (b) is shown in the bottom plot (c). The full offline
selection is applied. The solid blue line is the total fit to the data in black
points, and the dotted red and dashed blue lines are the background and
signal components, respectively. Below each fit is a pull plot, showing the
difference between the total fit model and the data in each bin, normalised
by the Poisson uncertainty on the number of entries in that bin.
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Figure 21.2: Results of the simultaneous fit to the pπ−π+ 2012 magnet
down dataset. The difference between the Λ+

c data and model (a) and the
Λ−

c data and model (b) is shown in the bottom plot (c). The full offline
selection is applied. The solid blue line is the total fit to the data in black
points, and the dotted red and dashed blue lines are the background and
signal components, respectively. Below each fit is a pull plot, showing the
difference between the total fit model and the data in each bin, normalised
by the Poisson uncertainty on the number of entries in that bin.
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Figure 21.3: Correlation matrices for the fit parameters used in the
simultaneous fit to the Λ+

c and Λ−
c mass spectra in the fully selected 2012

magnet down dataset for pK−K+ (a) and pπ−π+ (b). The corresponding
fits are shown in Figures 21.1 and 21.2.
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Table 21.2: Model parameters as determined in the preliminary fit to the
2012 magnet down subset of the pπ−π+ data.

Parameter Value

ABkg (14.1 ± 5.3) × 10−3

ACP
Raw (−84.9 ± 8.1) × 10−3

NBkg (639.5 ± 3.4) × 102

NSig (325.2 ± 2.6) × 102

a+
0,Bkg (−10.3 ± 1.0) × 10−2

α+
Sig (73.6 ± 1.4) × 10−2

µ+
Sig 2286.696 ± 0.07

w+
Sig (576.4 ± 6.9) × 10−2

a−
0,Bkg (−11.9 ± 1.0) × 10−2

α−
Sig (75.2 ± 1.6) × 10−2

µ−
Sig 2286.717 ± 0.075

w−
Sig (591.0 ± 7.2) × 10−2

21.4 Validation

It has been shown in Section 18.2 that the measurements of the signal and
background yields in the fits to the charge-combined data samples are not
biased. It remains to validate the simultaneous fit that has been described
in this chapter. This is done in using real data. Using real data, the fits are
performed with the charge of the Λ+

c candidate being randomly assigned.
The true values of ARaw

CP and ARaw
Bkg should then be zero. This checks for

mistakes in the implementation of the fitter, and that the uncertainty on
those parameters is not under- or overestimated.

Null test

Fits as described in this chapter are performed on real data where the
charge of the Λ+

c candidate is randomly assigned, with there being an equal
probability of any one decay being assigned a positive or a negative charge.
One thousand permutations of the charge assignments are tested for each
mode and data sub-sample, the fit is performed for each permutation and
the value of ARaw

CP is recorded. As with the studies described in Section 18.2,
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Figure 21.4: Validation of the simultaneous fits to the Λ+
c and Λ−

c mass
spectra in the 2012 magnet down pK−K+ dataset, using randomly assigned
Λ+

c charges. The plots shows the distribution of the central values (a),
uncertainties (b), and pulls (c) of the ARaw

CP parameter, assuming that the
true value is zero. The pull distribution is overlaid with a fit of a Gaussian
distribution with mean µ and width σ.

the pull distributions of ARaw
CP should have a width of one, and the unblinded

value should have a mean of zero.
The true charge of the Λ+

c candidates do not enter the fit, and so the
charge permutation experiments are performed without blinding. The results
are shown in Figures 21.4 and 21.5 for the 2012 magnet down pK−K+ and
pπ−π+ data. The width of the pull distribution of ARaw

CP for both is consistent
with unity, and the means are consistent with zero, indicating that the fit is
unbiased.
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Figure 21.5: Validation of the simultaneous fits to the Λ+
c and Λ−

c mass
spectra in the 2012 magnet down pπ−π+ dataset, using randomly assigned
Λ+

c charges. The plots shows the distribution of the central values (a),
uncertainties (b), and pulls (c) of the ARaw

CP parameter, assuming that the
true value is zero. The pull distribution is overlaid with a fit of a Gaussian
distribution with mean µ and width σ.



22 Results

The difference in the raw asymmetries of the pK−K+ and pπ−π+ data
defines ∆ACP

∆ACP = ARaw
CP (pK−K+) − ARaw

CP (pπ−π+).

The values of, and uncertainties on, ARaw
CP are measured by the weighted

fits described in Chapter 21. In this section, the combinations of ARaw
CP are

made within and across the data-taking years (2011 and 2012) and magnet
polarities (magnet up and down), and the measured values of ARaw

CP and
∆ACP are reported.

22.1 Combining measurements

The values of ARaw
CP for a given decay mode and data-taking year and polarity

are measured in the fits. Within a given year ζ, ζ ∈ [2011, 2012], the average
value of the ARaw

CP for each mode is defined as the arithmetic mean of the
two values of ARaw

CP measured on the magnet up and magnet down data. The
average value of ∆ACP within a year is then defined as

∆ACP (ζ) = ARaw
CP (ζ, pK−K+) − ARaw

CP (ζ, pπ−π+). (22.1)

Across both years, the values of ARaw
CP are computed as the weighted sum

of the per-year values, where the weights are the inverses of the squares of
the statistical uncertainties σ on the measurements. This quantity can be
computed using the polarity-averaged ARaw

CP measurements, and it can also
be computed per polarity, for example to compute the average magnet down
result across 2011 and 2012.

241
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The measured values of ARaw
CP (pK−K+), ARaw

CP (pπ−π+), and ∆ACP are
given in Table 22.1, where the central values are blinded. Plots of the three
measurements for each data sub-sample are given in Figure 22.1, where a
χ2 fit of a constant function to the measurements is also shown. The values
are compatible across years and magnet polarities.

The value of ∆ACP averaged across all magnet polarities and years is
measured to be

∆ACP = (1.20 ± 0.92) %.

The central value is blinded.

Unweighted asymmetries

The results computed without the inclusion of the kinematic weights and
phase space efficiency corrections are given in Table 22.2, where the central
values are blinded. The average value of ∆ACP in these results is

∆ACP = (1.29 ± 0.85) %.

Assuming the weighting does correctly equalise the kinematics, the small
change in central value from the weighted measurement indicates that the
differences between the modes before the weighting were small. The 8 %
reduction in the statistical uncertainty is due to the effective increase in the
pπ−π+ sample size when unweighted, and illustrates that the uncertainty
on ∆ACP is dominated by the pK−K+ sample size.
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Table 22.1: Measured asymmetries, in percent, for each data sub-sample
and combination of sub-samples. The computation of the combinations,
“2011 + 2012” and “Average”, is defined in Section 22.1. The central values
of all measurements are blinded.

Year Polarity ARaw
CP (pK−K+) ARaw

CP (pπ−π+) ∆ACP

2011 Up −8.45 ± 2.29 −11.70 ± 1.40 3.25 ± 2.68
2011 Down −5.82 ± 1.98 −7.02 ± 1.16 1.20 ± 2.29
2011 Average −7.14 ± 1.51 −9.36 ± 0.91 2.22 ± 1.76
2012 Up −7.52 ± 1.30 −7.78 ± 0.83 0.26 ± 1.54
2012 Down −7.17 ± 1.28 −8.49 ± 0.81 1.32 ± 1.52
2012 Average −7.35 ± 0.91 −8.14 ± 0.58 0.79 ± 1.08

2011 + 2012 Up −7.75 ± 1.13 −8.80 ± 0.72 1.06 ± 1.33
2011 + 2012 Down −6.77 ± 1.08 −8.00 ± 0.67 1.23 ± 1.27
2011 + 2012 Average −7.29 ± 0.78 −8.49 ± 0.49 1.20 ± 0.92

Table 22.2: Measured asymmetries, in percent, for each data sub-sample
and combination of sub-samples without the inclusion of the kinematic weights
and phase space efficiency correction. The computation of the combinations,
“2011 + 2012” and “Average”, is defined in Section 22.1. The central values
of all measurements are blinded.

Year Polarity ARaw
CP (pK−K+) ARaw

CP (pπ−π+) ∆ACP

2011 Up −8.73 ± 2.29 −11.88 ± 1.05 3.15 ± 2.52
2011 Down −5.13 ± 1.97 −6.24 ± 0.89 1.10 ± 2.16
2011 Average −6.93 ± 1.51 −9.06 ± 0.69 2.13 ± 1.66
2012 Up −7.98 ± 1.28 −7.78 ± 0.60 −0.20 ± 1.41
2012 Down −6.77 ± 1.26 −8.94 ± 0.59 2.17 ± 1.39
2012 Average −7.37 ± 0.90 −8.36 ± 0.42 0.99 ± 0.99

2011 + 2012 Up −8.16 ± 1.12 −8.79 ± 0.52 0.64 ± 1.23
2011 + 2012 Down −6.29 ± 1.06 −8.11 ± 0.49 1.82 ± 1.17
2011 + 2012 Average −7.26 ± 0.77 −8.55 ± 0.36 1.29 ± 0.85
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Figure 22.1: Values of the asymmetries ARaw
CP (pK−K+) (a), ARaw

CP (pπ−π+)
(b), and ∆ACP (c), for the four data sub-samples. The central values of
the measurements are blinded. For each asymmetry, a χ2 fit of a constant
function to the four data points is also shown, along with the best fit value
and uncertainty, χ2 per degree of freedom (DOF), and p-value.



23 Systematic uncertainties

Three sources of systematic uncertainty are considered in this analysis: the
choice of model used to extract the Λ+

c and Λ−
c signal yields; the failure

of the kinematic weighting procedure to fully equalise the Λ0
b, muon, and

proton kinematics between the modes; and the breaking of the assumption
that the Λ+

c candidates originate from the Λ0
b → Λ+

c µ
−X decay. The effect

of these on the measurement of ∆ACP will be discussed in this chapter and,
where appropriate, systematic uncertainties will be computed and assigned.

23.1 Fit model

The models used for the signal and combinatorial background components
in the mass fits, presented in Chapters 18 and 21, do describe the data
well. However, other functional forms may also describe the data well but
give different yields, which may change the value of ∆ACP . To assess the
extent to which different models can affect the measurement, the yields are
extracted using the method of sideband subtraction.

Region definitions and method validity

A sideband subtraction is applied to the data as a alternative method
to measure the pK−K+ and pπ−π+ signal yields in the charge-separated
samples.

The signal region is defined as a window 20 MeV/c2 wide for the pK−K+

data and 30 MeV/c2 wide for pπ−π+, centred on the nominal value of the
Λ+

c mass of 2286.46 MeV/c2 [12]. The wider pπ−π+ window accounts for the

245
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wider signal shape, which is itself due to the larger energy release, or Q
value, of the pπ−π+ decay. The two sideband regions, each 10 MeV/c2 wide
for pK−K+ and 15 MeV/c2 wide for pπ−π+, are chosen such that the centres
are ±3/2 signal window widths away from the signal window centre. The
signal and sideband regions are shown in Figure 23.1, with the 2012 magnet
down data overlaid for reference.

The assumption of the sideband subtraction technique that the back-
ground PDF is linear is justified by the good description of the background
by a linear function in the nominal fits. The lack of any visible physics
backgrounds after the full selection described in Chapter 17 suggests that
the sidebands are purely combinatorial, and that no peaking structures are
present in the signal region other than the that of the signal. Finally, the
assumption that the signal contribution to the data in the sidebands is
negligible is checked using MC, where 0.7 % of the pπ−π+ truth-matched
signal data are in the sidebands, and for pK−K+ the fraction of 0.3 %. These
fractions are much smaller than the relative statistical uncertainties on the
signal yields shown in Tables 18.1 and 18.2, and so the level of contamination
is considered to be negligible.

Results

For each data sub-sample, the pK−K+ and pπ−π+ samples are split by the
charge of the Λ+

c and the sideband subtraction technique is used to measure
the yields. The yield asymmetry is then

ARaw
CP (f) =

(NS(Λ+
c ) −NSB(Λ+

c )) − (NS(Λ−
c ) −NSB(Λ−

c ))
(NS(Λ+

c ) −NSB(Λ+
c )) + (NS(Λ−

c ) −NSB(Λ−
c ))

, (23.1)

where NS(SB)(Λ+
c ) is the number of candidates in the signal (sideband) region

in the Λ+
c sample, and NS(SB)(Λ−

c ) is the same but in the Λ−
c sample. The

counts are assumed to be Poisson-distributed, and so the uncertainty δN
on each count is taken to be δN =

√
N .

The difference ∆ACP between ARaw
CP for pK−K+ and pπ−π+ is then com-

puted using the values obtain with Equation (23.1), and the difference is
computed between those values and the nominal measurements given in
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Figure 23.1: Definitions of the signal and sideband regions in the Λ+
c mass

spectrum for pK−K+ (a) and pπ−π+ (b). The 2012 magnet down data are
overlaid for reference.

Table 22.1. The uncertainty on ARaw
CP is found by propagating the uncertain-

ties on the candidate counts using an MC error propagation, and the values
are assumed to be fully correlated with those from the nominal procedure.
The differences for the measurements in all data sub-samples, and their
averages across years and magnet polarities, are presented in Table 23.1.
Almost all of the deviations from the nominal values are significant, and so
they taken as a systematic uncertainties on the measurements of ∆ACP . The
systematic uncertainty is 0.26 % on the nominal result quoted in Section 22.1.

23.2 Residual background asymmetries

The kinematic weighting discussed in Chapter 19 does not completely remove
all differences between the Λ0

b, muon, and proton kinematics between the
pK−K+ and pπ−π+ datasets, nor does it remove all K−/K+ and π−/π+

differences within the decay modes. Therefore, contributions from the re-
spective background asymmetries will still contribute to ∆ACP . A study is
performed to quantity this contamination. Firstly, the available measure-
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ments of the detection and production asymmetries are enumerated, and
then their application to this analysis is described.

The asymmetries considered are those that arise from the differences in
the matter and antimatter cross-sections with the detector, called detection
asymmetries. The trigger asymmetry for muons from b decays is known to
be small [110], and is neglected here.

The pion detection asymmetry is measured using
√
s = 7 TeV data [70] by

a method of partial reconstruction of D∗+-tagged D0 → K−π+π−π+ decays.
In this, the delta mass variable, defined similarly to that in Equation (9.1),
provides a good signal-to-background discrimination even if the pion is not
required to have been reconstructed. The ratio of the signal yields before
and after the explicit reconstruction gives the pion detection efficiency, and
this is performed separately for each pion charge in bins of pion kinematics.
The asymmetries are shown in Figure 23.2 as a function of pion momentum.
The central values of the relative asymmetries in bins of pion momentum are
small, generally less than 2 %, and are very close to zero when averaged across
the magnet polarities. The integrated ratios are measured to the 0.9914 ±
0.0040 and 1.0045 ± 0.0034 for magnet up and magnet down configurations,
respectively. Here, these values are considered to be compatible with zero,
and so contributions from a pion detection asymmetry are neglected.

The kaon detection asymmetry is measured using the full Run 1 dataset
with D+ → K−π+π+ and D+ → K 0π+ decays [90]. The raw asymmetries
between the two decays are subtracted, as is the contribution from the K 0

interaction asymmetry, to measure AD(K−π+). The kaon material cross-
section asymmetry is known to be much larger than that for pions [12], and
so AD(K−π+) is assumed to be dominated by the kaon detection asymmetry.
The asymmetry as a function of kaon momentum, averaged across magnet
polarities, is shown in Figure 23.3, where it is seen to be significant larger
in magnitude than the pion asymmetry in Figure 23.2 and significantly
different from zero.

The muon detection asymmetry is measured using the tag-and-probe
technique described in Section 10.2 with J/ψ → µ+µ− [111]. The track
reconstruction efficiency is computed separately for µ− and µ+ and an
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asymmetry is formed, shown in Figure 23.4. The asymmetries are small, of
the order of 0.1 %.

Measurements of the production asymmetry from unequal Λ0
b and Λ̄0

b

cross-sections have been made by LHCb [97], where the asymmetry as a
function of pT was found to be negligible over both 2011 and 2012, but as a
function of rapidity y was found to be

A
Λ0

b
P = (0.058 ± 0.014)(y − 〈y〉), (23.2)

where 〈y〉 = 3.1 is the average Λ0
b rapidity in the sample used. These

values are compatible between the 2011 and 2012 data. The same analysis
also measured the proton detection asymmetry using simulation, assigning
a systematic uncertainty to the result based on the relative disagreement
between the data and the MC when evaluating the kaon detection asymmetry.
The results are shown in Table 23.2. Simulations using both the pK−K+

and the pπ−π+ samples defined in Section 16.1 agree with these results, and
are shown in Figure 23.5.

Evaluation

The effect on the value of ∆ACP of the residual background asymmetry for a
single asymmetry A due to some particle X is given by a shift ∆A, defined
as

∆AX = 1

N
pK−K+
Sig.

∑
i

N
pK−K+,i
Sig. Ai − 1

N
pπ

−
π

+
Sig.

∑
i

N
pπ

−
π

+,i
Sig. Ai, (23.3)

where N f
Sig. is the total number of signal candidates in the Λ+

c → f sample;
i is the bin index of the asymmetry parameter, such as Λ0

b rapidity; and
N f ,i

Sig. is the number of signal candidates in the Λ+
c → f sample that fall in

the ith asymmetry bin. The number of signal candidates is computed as
the sum of signal sWeights, weighted by kinematic weights and phase space
efficiency corrections as in Equation (21.1). One such shift is defined for
each of the muon and proton detection asymmetries and the Λ0

b production

asymmetry, ∆A
Λ0

b
P , ∆Ap

D, and ∆Aµ
−

D . The shift due to the residual kaon
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Figure 23.2: Ratio of pion detection asymmetries as a function of pion
momentum [70]. The uncertainties on the data points are statistical.

detection asymmetry is similarly defined

∆AK
D = 1

N
pK−K+
Sig.

(∑
i

N
pK−K+,K−
Sig. Ai −

∑
i

N
pK−K+,K+
Sig. Ai

)
, (23.4)

where N
pK−K+,K±
Sig. is the number of signal K+/K− particles in the ith

asymmetry bin.

The total shift of ∆ACP , ∆A is given by the sum of the individual shifts

∆A = ∆A
Λ0

b
P + ∆Ap

D + ∆Aµ
−

D + ∆AK
D . (23.5)

These shifts for each year and data-taking condition are given in Table 23.3,
along with the shifts for the polarity-integrated datasets. All of the values
found are below one per mille, with the proton detection asymmetry provid-
ing the largest contribution. Conservatively, a 0.1 % systematic uncertainty
is assigned to the measurement of ∆ACP based on the residual background
uncertainty.
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Figure 23.3: Kaon detection asymmetry AD(K−π+) as a function of kaon
momentum averaged across magnet polarities [90]. The average of the
measurements is shown as a grey band. The error bars on the data points
include statistical and systematic uncertainties.

pT [MeV]
Atrack [%]

2011 Up 2011 Down 2012 Up 2012 Down
0 - 1830 +0.06 ± 0.24 +0.02 ± 0.21 +0.38 ± 0.17 +0.15 ± 0.16
1830 - 2090 -0.15 ± 0.31 +0.20 ± 0.27 +0.03 ± 0.21 -0.20 ± 0.20
2090 - 2460 +0.85 ± 0.28 -0.62 ± 0.24 +0.07 ± 0.19 +0.16 ± 0.18
2460 - 2990 +0.19 ± 0.26 -0.36 ± 0.22 +0.11 ± 0.18 -0.04 ± 0.17
2990 - 3860 +0.32 ± 0.27 -0.20 ± 0.23 -0.08 ± 0.19 +0.08 ± 0.17
3860 - 105 +0.46 ± 0.64 +0.09 ± 0.74 +0.45 ± 0.43 -0.07 ± 0.37

Table 1: Atrack from J/ ! µ+µ� decays using the combination of VELO and T-station methods
for di↵erent data taking periods and magnet polarity in bins of pT.
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Figure 2: Combined raw tracking asymmetries in bins of pT for the VELO + T-station methods.

for reweighting the tag-and-probe sample separately to match signal µ and ⇡ distributions,172

and173

w

µ⇡

i

=
N

µ

sig

i

�N

⇡

sig

i

N

µ

tap

i

(12)

for directly reweighting to the di↵erence of µ and ⇡ signal distributions. Here174

N

µ

sig

i

(N
⇡

sig

i

, N

µ

tap

i

) are the by sWeights background subtracted number of signal muon175

(signal pion, matched probe muon) events in the considered phase space bin i. It is a176

subtle, but important detail that the reweighting is done on the subsample of probe tracks177

matched to a long track, since all signal tracks are required to be long tracks. So µtap178

in (11) and (12) refers to the phase space distribution of matched tag-and-probe muons.179

Also note that the reweighting does not depend on the charge of the particles, since initial180

charge symmetry of the probe tracks is assumed. Further mathematical details are adduced181

in appendix B.182

When reweighting to the di↵erence, using (12), it is clear that weights will become negative183

in bins where the signal pion has more entries than the signal muon. In this case a probe184

8

Figure 23.4: Muon detection asymmetry as a function of muon pT averaged
across magnet polarities in

√
s = 8 TeV data [111]. The average of the

measurements is shown as a blue band. The uncertainties on the data points
are statistical.
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Table 23.2: Proton detection asymmetries measured using simulation in
bins of proton momentum [97].

Momentum bin (GeV/c) Asymmetry (%)

0 < p < 10 4.38 ± 0.29
10 < p < 17.5 2.46 ± 0.31

17.5 < p < 22.5 1.90 ± 0.47
22.5 < p < 30 1.12 ± 0.47

30 < p < 50 1.20 ± 0.42
50 < p < 70 0.60 ± 0.68
70 < p < 100 −0.23 ± 0.91

100 < p < 150 0.4 ± 1.4
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Figure 23.5: Asymmetry of the proton detection efficiency as a function
of proton momentum in GeV/c. The uncertainties on the data points are
statistical.
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23.3 Signal decays from other sources

The mass fits count the number of real Λ+
c decays in the samples. However,

backgrounds to Λ0
b → Λ+

c µ
−X can peak in the Λ+

c mass spectrum, such as
baryonic decays of B mesons or promptly produced Λ+

c decays associated
with random muons. These backgrounds will have different asymmetries,
contaminating ∆ACP .

Selecting pK−K+ and pπ−π+ decays from promptly produced Λ+
c baryons

will contaminate ∆ACP with the Λ+
c production asymmetry. Figure 23.6

shows the signal lnχ2
IP distributions in the 2012 magnet down data sample,

in which a peaking structure corresponding to prompt Λ+
c is not visible.

These distributions can be compared to the lnχ2
IP distributions in samples

dominated by prompt charm, given in Chapter 9. Even if there is a prompt
Λ+

c component in the data used for the ∆ACP measurement, the contribution
from a Λ+

c production asymmetry should cancel as the Λ+
c kinematics are

weighted to be equal. To confirm this hypothesis, the data sample is split
in two, defined by the candidates passing or failing the cut lnχ2

IP > 4. The
value of ∆ACP is recomputed for each sample, and the difference between the
two values is compatible with zero within 1σ. No corresponding systematic
uncertainty is assigned.

Known alternative sources of Λ+
c from beauty decays are considered.

These include B+ → Λ−
c pπ+ decays and B+ → Σcpππ with Σc → Λ+

c π. In
total, the inclusive B → Λ+

c X branching fractions are, conservatively, less
than 10 % for both B+ and B0, and the B0

s contribution is negligible [12].
The combined B cross-section is around four times that of the Λ0

b [11,97], and
the relative rate of B → Λ+

c X is around 3 times that of Λ0
b → Λ+

c µ
−X, for a

total relative rate of N(B → Λ+
c X)/N(Λ0

b → Λ+
c µ

−X) = 12. However, the
muon triggers and Λ+

c µ
− vertex requirements strongly suppress the alternate

sources of Λ+
c decays. In a simulated sample of one million generated

B0 → Λ−
c pπ−π+ decays, of the order of 10 Λ+

c candidates pass the selection
requirements defined in Chapter 17. Given this, and that at least the B0

production asymmetry is compatible with zero below the percent level [112],
the contribution from B decays is neglected.
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Figure 23.6: Signal (black) and background (red) lnχ2
IP distributions for

pK−K+ (a) and pπ−π+ (b) 2012 magnet down data samples. The lnχ2
IP

requirement made for the systematic studies is lnχ2
IP > 3.

23.4 Summary and combination

Sources of systematic uncertainties on the measurement of ∆ACP have been
studied. The effect of the arbitrary choice of fit model is assessed with a
sideband subtraction method, with the deviation from the nominal result
found to be 0.26 %. Residual asymmetries arising from the failure of the
kinematic weighting to completely equalise all kinematic distributions are
found to shift the value of ∆ACP by 0.1 %. The contribution of Λ+

c candidates
from non-Λ0

b decays is considered to be negligible.
The two systematic uncertainties are added in quadrature in order to

assign a single systematic to ∆ACP , giving 0.28 %. This is small compared
with the statistical uncertainty of 0.89 % given in Table 22.1.



24 Summary

The violation of CP symmetry has not yet been observed in charm decays,
the last system in the SM where it is predicted to occur. Measuring CP

asymmetries can be experimentally challenging as a good understanding of
production and detection asymmetries must be obtained, but the construc-
tion of the CP asymmetry difference ∆ACP allows for robust measurements
that are less sensitive to spurious background effects.

With the analysis presented in this part, the first measurement of dir-
ect CP violation in charm baryons at LHCb has been completed. The
decays Λ+

c → pK−K+ and Λ+
c → pπ−π+ are reconstructed via the de-

cay Λ0
b → Λ+

c µ
−X, with the Λ0

b and muon providing powerful background
discrimination. Backgrounds from charm mesons are removed with mass
vetoes. Contributions from background asymmetries from the Λ0

b production
asymmetry and the pion, kaon, proton, and muon detection asymmetries
are suppressed by a weighting between the Λ+

c decay modes, employing a
boosted decision tree to partition the data in Λ+

c and proton kinematics.
The acceptance and selection efficiencies are computed as a function of the
five-dimensional Λ+

c phase space also using a BDT, with an average efficiency
of around 1 %. The Λ+

c signal yields are counted with χ2 fits, weighting
the data with the kinematic weights and the inverse of the phase space
efficiencies. Systematic effects due to the signal and background modelling
in the fit, the residual background asymmetries after the weighting, and
the contribution of Λ+

c candidates from sources other than semileptonic
Λ+

c decays are studied, and are found to be considerably smaller than the
statistical uncertainty on the signal yields.

The difference in CP asymmetries in the decays Λ+
c → pK−K+ and

257



258 24. Summary

Λ+
c → pπ−π+is measured to be

∆ACP = ACP (pK−K+) − ACP (pπ−π+)

= (1.20 ± 0.92 (stat.) ± 0.28 (syst.)) %.

The central value is currently blinded, pending approval from the LHCb
collaboration.



Appendices

259



260



A Charm production yield,
efficiency, and systematic
tables

Prompt signal yields measured in charm hadron (pT, y) bins are given in
Tables A.1 to A.4 for D0, D+, D+

s , and D∗+mesons, measured using the fit
procedure described in Chapter 9.

The following efficiencies are given for D0 and D+: acceptance efficiencies
in Tables A.5 and A.6; reconstruction efficiencies in Tables A.7 and A.8;
tracking efficiency correction factors in Tables A.9 and A.10; selection
efficiencies in Tables A.11 and A.12; particle identification efficiencies in
Tables A.13 and A.14; and signal window efficiencies in Tables A.15 and A.16.
The computation of the efficiencies is described in Chapter 10.

The following systematic uncertainties for D0 and D+ are presented: due
to the size of the finite MC samples in Tables A.17 and A.18; due to the
finite size of the PID calibration samples in Tables A.19 and A.20; due to
the choice of binning shecme in the PID calibration procedure in Tables A.21
and A.22; due to the tracking efficiency correction methods in Tables A.23
and A.24; due to the choice of fit model in Tables A.25 and A.26; and due
to the statistical uncertainty on the model parameters used to evaluate the
signal window efficiency in Tables A.27 and A.28. The computation of the
systematic uncertainties is described in Chapter 11.
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Table A.7: Reconstruction efficiencies εReconstruction for D0 → K−π+ meas-
ured in D0 (pT, y) bins.

y

pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]

[0, 1000] 18.02+0.13
−0.13 38.33+0.15

−0.15 47.13+0.16
−0.16 45.23+0.18

−0.18 32.30+0.23
−0.23

[1000, 1500] 19.83+0.15
−0.15 39.65+0.17

−0.17 48.14+0.18
−0.18 45.81+0.19

−0.19 32.59+0.21
−0.21

[1500, 2000] 21.07+0.16
−0.15 42.66+0.18

−0.18 50.40+0.19
−0.19 47.87+0.20

−0.20 34.09+0.22
−0.22

[2000, 2500] 23.73+0.17
−0.17 45.20+0.20

−0.20 52.59+0.21
−0.21 50.76+0.22

−0.22 37.56+0.25
−0.25

[2500, 3000] 25.73+0.20
−0.20 47.72+0.22

−0.22 55.08+0.23
−0.23 53.32+0.25

−0.25 40.25+0.28
−0.28

[3000, 3500] 28.43+0.23
−0.23 50.24+0.25

−0.25 56.76+0.26
−0.26 55.78+0.29

−0.29 43.01+0.33
−0.33

[3500, 4000] 30.34+0.27
−0.27 51.59+0.29

−0.29 58.42+0.31
−0.31 56.82+0.33

−0.33 44.93+0.39
−0.39

[4000, 5000] 32.73+0.24
−0.24 53.86+0.26

−0.26 60.06+0.27
−0.27 58.29+0.30

−0.30 46.44+0.35
−0.35

[5000, 6000] 35.49+0.32
−0.32 55.24+0.34

−0.34 61.62+0.36
−0.37 60.30+0.40

−0.41 48.14+0.48
−0.48

[6000, 7000] 36.87+0.43
−0.42 56.76+0.45

−0.45 62.26+0.48
−0.49 62.14+0.54

−0.55 49.30+0.66
−0.66

[7000, 8000] 40.13+0.56
−0.56 59.07+0.59

−0.60 63.58+0.63
−0.64 63.37+0.72

−0.73 49.26+0.91
−0.91

[8000, 9000] 44.84+0.72
−0.72 63.71+0.74

−0.74 67.73+0.79
−0.80 66.13+0.92

−0.93 53.24+1.13
−1.13

[9000, 10000] 42.14+0.21
−0.21 58.50+0.23

−0.23 62.46+0.25
−0.25 61.69+0.29

−0.30 50.16+0.38
−0.38

[10000, 11000] 43.57+0.22
−0.22 59.30+0.23

−0.23 62.32+0.26
−0.26 61.79+0.31

−0.31 49.33+0.39
−0.39

[11000, 12000] 44.30+0.26
−0.26 59.05+0.29

−0.29 60.99+0.32
−0.32 62.21+0.38

−0.38 50.12+0.50
−0.50

[12000, 13000] 44.79+0.32
−0.32 58.79+0.35

−0.35 62.00+0.39
−0.39 61.65+0.47

−0.47 49.14+0.63
−0.63

[13000, 14000] 45.09+0.38
−0.38 58.05+0.42

−0.42 61.85+0.47
−0.48 61.14+0.58

−0.58 50.36+0.77
−0.77

[14000, 15000[ 44.90+0.45
−0.45 58.84+0.49

−0.50 61.51+0.57
−0.57 61.41+0.69

−0.70 46.16+0.94
−0.94
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Table A.8: Reconstruction efficiencies εReconstruction for D+ → K−π+π+

measured in D+ (pT, y) bins.

y

pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]

[0, 1000] 4.03 +
−

0.07
0.07 16.32 +

−
0.12
0.12 25.00 +

−
0.14
0.14 23.22 +

−
0.15
0.15 12.17 +

−
0.14
0.14

[1000, 1500] 5.24 +
−

0.09
0.09 19.01 +

−
0.14
0.14 28.08 +

−
0.16
0.16 26.46 +

−
0.17
0.17 14.25 +

−
0.17
0.16

[1500, 2000] 6.45 +
−

0.10
0.10 21.87 +

−
0.15
0.15 31.21 +

−
0.18
0.18 29.58 +

−
0.19
0.19 16.69 +

−
0.18
0.18

[2000, 2500] 8.05 +
−

0.12
0.12 24.99 +

−
0.18
0.17 34.40 +

−
0.20
0.20 32.92 +

−
0.21
0.21 19.53 +

−
0.21
0.21

[2500, 3000] 9.67 +
−

0.14
0.14 27.95 +

−
0.20
0.20 37.96 +

−
0.23
0.23 36.31 +

−
0.25
0.25 22.32 +

−
0.25
0.24

[3000, 3500] 11.56 +
−

0.17
0.17 30.52 +

−
0.24
0.24 40.04 +

−
0.27
0.27 39.10 +

−
0.29
0.29 24.56 +

−
0.29
0.29

[3500, 4000] 13.20 +
−

0.20
0.20 32.40 +

−
0.28
0.28 42.36 +

−
0.31
0.31 41.58 +

−
0.34
0.34 26.97 +

−
0.35
0.35

[4000, 5000] 15.34 +
−

0.18
0.18 35.45 +

−
0.25
0.25 44.07 +

−
0.27
0.27 43.21 +

−
0.30
0.30 29.37 +

−
0.32
0.32

[5000, 6000] 17.90 +
−

0.26
0.26 38.05 +

−
0.33
0.33 45.64 +

−
0.37
0.37 45.53 +

−
0.41
0.41 31.44 +

−
0.45
0.45

[6000, 7000] 20.46 +
−

0.36
0.35 40.01 +

−
0.45
0.45 46.55 +

−
0.50
0.50 45.80 +

−
0.56
0.56 31.61 +

−
0.62
0.61

[7000, 8000] 23.55 +
−

0.48
0.48 41.90 +

−
0.59
0.59 48.49 +

−
0.65
0.65 48.03 +

−
0.73
0.73 34.60 +

−
0.86
0.85

[8000, 9000] 24.06 +
−

0.62
0.61 44.13 +

−
0.76
0.75 49.20 +

−
0.85
0.85 49.41 +

−
0.98
0.98 33.08 +

−
1.14
1.12

[9000, 10000] 31.30 +
−

0.74
0.73 50.40 +

−
0.79
0.79 56.39 +

−
0.80
0.81 52.83 +

−
0.83
0.83 37.42 +

−
0.90
0.89

[10000, 11000] 26.73 +
−

0.18
0.17 44.57 +

−
0.21
0.21 49.27 +

−
0.24
0.24 47.65 +

−
0.29
0.29 33.79 +

−
0.35
0.35

[11000, 12000] 28.20 +
−

0.22
0.22 45.31 +

−
0.26
0.26 48.61 +

−
0.29
0.29 48.78 +

−
0.35
0.35 33.95 +

−
0.42
0.42

[12000, 13000] 28.86 +
−

0.26
0.26 45.33 +

−
0.31
0.31 49.59 +

−
0.36
0.36 49.01 +

−
0.43
0.43 33.18 +

−
0.53
0.52

[13000, 14000] 29.96 +
−

0.32
0.31 45.02 +

−
0.38
0.38 49.19 +

−
0.43
0.43 47.71 +

−
0.52
0.52 33.37 +

−
0.65
0.64

[14000, 15000] 29.32 +
−

0.37
0.37 44.56 +

−
0.44
0.44 48.73 +

−
0.52
0.52 47.59 +

−
0.63
0.63 33.91 +

−
0.79
0.78
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Table A.11: Selection efficiencies εSelection/εL0 for D0 → K−π+, excluding
PID requirements, measured in D0 (pT, y) bins.

y

pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]

[0, 1000] 3.99+0.16
−0.15 7.53+0.13

−0.13 8.21+0.13
−0.13 6.82+0.14

−0.14 3.66+0.17
−0.16

[1000, 1500] 4.82+0.18
−0.17 8.92+0.16

−0.16 9.33+0.15
−0.15 7.48+0.15

−0.15 4.19+0.16
−0.16

[1500, 2000] 6.00+0.20
−0.19 10.51+0.17

−0.17 11.20+0.17
−0.17 8.61+0.16

−0.16 4.75+0.17
−0.16

[2000, 2500] 7.63+0.23
−0.22 12.91+0.20

−0.20 13.22+0.19
−0.19 10.80+0.20

−0.19 6.35+0.20
−0.20

[2500, 3000] 9.89+0.27
−0.26 15.94+0.24

−0.24 16.82+0.24
−0.23 13.26+0.24

−0.23 7.09+0.24
−0.23

[3000, 3500] 11.60+0.31
−0.30 18.96+0.28

−0.28 19.41+0.28
−0.28 15.81+0.29

−0.28 8.28+0.28
−0.27

[3500, 4000] 13.98+0.37
−0.36 22.09+0.34

−0.33 21.65+0.34
−0.33 18.12+0.35

−0.34 7.90+0.32
−0.31

[4000, 5000] 16.42+0.33
−0.32 24.63+0.30

−0.30 24.52+0.31
−0.30 20.76+0.32

−0.32 5.37+0.23
−0.22

[5000, 6000] 18.76+0.44
−0.43 26.55+0.41

−0.41 28.94+0.44
−0.43 20.47+0.43

−0.43 2.83+0.24
−0.22

[6000, 7000] 22.24+0.61
−0.60 29.32+0.56

−0.55 30.84+0.59
−0.58 17.26+0.55

−0.53 0.54+0.16
−0.12

[7000, 8000] 23.69+0.78
−0.76 29.99+0.73

−0.72 30.35+0.77
−0.76 12.80+0.65

−0.62 0.00+0.08
−0.00

[8000, 9000] 20.59+0.89
−0.86 30.05+0.89

−0.88 27.36+0.93
−0.91 5.54+0.58

−0.53 0.00+0.12
−0.00

[9000, 10000] 23.94+0.28
−0.28 32.02+0.28

−0.28 26.22+0.29
−0.29 2.95+0.13

−0.13 0.00+0.01
−0.00

[10000, 11000] 23.84+0.28
−0.28 32.00+0.29

−0.29 22.44+0.28
−0.28 1.19+0.09

−0.08 0.00+0.02
−0.00

[11000, 12000] 25.63+0.35
−0.35 32.18+0.36

−0.36 17.53+0.32
−0.32 0.16+0.04

−0.04 0.00+0.02
−0.00

[12000, 13000] 24.78+0.42
−0.41 31.55+0.43

−0.43 12.67+0.35
−0.34 0.00+0.02

−0.00 0.00+0.04
−0.00

[13000, 14000] 24.90+0.50
−0.49 30.32+0.51

−0.51 9.03+0.36
−0.35 0.00+0.03

−0.00 0.00+0.06
−0.00

[14000, 15000] 25.72+0.60
−0.59 29.53+0.60

−0.59 6.23+0.37
−0.35 0.00+0.04

−0.00 0.00+0.09
−0.00
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Table A.12: Selection efficiencies εSelection/εL0 for D+ → K−π+π+, exclud-
ing PID requirements, measured in D+ (pT, y) bins.

y

pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]

[0, 1000] 0.03 +
−

0.06
0.02 0.25 +

−
0.04
0.04 0.41 +

−
0.04
0.04 0.53 +

−
0.06
0.05 0.31 +

−
0.08
0.06

[1000, 1500] 0.87 +
−

0.18
0.15 2.72 +

−
0.14
0.13 3.93 +

−
0.14
0.13 3.96 +

−
0.15
0.15 2.91 +

−
0.22
0.20

[1500, 2000] 3.17 +
−

0.29
0.27 9.85 +

−
0.24
0.23 11.77 +

−
0.22
0.22 11.34 +

−
0.24
0.24 6.76 +

−
0.30
0.29

[2000, 2500] 9.19 +
−

0.45
0.43 18.92 +

−
0.32
0.31 21.18 +

−
0.29
0.29 19.92 +

−
0.32
0.31 13.35 +

−
0.41
0.40

[2500, 3000] 13.76 +
−

0.53
0.51 27.24 +

−
0.38
0.38 28.96 +

−
0.35
0.35 27.10 +

−
0.38
0.38 18.22 +

−
0.49
0.48

[3000, 3500] 18.38 +
−

0.61
0.59 30.83 +

−
0.43
0.43 32.71 +

−
0.40
0.40 30.52 +

−
0.43
0.43 21.20 +

−
0.56
0.55

[3500, 4000] 23.76 +
−

0.70
0.69 35.77 +

−
0.50
0.50 37.13 +

−
0.47
0.46 34.28 +

−
0.51
0.50 22.20 +

−
0.63
0.62

[4000, 5000] 27.50 +
−

0.59
0.58 39.06 +

−
0.42
0.42 40.65 +

−
0.41
0.41 37.21 +

−
0.45
0.45 21.44 +

−
0.53
0.52

[5000, 6000] 31.24 +
−

0.74
0.73 43.16 +

−
0.55
0.55 43.89 +

−
0.55
0.55 40.44 +

−
0.60
0.60 15.65 +

−
0.63
0.61

[6000, 7000] 34.11 +
−

0.92
0.91 47.20 +

−
0.72
0.72 47.79 +

−
0.73
0.73 37.78 +

−
0.81
0.80 9.86 +

−
0.73
0.68

[7000, 8000] 36.32 +
−

1.13
1.11 48.82 +

−
0.92
0.92 48.89 +

−
0.94
0.93 34.10 +

−
1.00
0.99 3.45 +

−
0.60
0.52

[8000, 9000] 37.10 +
−

1.42
1.40 48.45 +

−
1.14
1.14 49.11 +

−
1.21
1.21 28.72 +

−
1.27
1.24 1.22 +

−
0.56
0.39

[9000, 10000] 36.17 +
−

1.37
1.35 45.78 +

−
1.11
1.11 43.70 +

−
1.07
1.07 16.48 +

−
0.86
0.83 0.09 +

−
0.16
0.07

[10000, 11000] 38.90 +
−

0.37
0.37 51.04 +

−
0.32
0.32 46.46 +

−
0.35
0.34 13.76 +

−
0.29
0.29 0.00 +

−
0.02
0.00

[11000, 12000] 40.84 +
−

0.45
0.44 51.41 +

−
0.39
0.39 42.87 +

−
0.42
0.42 7.82 +

−
0.27
0.26 0.00 +

−
0.03
0.00

[12000, 13000] 39.70 +
−

0.53
0.52 50.90 +

−
0.47
0.47 38.34 +

−
0.50
0.49 4.96 +

−
0.27
0.26 0.00 +

−
0.04
0.00

[13000, 14000] 39.10 +
−

0.62
0.61 49.92 +

−
0.57
0.57 31.79 +

−
0.57
0.57 1.79 +

−
0.21
0.19 0.00 +

−
0.07
0.00

[14000, 15000] 39.81 +
−

0.73
0.73 49.61 +

−
0.67
0.67 26.61 +

−
0.66
0.65 1.40 +

−
0.23
0.20 0.00 +

−
0.10
0.00
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Table A.17: Relative uncertainty on the D0 cross-section, in D0 (pT, y)
bins, due to the finite size of the Monte Carlo sample used to assess the
selection efficiency.

y
pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]
[0, 1000] 3.91 1.81 1.62 2.07 4.66
[1000, 1500] 3.77 1.83 1.63 2.02 3.87
[1500, 2000] 3.39 1.69 1.54 1.96 3.57
[2000, 2500] 3.02 1.61 1.52 1.85 3.31
[2500, 3000] 2.83 1.56 1.47 1.84 3.40
[3000, 3500] 2.82 1.58 1.52 1.89 3.52
[3500, 4000] 2.82 1.62 1.64 2.01 4.06
[4000, 5000] 2.14 1.31 1.32 1.62 4.34
[5000, 6000] 2.53 1.68 1.62 2.20 8.15
[6000, 7000] 2.96 2.06 2.05 3.23 24.57
[7000, 8000] 3.56 2.61 2.70 5.06 -
[8000, 9000] 4.55 3.17 3.56 10.00 -
[9000, 10000] 1.39 1.03 1.24 4.52 -
[10000, 11000] 1.44 1.08 1.45 7.33 -
[11000, 12000] 1.74 1.37 2.11 - -
[12000, 13000] 2.00 1.75 3.18 - -
[13000, 14000] 2.54 2.28 4.38 - -
[14000, 15000] 2.85 2.96 6.51 - -
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Table A.18: Relative uncertainty on the D+ cross-section, in D+ (pT, y)
bins, due to the finite size of the Monte Carlo sample used to assess the
selection efficiency.

y
pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]
[0, 1000] 55.08 15.49 9.88 9.94 21.48
[1000, 1500] 18.04 4.93 3.43 3.84 7.29
[1500, 2000] 8.85 2.53 1.98 2.25 4.53
[2000, 2500] 5.00 1.83 1.51 1.75 3.29
[2500, 3000] 4.05 1.59 1.36 1.58 2.91
[3000, 3500] 3.64 1.60 1.40 1.62 2.95
[3500, 4000] 3.34 1.64 1.46 1.72 3.16
[4000, 5000] 2.47 1.29 1.19 1.41 2.73
[5000, 6000] 2.78 1.56 1.50 1.78 4.25
[6000, 7000] 3.21 1.89 1.88 2.48 7.39
[7000, 8000] 3.69 2.36 2.36 3.31 16.04
[8000, 9000] 4.55 2.91 3.01 4.87 34.43
[9000, 10000] 4.46 2.89 2.87 5.40 -
[10000, 11000] 1.29 0.93 1.03 2.50 -
[11000, 12000] 1.44 1.17 1.51 3.71 -
[12000, 13000] 1.79 1.40 1.92 5.94 -
[13000, 14000] 2.22 2.00 2.50 11.93 -
[14000, 15000] 2.87 2.44 3.53 - -



280 A. Charm production yield, efficiency, and systematic tables

Table A.19: Relative uncertainty on the D0 cross-section, in D0 (pT, y)
bins, due to the finite size of the PID calibration sample.

y
pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]
[0, 1000] 0.22 0.19 0.11 0.16 0.29
[1000, 1500] 0.21 0.15 0.11 0.13 0.25
[1500, 2000] 0.21 0.12 0.09 0.11 0.27
[2000, 2500] 0.21 0.10 0.07 0.10 0.33
[2500, 3000] 0.20 0.08 0.06 0.11 0.37
[3000, 3500] 0.18 0.07 0.06 0.12 0.42
[3500, 4000] 0.17 0.07 0.05 0.14 0.45
[4000, 5000] 0.16 0.06 0.06 0.19 0.50
[5000, 6000] 0.15 0.06 0.08 0.24 0.57
[6000, 7000] 0.17 0.08 0.13 0.29 0.62
[7000, 8000] 0.19 0.12 0.19 0.36 -
[8000, 9000] 0.23 0.17 0.24 0.44 -
[9000, 10000] 0.28 0.31 0.29 0.51 -
[10000, 11000] 0.41 0.38 0.35 0.79 -
[11000, 12000] 0.50 0.65 0.44 - -
[12000, 13000] 0.63 1.01 0.50 - -
[13000, 14000] 0.75 1.57 0.56 - -
[14000, 15000] 1.20 2.01 0.67 - -
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Table A.20: Relative uncertainty on the D+ cross-section, in D+ (pT, y)
bins, due to the finite size of the PID calibration sample.

y
pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]
[0, 1000] 0.30 0.30 0.36 0.52 0.62
[1000, 1500] 0.29 0.29 0.44 0.44 0.46
[1500, 2000] 0.31 0.27 0.35 0.34 0.37
[2000, 2500] 0.34 0.23 0.24 0.24 0.33
[2500, 3000] 0.35 0.20 0.17 0.19 0.30
[3000, 3500] 0.35 0.18 0.13 0.16 0.31
[3500, 4000] 0.34 0.16 0.11 0.15 0.34
[4000, 5000] 0.32 0.13 0.08 0.14 0.39
[5000, 6000] 0.29 0.11 0.08 0.16 0.47
[6000, 7000] 0.28 0.10 0.09 0.20 0.53
[7000, 8000] 0.27 0.09 0.11 0.24 0.59
[8000, 9000] 0.28 0.11 0.14 0.29 0.81
[9000, 10000] 0.28 0.13 0.16 0.33 -
[10000, 11000] 0.31 0.18 0.20 0.39 -
[11000, 12000] 0.35 0.31 0.23 0.44 -
[12000, 13000] 0.38 0.38 0.28 0.50 -
[13000, 14000] 0.47 0.30 0.32 0.91 -
[14000, 15000] 0.63 0.52 0.36 - -
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Table A.21: Relative uncertainty on the D0 cross-section, in D0 (pT, y)
bins, due to the choice of PID calibration binning.

y
pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]
[0, 1000] 1.15 0.09 0.23 0.74 2.13
[1000, 1500] 1.43 0.98 0.33 0.26 1.86
[1500, 2000] 0.80 0.44 0.11 0.34 0.00
[2000, 2500] 0.52 0.11 0.14 0.88 0.05
[2500, 3000] 0.56 0.39 0.31 2.00 2.28
[3000, 3500] 0.88 0.53 0.51 2.95 3.90
[3500, 4000] 1.26 0.51 0.73 2.79 7.21
[4000, 5000] 1.58 0.40 1.28 1.41 10.83
[5000, 6000] 1.89 0.15 2.10 1.65 17.34
[6000, 7000] 1.93 0.20 1.83 5.37 44.91
[7000, 8000] 2.26 0.49 0.67 10.51 -
[8000, 9000] 2.54 0.38 0.37 12.97 -
[9000, 10000] 3.22 0.05 0.68 24.15 -
[10000, 11000] 4.47 0.34 3.82 30.49 -
[11000, 12000] 4.96 0.29 3.91 - -
[12000, 13000] 7.81 0.32 4.69 - -
[13000, 14000] 7.47 0.00 11.38 - -
[14000, 15000] 6.43 3.10 13.40 - -
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Table A.22: Relative uncertainty on the D+ cross-section, in D+ (pT, y)
bins, due to the choice of PID calibration binning.

y
pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]
[0, 1000] 0.00 3.88 1.29 1.61 6.62
[1000, 1500] 9.07 8.28 2.51 2.57 4.27
[1500, 2000] 6.64 5.45 2.23 1.72 2.78
[2000, 2500] 3.94 3.03 1.32 1.04 1.69
[2500, 3000] 2.82 1.05 0.57 0.18 2.04
[3000, 3500] 2.01 0.20 0.13 0.61 1.99
[3500, 4000] 1.71 0.32 0.04 1.36 2.15
[4000, 5000] 1.50 0.79 0.44 1.72 1.57
[5000, 6000] 1.34 1.00 0.98 1.15 2.61
[6000, 7000] 1.19 0.84 1.32 0.38 0.00
[7000, 8000] 1.29 0.57 1.08 2.03 8.74
[8000, 9000] 1.57 0.32 0.75 3.19 0.00
[9000, 10000] 1.74 0.27 0.35 5.55 -
[10000, 11000] 2.00 0.00 0.00 7.63 -
[11000, 12000] 2.58 0.00 0.00 4.19 -
[12000, 13000] 3.08 0.40 0.00 11.46 -
[13000, 14000] 3.51 0.63 0.00 0.00 -
[14000, 15000] 3.53 1.31 0.02 - -
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Table A.23: Relative uncertainty on the D0 cross-section, in D0 (pT, y)
bins, due to the finite calibration sample size, hadronic interaction uncertainty,
and event multiplicity weighting in the tracking efficiency correction factor
analysis.

y
pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]
[0, 1000] 4.76 4.59 3.96 4.04 3.39
[1000, 1500] 5.05 4.79 4.15 4.24 3.74
[1500, 2000] 5.29 4.59 3.95 3.97 3.72
[2000, 2500] 5.07 4.22 3.75 3.65 3.57
[2500, 3000] 4.60 3.83 3.45 3.39 3.30
[3000, 3500] 4.19 3.57 3.24 3.30 3.13
[3500, 4000] 3.74 3.40 3.21 3.15 3.04
[4000, 5000] 3.43 3.25 3.10 3.06 2.99
[5000, 6000] 3.06 3.09 2.92 2.92 3.06
[6000, 7000] 2.91 2.98 3.00 2.88 3.13
[7000, 8000] 2.87 2.94 2.86 2.92 -
[8000, 9000] 2.86 2.93 2.87 3.01 -
[9000, 10000] 2.82 3.00 2.82 3.03 -
[10000, 11000] 2.81 3.04 2.82 3.07 -
[11000, 12000] 2.82 3.09 2.80 - -
[12000, 13000] 2.84 3.10 2.81 - -
[13000, 14000] 2.88 3.10 2.81 - -
[14000, 15000] 2.93 3.05 2.83 - -
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Table A.24: Relative uncertainty on the D+ cross-section, in D+ (pT, y)
bins, due to the finite calibration sample size, hadronic interaction uncertainty,
and event multiplicity weighting in the tracking efficiency correction factor
analysis.

y
pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]
[0, 1000] 8.97 16.37 18.31 14.14 9.66
[1000, 1500] 8.91 14.45 15.30 12.29 9.26
[1500, 2000] 8.81 12.37 12.77 10.59 8.65
[2000, 2500] 8.48 10.16 10.63 9.16 7.89
[2500, 3000] 7.87 8.68 9.14 7.90 7.27
[3000, 3500] 6.99 7.37 7.92 7.13 6.48
[3500, 4000] 6.43 6.56 6.89 6.49 5.85
[4000, 5000] 5.88 5.68 6.28 6.02 5.46
[5000, 6000] 5.42 5.08 5.46 5.45 5.03
[6000, 7000] 5.05 4.74 5.17 5.05 4.74
[7000, 8000] 4.80 4.59 4.79 4.80 4.85
[8000, 9000] 4.64 4.44 4.66 4.64 4.77
[9000, 10000] 4.52 4.41 4.59 4.62 4.76
[10000, 11000] 4.45 4.42 4.46 4.63 -
[11000, 12000] 4.41 4.44 4.56 4.59 -
[12000, 13000] 4.39 4.46 4.50 4.62 -
[13000, 14000] 4.36 4.48 4.49 4.63 -
[14000, 15000] 4.36 4.52 4.45 4.71 -
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Table A.25: Relative uncertainty on the D0 cross-section, in D0 (pT, y)
bins, due to the arbitrary choice of fit model.

y
pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]
[0, 1000] 0.12 0.14 0.21 0.37 0.33
[1000, 1500] 0.04 0.10 0.22 0.40 0.59
[1500, 2000] 0.04 0.11 0.25 0.45 0.54
[2000, 2500] 0.04 0.12 0.28 0.48 0.51
[2500, 3000] 0.04 0.15 0.31 0.39 0.46
[3000, 3500] 0.07 0.17 0.34 0.38 0.42
[3500, 4000] 0.08 0.22 0.38 0.38 0.40
[4000, 5000] 0.14 0.27 0.33 0.36 0.37
[5000, 6000] 0.20 0.36 0.33 0.33 0.57
[6000, 7000] 0.25 0.32 0.37 0.34 0.46
[7000, 8000] 0.35 0.33 0.37 0.39 -
[8000, 9000] 0.47 0.33 0.34 0.46 -
[9000, 10000] 0.54 0.33 0.33 1.14 -
[10000, 11000] 0.41 0.37 0.43 6.34 -
[11000, 12000] 0.52 0.48 0.47 - -
[12000, 13000] 0.50 0.48 0.68 - -
[13000, 14000] 0.56 0.59 1.57 - -
[14000, 15000] 0.64 0.47 1.13 - -
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Table A.26: Relative uncertainty on the D+ cross-section, in D+ (pT, y)
bins, due to the arbitrary choice of fit model.

y
pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]
[0, 1000] 2.93 0.17 0.25 0.24 0.67
[1000, 1500] 0.39 0.02 0.38 0.44 0.18
[1500, 2000] 0.21 0.18 0.32 0.62 1.03
[2000, 2500] 0.10 0.19 0.44 0.86 1.04
[2500, 3000] 0.01 0.29 0.59 1.06 1.27
[3000, 3500] 0.05 0.37 0.79 1.19 1.38
[3500, 4000] 0.07 0.52 0.88 1.37 1.35
[4000, 5000] 0.27 0.70 1.09 1.41 1.47
[5000, 6000] 0.49 0.90 1.29 1.54 3.69
[6000, 7000] 0.67 1.17 1.41 1.80 1.64
[7000, 8000] 0.90 1.37 1.70 1.58 2.28
[8000, 9000] 1.01 1.72 1.62 1.62 4.26
[9000, 10000] 0.94 1.81 1.68 1.61 6.95
[10000, 11000] 1.21 1.44 1.37 1.77 -
[11000, 12000] 1.72 1.42 1.34 1.87 -
[12000, 13000] 1.29 1.43 1.58 3.26 -
[13000, 14000] 1.82 1.41 1.66 1.59 -
[14000, 15000] 1.72 1.37 1.54 0.59 -
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Table A.27: Relative uncertainty on the D0 cross-section, in D0 (pT, y)
bins, due to the statistical uncertainty parameters of the fit model used to
compute the signal window fraction.

y
pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]
[0, 1000] 0.04 0.04 0.04 0.06 0.18
[1000, 1500] 0.04 0.04 0.04 0.06 0.16
[1500, 2000] 0.04 0.04 0.04 0.06 2.01
[2000, 2500] 0.04 0.04 0.04 0.06 0.18
[2500, 3000] 0.04 0.04 0.04 0.07 0.14
[3000, 3500] 0.04 0.04 0.05 0.07 0.09
[3500, 4000] 0.04 0.04 0.05 0.08 0.10
[4000, 5000] 0.04 0.04 0.05 0.07 0.07
[5000, 6000] 0.04 0.04 0.05 0.09 0.21
[6000, 7000] 0.05 0.05 0.07 0.14 0.36
[7000, 8000] 0.06 0.06 0.09 0.24 -
[8000, 9000] 0.07 0.08 0.12 0.47 -
[9000, 10000] 0.10 0.09 0.15 0.17 -
[10000, 11000] 0.14 0.12 0.25 1.15 -
[11000, 12000] 0.19 0.17 0.33 - -
[12000, 13000] 0.22 0.23 0.30 - -
[13000, 14000] 0.33 0.27 0.27 - -
[14000, 15000] 0.43 0.44 0.33 - -
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Table A.28: Relative uncertainty on the D+ cross-section, in D+ (pT, y)
bins, due to the statistical uncertainty parameters of the fit model used to
compute the signal window fraction.

y
pT [MeV/c] [2, 2.5] [2.5, 3] [3, 3.5] [3.5, 4] [4, 4.5]
[0, 1000] 0.51 0.05 0.08 0.24 0.92
[1000, 1500] 0.04 0.04 0.05 0.09 0.09
[1500, 2000] 0.04 0.04 0.04 0.06 0.09
[2000, 2500] 0.04 0.04 0.04 0.05 0.14
[2500, 3000] 0.04 0.04 0.04 0.05 0.13
[3000, 3500] 0.04 0.04 0.04 0.05 0.12
[3500, 4000] 0.04 0.04 0.04 0.05 0.14
[4000, 5000] 0.04 0.04 0.04 0.05 0.07
[5000, 6000] 0.04 0.04 0.04 0.07 1.72
[6000, 7000] 0.04 0.04 0.05 0.09 0.13
[7000, 8000] 0.04 0.04 0.05 0.13 0.40
[8000, 9000] 0.04 0.04 0.07 0.17 1.11
[9000, 10000] 0.05 0.05 0.09 0.25 -
[10000, 11000] 0.05 0.06 0.11 0.38 -
[11000, 12000] 0.06 0.07 0.16 0.59 -
[12000, 13000] 0.09 0.11 0.24 0.74 -
[13000, 14000] 0.10 0.13 0.27 0.67 -
[14000, 15000] 0.16 0.23 0.36 - -
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B Decision trees

Decision trees [113,114] are part of the set of multivariate analysis tools that
also includes k-nearest neighbours and artificial neural networks. In high-
energy physics, such tools are commonly used for the task of classification,
where one wishes to discriminate between several species that are mixed
together, usually in unknown proportions, in the data. Most generally, the
algorithms try to estimate some function whose parameters are a set of
variables ~x, or features, and when used for binary classification the function
is the decision boundary, either side of which is a pure sample of each of
the two species. In practice, the generating PDFs for the species overlap
to some degree, or the algorithm cannot distinguish them with certainty
across the entire feature space. For a given set of values of the features, the
algorithm then returns a probability that the point ~x belongs to a particular
species. Throughout this appendix, only the problem of binary classification
will be considered.

Rectangular cuts are a crude attempt at estimating the multidimensional
decision boundary that separates signal from background, with the decision
being either zero if at least one cut is not passed, or one if all cuts are passed.
A decision tree refines this approach by defining cuts which are conditional
on the outcome of those preceding it. This begins with a single node, the
root, which defines a cut on a single feature x, say x > y for some value y, by
which the input sample is split in two. The sample passing the cut is passed
to a node in the next layer, whilst the failing sample is passed to another
node in that layer. Each of these nodes defines some other cut, possibly on
a different feature, and the samples are further split and passed to nodes in
the next layer. Each of the N layers can have up to 2n−1 nodes, where n
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x1 > y1

pSig. = 0.3
fail

x2 > y2

x2 > y3

pSig. = 0.6
fail

pSig. = 0.65
pass

fail

pSig. = 0.7
pass

Figure B.1: A decision tree, computing signal probabilities pSig. in the leaf
nodes using a set of features xi and cut values on those features yi.

is the depth or layer number. Eventually the sub-samples can proceed no
further and reside in a leaf, or terminal, node at which point a per-species
probability is assigned to them. An example decision tree is illustrated in
Figure B.1.

The construction, or growth, of a single decision tree is the process
to determine which features and cut values are used in what nodes, and
what the assigned probabilities should be in the terminal nodes. There are
many parameters available for tuning during construction, including: the
maximum depth; the figure of merit the cut at each node should optimise;
and the stopping criteria that determines whether additional nodes can
be created. Both tuning of these hyper-parameters and of the features
and cuts to use is a complex optimisation problem [114], the details of
which are not necessary for understanding the classification problem at
hand. The important feature of the construction is that it is performed
using an ensemble of individual events, feature vectors ~x, called the training
sample, in which the true species of each event is known. This is typically
a combination of some simulated MC sample, known to be signal through
truth-matching, and some sample from a control region in the data which
is known to contain no signal, such as mass sidebands. The decision tree
then tries to fit the set of cuts and values such that the samples can be
classified as cleanly as possible, given the hyper-parameters. The probability
of the terminal nodes can then be taken as, for example, the ratio of the



B. Decision trees 293

two species that remain after the training sample has been passed through
the final tree.

The discriminating power of a decision tree is driven by two factors:
how discriminatory the set of features is between the two species; and
what are the values of the hyper-parameters. The exact choice of these is
dependent on the nature of the classification problem, however the hyper-
parameters should be chosen such that the decision tree is not over-fitted
to the training data. This occurs when the tree is too sensitive to the
statistical fluctuations in the features in the training sample. It is possible
that a tree with infinitely many layers would be able to perfectly classify
the training sample, for example, but a new signal sample not present in
the training may be classified as background, as the values of the features
do not exactly match those in the training sample. In general, over-fitting
results in the performance of the tree being worse on an independent testing
sample, within which the true species are also known, than on the training
sample. When tuning the set of hyper-parameters, the performance of the
tree should then be evaluated on the testing sample. This is comparable
with the normal fitting of functions to data with maximum likelihood or χ2

methods, in that more complex models can describe the data well, to an
arbitrary degree for higher complexities, but the models begin to offer less
general insight, instead being tailored to a specific dataset that happens
to have been observed. Measures of performance include the accuracy, the
number of correctly classified events relative to the total number, and the
error rate, the number of wrong predictions relative to the total number.
In the worst case, a classifier does no better at guessing event species than
uniform random guessing.

The benefit of using decision trees over some other multivariate analysis
(MVA) algorithms is that they can be intuitively interpreted: the tree can
be visualised as such, and the decisions can be reasoned with by seeing how
different features influence the lower depths of the tree. However, a tree
that fits the training sample well is in general very deep, as only one feature
enters the decision in each node. Deep trees are particularly susceptible to
over-fitting, and so ensemble methods are often used.
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Ensembles of trees and boosting

The error rate of a decision tree, the fraction of incorrectly classified events,
is due to two properties of the classifier: the bias, the consistent deviation
away from the true values, and the variance, the spread around the mean
value [115]. A complex model, prone to over-fitting, may have a low bias
but a high variance, whereas a simple model may have a high bias but a
low variance.

To reduce the variance of a tree-based classifier, ensembles of complex
trees can be created, where each tree is grown using a subset of the training
data [116]. The classification for an event is then determined using the set
of classifications produced by the ensemble, such as by taking the mean of
that set. This does not increase the bias of the model if the predictions
of the individual trees are uncorrelated. To guard against this possibility,
the technique of random forests [114, 117] can be used, in which each node
splitting can only use information from a random subset of the features, in
addition to the random sub-sampling of the training data used to grow each
tree in the ensemble.

The bias can be decreased by employing boosting, for which Ada-
Boost [107] is a commonly used algorithm. Rather than training an
ensemble of complex models in parallel, AdaBoost trains a sequence of
weak learners (decisions trees here), whose predictions are only slightly better
than random guessing, and returns a weighted sum of their predictions as
the final classification. This begins by growing a single, shallow tree where
the ith vector in the training sample is weighted with a weight wi = 1/N .
The training sample is fed through the tree, and events which were classified
incorrectly are assigned a larger weight, and those which were classified
correctly are assigned a smaller weight. A new tree is grown using the new
weights, and the procedure is iterated. With each iteration, events that
are consistently incorrectly classified are given a greater importance in the
training.

The generalisation of the AdaBoost algorithm is gradient boosting [118].
With AdaBoost, additional weak learners compensate for previous incor-
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rect classifications by being trained with specially weighted data. In gradient
boosting, additional weak learners try to correct the classification of the pre-
vious learners by fitting a regression model f(~x) to the residuals (ŷi − f(~xi))2

of the predicted classification f(~xi) = yi and the true classification ŷi. In this
way, gradient boosting tries to minimise the loss function that characterises
how poorly the classifier is performing, and can be generalised by considering
an arbitrary loss function L(ŷ, f(x)), which can be the residual.
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